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We have shown previously that the spherical polar fourier (SPF) approach may 
be used to perform sequence-independent protein structure alignment, 
comparison, and classification (Mavridis and Ritchie 2010). Most existing 
structural alignment algorithms are based on comparisons of the Cα  backbone 
traces or vectors formed by the Cα - Cβ atoms of each non-glycine amino acid, 
for example (Kolodny et al. 2005). Since the SPF approach is a 3D 
representation technique, it is straight-forward to apply the representation to any 
selected sub-set of atoms and to calculate average or “consensus” shapes of 
selected groups of protein structures.

Here we present a detailed comparison of the SPF algorithm using the backbone 
representation against several well known protein structure comparison methods 
e.g. SSM (Krissinel and Henrick 2003), CE (Shindyalov and Bourne 1998), 
DALI (Holm and Sander 1995) and 3DZernike (Novotny and Klein 2004). In 
order to compare the different algorithms in an objective way, we use as the 
ground truth the CATH protein classification (Cuff et al., 2008). Several single 
protein structures are used as queries against the CATH database, with the aim 
of retrieving as many members as possible of the superfamily which the query 
protein belongs to. We measure the perfomance of each method, using ROC 
plots and the AUC metric.

Overall, our results show that our approach is comparable to current state of the 
art structure comparison methods. However, it is still relatively expensive. In 
order to try to improve the perfomance of our approach we are developing novel 
indexing scheme based on the notion of consensus shapes.

In our 3DBlast program, protein shapes are represented as 3D density functions 
expressed as expansions of orthonomal basis functions:

where ylm(θ,φ) are the real spherical harmonics, N  is the order of the highest 
polynomial power of the expansion, Rnl(r) are radial functions, and anlm are the 
expansion coefficients which are calculated as described previously (Ritchie and 
Kemp 2000). 

Previously, for the SPF representations all the protein atoms where used for the 
calculation of the SPF coefficients. Here we present a new approach where only 
the backbone atoms of the protein are taken into consideration. Figure 1 shows 
the e6ap ubiquitin-protein ligase (PDB code 1c4z - chain D) in the all-atom and 
backbone SPF representations.

Cuff A.L., Sillitoe I., Lewis T., Redfern O.C., Garratt R., Thornton J., Orengo C.A. (2008) The CATH classification revisited-
architectures reviewed adn new ways to characterize structural divergence in superfamilies. Nucleic Acids Research 37 310-314. 
Kolodny R., Koehl P., Levitt M. (2005). Comprehensive evaluation of protein structure alignment methods: Scoring by geometric 
measures. J. Mol. Biol., 346 1173-1188. 
Mavridis L., Ritchie D.W. (2010). 3D-Blast: 3D Protein structure alignment, comparison, and classification using spherical polar fourier 
correlations. PSB, 15 281-292.
Novotni M., Klein R. (2004). Shape retrieval using 3D Zernike descriptors. J. Comp.-Aided Mol. Des. 36 1047-1062. 
Krissinel E., Henrick K. (2003). Protein structure comparison in 3D based on secondary structure matching (SSM) followed by Ca 
alignment, scored by a new structural similarity function. Proceedings of the Fifth international Conference on Molecular Structural 
Biology, Vienna. 88.
Shindyalov I.N., Bourne P.E. (1998). Protein structure alignment by incremental combinatorial extension (CE) of the optimal path. 
Protein Engineering 11, 739-747.
Holm L., Sander C. (1995). Dali: a network tool for protein structure comparison. Trends in Biochemical Sciences. 20, 478-480.
Ritchie D.W., Kemp G.J.L. (2000). Protein Docking Using Spherical Polar Fourier Correlations. Proteins: Struc., Funct., Genet. 39 178-
194. 

This project is funded by the ANR, grant reference ANR-08-CEXC-017-01.

Introduction CATH Superfamily Consensus ShapesDetermining the  Expansion Order

SPF Shape Density Representations

Figure 1. The e6ap ubiquitin-protein ligase (E3, PDB code 1c4z - chain D). On 
the left hand side all atoms of the 1c4z protein are shown and on the right hand 
side only the backbone atoms (top row: licorise view and bottom row: density 
functions with an expansion order of N=25) .
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Figure 2. Bar chart analyses for each of the six proteins showing the calculated 
AUC for each of the proteins as a function of the expansion order N. 

Figure 3. Aggregate ROC plots for each method obtained when querying the 
CATH v3.2 protein database using six query proteins.

To assess the performance of the backbone representation, we compared it with 
the original all-atom SPF, CE, Dali, SSM and 3DZernike approaches. The aim 
of this study is to compare how well each of the methods can recognize oprotein 
structures according to their CATH superfamilies. The same six proteins chains 
from the expansion order experiment were used as query proteins against the 
CATH database v3.2. An aggregate ROC plot was calculated to summarize the 
overall performance of each method as a single ROC curve, as shown in Figure 
3.

As can be seen from Figure 3, SSM performs the best with an AUC of 0.999 and 
3DBlast and Dali are following with 0.993 and 0.988. The all-atom 3DBlast 
approach comes fourth with an AUC of 0.975. It can be noted that the backbone 
representation gives a significant increase in the precision and recall of the SPF 
approach. CE is also performing quite well with an AUC of 0.938. Although the 
3DZernike approach is very fast, it's performance in this experiment is close to 
random, with an AUC of 0.661.

The SPF approach provides a convenient way to calculate the average or 
consensus shape of a group of proteins as:

First, the two most similar proteins are identified and selected to form the seed 
consensus shape. Then, all proteins are rotationally superposed onto the seed 
consensus. A new consensus shape is computed from the average SPF 
coefficients of the superposed shapes. The consensus members are then 
superposed again onto the consensus average, and the process is iterated until 
convergence. Two examples of superfamily consensus shapes are shown below. 
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Figure 5. On the left hand side we can see the members of the CATH 
3.10.150.10 superfamily (DNA polymerase III). The right hand side shows the 
consensus SPF shape density.

Conclusions
Using the backbone density representation in 3DBlast gives better query 
performance than the all-atom representation. We have shown that this approach 
is comparable with several state of the art structure comparison approaches. Our 
approach provides a straight-forward way to calculate consensus (or average) 
shapes of CATH superfamily members. Our preliminary results from using these 
shapes to query the CATH database suggest that consensus shapes will provide 
an efficient shape-based database indexing scheme.

In order to find the optimal value of N which still gives good superpositions for 
the backbone shape comparisons, six protein chains from the CATH database 
(asparagine synthetase mutant (PDB code 12as - chain A), alf4-activated gi-
alpha-1 (PDB code 1agr - chain E),  chicken crp1 (PDB code 1b8t - chain A), 
e6ap (PDB code 1c4z - chain D),  karyopherin beta2-ran-gppnhp (PDB code 
1qbk - chain B) and acetyltransferase (PDB code 1w4e - chain A)) were 
randomly selected to act as query molecules against the CATH database. 

For each protein we performed a number of searches against the database with  
N ranging from 1 to 25. In order to analyse the results we used the Area Under 
the Curve (AUC) metric, which can be calculated from Receiver Operating 
Characteristic (ROC) plots. For this experiment the true positives (TP) for each 
query were taken to be the members of the CATH superfamily that the query 
belonged to. Figure 2 shows that the AUC values for expansion orders above 
N>9 have a stable value. Therefore, using an expansion order of N>9 is 
generally sufficient for database searches, requiring less than 1sec per 
superposition.
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Figure 4. On the left hand side we can see the members of the CATH 
1.10.230.10 superfamily (Cytochrome P450-Terp). The right hand side shows 
the consensus SPF shape density.

We have used consensus shapes to query the database as described above. In all 
the cases tested so far, we find that the consensus query matches the superfamily 
members better than any other structures. In other words, if a family member 
was used as a query it would match the superfamily consensus more strongly 
than any other structure in the CATH database. This implies that we could use 
superfamily consensus shapes as an efficient shape-based indexing scheme for 
the CATH database.

Database Queries Using Consensus Shapes
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