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ABSTRACT: A procedure that rapidly generates an approximate parametric
representation of macromolecular surface shapes is described.The
parametrization is expressed as an expansion of real spherical harmonic basis
functions.The advantage of using a parametric representation is that a pair of
surfaces can be matched by using a quasi-Newton algorithm to minimize a
suitably chosen objective function.Spherical harmonics are a natural and
convenient choice of basis function when the task is one of search in a rotational
search space.In particular, rotations of a molecular surface can be simulated by
rotating only the harmonic expansion coefficients. This rotational property is
applied for the first time to the 3-dimensional molecular similarity problem in
which a pair of similar macromolecular surfaces are to be maximally superposed.
The method is demonstrated with the superposition of antibody heavy chain
variable domains. Special attention is given to computational efficiency. The
spherical harmonic expansion coefficients are determined using fast surface
sampling and integration schemes based on the tessellation of a regular
icosahedron.Low resolution surfaces can be generated and displayed in under
10 s and a pair of surfaces can be maximally superposed in under 3 s on a
contemporary workstation. Q 1999 John Wiley & Sons, Inc. J Comput Chem
20: 383] 395, 1999
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Introduction
Molecular surface shape plays a significant role
in protein] protein and protein] ligand interactions.
For example, surface shape complementarity is
usually a necessary condition for protein] ligand
binding and is often the main discriminant in rigid
body docking simulations.Finding the best superposition of ligand shapes is normally the first step
in the quantitative structure] activity relationship
method of de novo drug design.
There are many techniques for modeling molecular surface shape.These often begin with a strictly
geometric interpretation of the surface atoms in a
hard sphere model of the molecule to give the
familiar solvent-accessible1 and molecular surfaces.2 Representing these surfaces as dots, triangles, or analytical surface segments 3 ] 5 can be an
effective way to visualize the surface shape.However, such representations contain much high resolution detail and so are not particularly convenient
computational forms when the task is to search for
regions of similarity or complementarity between
a pair of molecules.The molecular surfaces may be
contoured or sliced to find local maxima and minima,6 surface normals or solid angles can be calculated,4, 7 and the search for complementary shapes
can then be expressed in terms of matching ‘‘knobs
to holes’’ 6, 8 or matching opposing surface
normals.9, 10 However, assuming rigid bodies, there
are 6 degrees of freedom in the docking problem
and often the entire geometric representation must
be rotated and translated for each trial orientation.
Clever indexing schemes can be used to reduce the
amount of computation9, 11 as can an intelligent
choice of surface normals,12, 13 but nonetheless most
surface matching procedures still need to generate
and test many thousands of possible orientations.
Even in the much simpler case of the molecular
similarity problem, which we focus on here, the 3
rotational degrees of freedom make the search
space nontrivial.
An alternative to the ‘‘generate and test’’ approach is to direct the course of the search using
function minimization. An objective function is
chosen to represent the state of the system, and
this is minimized to find the most favorable orientation.This approach can be made tractable with a
suitably approximate parametric representation of
the surface from which surface quantities can be
derived as needed. Because the general docking
problem can be expressed in terms of a translation
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and 5 rotational degrees of freedom,14 the similarity and the docking problems can both be considered in terms of search in a ‘‘rotational search
space.’’ Thus, it is natural to seek a parametric
representation that is robust under rotation; it is
for this reason that we chose to represent a molecular surface as an expansion of spherical harmonic
functions.This idea is not new: Max and Getzoff 15
showed that low order harmonic functions can
capture the gross features of a molecular surface.
Duncan and Olson16 and Leicester et al.17 generated high resolution surface expansions that begin
to reproduce the exact atomic detail of the surface.
Although many useful surface properties can be
derived from a spherical harmonic representation16
and the rotation of surface expansion coefficients
has been considered,17 it appears that further investigation of spherical harmonic molecular surfaces may have been deterred by the computational cost reported in these earlier studies.
Here the rotational properties of spherical harmonics are used for the first time to match similar
molecular surface shapes.We address the problem
of computational efficiency by reviewing and reformulating some of the expressions used in the
literature and by using a cache of intermediate
values.We also introduce a simple but novel integration scheme, which is based on an icosahedral
tessellation of the sphere, that rapidly calculates
the initial surface expansion coefficients.The symmetry of the icosahedron was exploited before in
relation to surface sampling 18, 19 and comparison,18
rotational search,20 and as a visualization tool.21, 22
Our sampling and integration algorithms were
largely inspired by these articles.
Because many protein domains are essentially
globular in shape and most of the shape information can be encoded in the first few harmonic
coefficients,23 we chose to use relatively low order
surface expansions and to assume a single-valued
surface Ž i.e., we do not attempt to model reentrant
surfaces correctly. .When a single-valued surface is
assumed, we can use a fast surface sampling
scheme, again based on the icosahedron, to give
very good estimates of the solvent-accessible and
molecular surfaces directly from the 3-dimensional
structure.We then exploit the rotational properties
of spherical harmonics to systematically rotate the
surface coefficients, allowing a rapid search for the
global minimum of a shape similarity function.
The method is demonstrated using antibody
heavy chain variable Ž VH. domains.Antibody domains have highly conserved b -sheet framework
regions, although the variable domains of Fv frag-
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ments present a variety of surface shapes due to
differences in the hypervariable loop regions of
their complementarity determining regions Ž CDRs. .
Hence, the shapes of these domains have sufficient
differences to provide a good test of our surface
shape matching algorithm, yet are sufficiently similar that the quality of a surface shape superposition is easily recognized by observing the relative
positions of the corresponding backbone traces.
We show that it is possible to generate spherical
harmonic surfaces of two randomly oriented antibody domains and to find the best superposition
of these surfaces in a matter of seconds on a
modern workstation.Our results indicate that low
resolution spherical harmonic molecular surfaces
can be calculated remarkably quickly, and we suggest that the resulting parametrization may be a
useful computational tool in many aspects of protein surface shape analysis.

M ethods
A single-valued surface in 3-dimensional Ž 3-D.
space can be parametrized by the spherical coordinates, Ž u , f . , such that all points, x, on the surface
are given by
xŽ u , f .
s r Ž u , f . sin u cos f i q sin u sin f j q cos u k ,

Ž 1.

where the radial function, r Ž u , f . , encodes the
distance of surface points from a chosen origin.
The classical way to determine such a function is
to write it as an expansion of spherical harmonic
basis functions,24
L

rŽ u , f . s

Ý

l

Ý

a l m Yl m Ž u , f .

Ž 2.

ls0 msyl

and to solve for the expansion coefficients, a l m
Ž discussed below. .The upper limit, L, is chosen to
give the desired level of resolution; a value of
˚ on
L s 30 can resolve surface detail to around 1A
the surface of a typical protein domain.16
CO M PLEX SPH ERICAL H ARM O NICS
The mathematics of spherical harmonics are well
known Ž see, e.g., Biedenharn and Louck 25 for a
detailed and authoritative account. , so here we
merely summarize some of the properties that are
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relevant to the description of molecular surfaces,
particularly with respect to rotation. In their general form, spherical harmonics are complex orthonormal functions that are often written in terms
of the spherical coordinates Ž u , f . , because these
variables can be separated to give a product of
functions
Yl m Ž u , f . s q

lm

Ž u . w mŽ f .

yl F m F ql Ž 3 .

where

q

Ž 2 l q 1. Ž l y m . !

Ž .
lm u s

2

1r2

Ž l q m. !

y1 r2
w mŽ f . s w
2p x e i m f .

Plm Ž u . , Ž 4 .
Ž 5.

The functions Plm Ž u . are the associated Legendre
polynomials.The square root terms are normalization factors such that the orthonormality property
can be expressed as
2p

p

H0 H0

Yl m Ž u , f . Yk j Ž u , f . *sin u du d f s d l k d m j
Ž 6.

where the asterisk denotes complex conjugation.
As indicated above, one of the many applications
of spherical harmonics is to use them as a basis set
in which functions of Ž u , f . can be expanded.Here
we have a radial distance function, r Ž u , f . , although any other surface property could be represented in the same way. The coefficients of the
harmonic expansion are found using the orthonormality property; multiplying each side of eq.Ž 2. by
the complex conjugate, Yl m Ž u , f . *, and integrating
over the sphere gives an integral for each coefficient:
al m s

2p

p

H0 H0

r Ž u , f . Yl m Ž u , f . *sin u du d f . Ž 7 .

There are Ž L q 1. 2 such integrals for an expansion
to order L and generally each integral must be
evaluated numerically.This is often a costly operation,26 although not especially so with our algorithm. In any case, the integrals need only be
evaluated once; the operation of a rotation on the
molecule Ž or conversely, a rotation of the coordinate system. can be simulated by transforming
only the expansion coefficients.
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The spherical harmonic basis functions of each
order, Ž l . , transform among themselves under rotation according to 25
RˆŽ a b g . Yl m Ž u , f . s

Ý

Ž 1. Ž
Yl m9 Ž u , f . Dm9m
a bg .,

m9

Ž 8.
where RˆŽ a b g . represents a rotation operator expressed in terms of the Euler angle parametrization Ž a b g . . The unitary rotation matrices
D Ž l . Ž a b g . are due to Wigner and the matrix elements are given by
Ž l. Ž
Dm9m

Ž l. Ž
a b g . s eyi m9a d m9m
b . eyi mg ,

Ž 9.

where

Ž 1 q m9 . ! Ž l y m9 . !

Ž u , f . q Yl m Ž u , f . * . r' 2
if m ) 0,
Yl 0 Ž u , f .
yl m Ž u , f . s
if m s 0,
yi Ž Ylm Ž u , f . y Ylm Ž u , f . * . r' 2

1r2

~

Ž l q m. ! Ž l y m. !

Ý

=

Ž y1.

ksmax Ž 0, mym9.

ž

lym
=
l y m9 y k

kq m9ym

ž

lqm
k

¢if m - 0,

/

Ž 14.

/

giving

2 lqmym9y2 k

= Ž cos b r2.

Ž sin b r2. 2 kqm9ym .
Ž 10.

Because the harmonic basis functions transform
among themselves, it follows that the coefficients
of a surface expansion must also.Rotating r Ž u , f .
gives some new function, r 9Ž u , f . , that represents
the same surface but in a different orientation:
r 9 Ž u , f . s RˆŽ a b g . r Ž u , f . .

Ž 11.

Substituting the appropriate harmonic expansion
for each side gives
Ž
. s
aX
l m Yl m u , f

lm

lm

if m ) 0,
u l m Ž u . r' 2p
yl m Ž u , f . s
if m s 0,
q lm Ž u . Ž sin m f . r' p

~

Ž 15.

¢if m - 0 Ž i.e., m ) 0. .

Rotational symmetry is preserved in such linear
combinations and the resulting real spherical harmonics also transform among themselves under
rotation:
RˆŽ a b g . y l m Ž u , f . s

Ý

l. Ž
y l m9 Ž u , f . R Žm9m
a bg ..

. Ž
a l9m9 Ý Yl9q Ž u , f . DqŽ lm9
a bg .,

Ý
l9m9

Ý
m9

Ž 16.

q

and on multiplying both sides by Yk j Ž u , f . * and
integrating over the sphere, all terms vanish except k s l s l9 and j s m s q to give
aX
lm s

¡
q Ž u . Ž cos m f . r' p

m9

Ž 12.
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Because we are concerned only with real surface
quantities, we find it is more convenient to work
with real spherical harmonics, y l m Ž u , f . , expressed
as linear combinations of the complex harmonics:
lm

min Ž lym9, lqm .

Ý

REAL SPH ERICAL H ARM O NICS

¡
ŽY

Ž l. Ž
b .
d m9m

s

That is, the harmonic expansion coefficients transform among themselves under rotation in a similar
way in which rotations transform the Ž x, y, z . coordinates in the Cartesian frame.Clearly, this holds
for the coefficients of any spherical harmonic
parametrization, not just of r Ž u , f . . This fundamental property was recognized by Leicester et
al.,17 although they were unsuccessful in implementing a surface matching scheme that could
exploit this.

. Ž
a l m9 DmŽ l m9
a bg ..

Ž 13.

Consequently, the real expansion coefficients
transform as
aX
lm s

Ý

a l m9 R Žml .m9 Ž a b g . .

Ž 17.

m9

Expressions for the rotation of real spherical harmonics were given previously Ž e.g., Su and Koppens 27 . , but we give our results here for complete-
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is given by

ness because the form depends on the choice of the
linear combination in eq. Ž 14. and because it is
convenient to have the rotation matrix elements
listed explicitly.If eq. Ž 14. is written as a sum

Ý

yl m Ž u , f . s

AŽml . m9Yl m9 Ž u , f . ,

R s ADA†

Recognizing that all nondiagonal elements of A
are zero, it is relatively straightforward but tedious to simplify eq. Ž 19. symbolically. The result
is

Ž 18.

m9

then for each order Ž l . , the real rotation matrix, R,

¡
d

Ž l. Ž
m9m

d 0Ž lm. Ž

l.
R Žm9m

b . cos Ž mg q m9a . q Ž y1.

Ž y1.
Ž l. Ž
d m90

b . ' 2 cos Ž m9a . ;

Ž l.
00

Ž l. Ž
d m9m
b . cos Ž mg y m9a . ;

m9 ) 0, m ) 0;

b . ' 2 cos Ž mg . ;
m9q1

d
s~

m9

m9 s 0, m ) 0;

Ž l. Ž
Ž l. Ž
b . sin Ž mg q m9a . q d m9m
b . sin Ž mg y m9a . ;
d m9m

m9 - 0, m ) 0;
m9 ) 0, m s 0;

Ž b .;

Ž y1.

m9q1

Ž y1.

m

m9 s 0, m s 0; Ž 20.
Ž l. Ž
b . ' 2 sin Ž m9a . ;
d m90

Ž l. Ž
d m9m

m9 - 0, m s 0;

b . sin Ž mg q m9a . q Ž y1.

mqm9

Ž l. Ž
d m9m

b . sin Ž mg y m9a . ;

m9 ) 0, m - 0;

Ž y1. d 0Ž lm. Ž b . ' 2 sin Ž mg . ;
m

¢
Ž y1.

Ž 19.

mqm9

Ž l. Ž
d m9m

m9 s 0, m - 0;

b . cos Ž mg q m9a . q Ž y1.

These expressions are consistent with the Su and
Koppens formulas 27 and Ž by reusing partial results. are no more expensive to evaluate than the
complex form w
eq. Ž 9. x
. An option in our graphics
program can display and rotate arbitrary real
spherical harmonics w
using eqs. Ž 16. and Ž 20. x
, and
we visually verified that they rotate correctly. It
should be noted that when b s g s 0 we have a
single rotation, a , about the z axis and the transformation of expansion coefficients is particularly
simple.Because
Ž l. Ž .
d m9m
0 s d m9m ,

Ž 21.

mq1

Ž l. Ž
d m9m

b . cos Ž mg y m9a . ;

Interpretation ofExpansion Coefficients
The spherical harmonic expansion coefficients
are sometimes referred to as ‘‘shape descriptors’’,17, 28 because the first few coefficients can
be associated with specific geometric quantities.
In an expansion of r Ž u , f . , the l s 0 coefficient
encodes the average radius, or ‘‘sea level’’ 14 of
the surface, ˆ
r s Ž 4p . y1 r2 a 00 , and the l s 1 coefficients describe the centroid of the surface, ˆ
xs
Ž 12p . y1 r2 Ž a11 , a11 , a 00 . T.The coefficients up to l s 2
define an average ellipsoid.If the major axes of the
ellipsoid are rotated into alignment with the coordinate axes, then the equation for an ellipsoid

the coefficient transformation w
eq. Ž 17. xreduces to
aX
l m s a l m cos ma q a l m sin ma ,

x2
a2

Ž 22.

as might be expected from symmetry. For a general rotation in which b / 0 the amount of computation can be reduced by using symmetries of the
d Ž l . matrices 25 :
Ž l. Ž
d m9m
b . s Ž y1.

s Ž y1.

m9ym

Ž 23.
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y2

q

b2

žÝ

l

2

Ž l. Ž
.
dm
m9 b
Ž l. Ž
d m9m
b ..

q

z2
c2

Ž 24.

s 1,

can be expressed in terms of a rotated radial expansion up to L s 2:
aX
lm

Ý

yl m Ž u , f .

ls0 msyl

m9ym

m9 - 0, m - 0.

=

ž

sin2u cos 2f
a2

q

/

2

sin2u sin2f
b2

q

cos 2u
c2

/

s 1. Ž 25.
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At Ž u s p r2, f s 0. the only nonvanishing harmonics are of the form sin mu cos m f and we find
2

Ž
.
aX
l l y l l p r2, 0 .

Ý

as

the conventional recursion formula, modified to
include the Condon] Shortley phase factor,32 starts
with

Ž 26.
Pll Ž

ls0

Similarly, the remaining ellipsoidal radii are found
from
2

bs

Ž
.
aX
l l y l l p r2, p r2 ,

Ý

Ž 27.

Ý

s
y l 0 Ž 0, 0 . .

l!

ž /

Ž l y m . Ž l q m q 1.
m - l,

ls0

2p

p

H0 H0

Ý

2
aX
lm

s

lm

Ý

Plm Ž

m . s

m

Ž y1.

Ž 1 y m 2.

2 l l!

Plm Ž m . s

Ž y1.

2p

p

H0 H0

=

Ž l y m 2.

mr2

where the superscripts denote partial differentiation. The ratio between the two areas could be
used as a measure of the roughness of the surface.29
Expressions for SphericalH arm onics
There are several ways in which the Legendre
polynomials can be expressed. A recurrence relation is often recommended for numerical stability
for very high order harmonics.30, 31 For example,

Ý

Ž y1.

ks Ž lqmq1 . r2

lm

<
du d f , Ž 30.
xŽ u . Ž u , f . = xŽ f . Ž u , f . <

l

Ž m 2 y 1. ,

m

2 l l!

=

388

lqm

dm

where m s cos u . Writing Ž m 2 y 1. l as a binomial
expansion and differentiating it l q m times, we
obtain

Ž 29.

As

d lqm

mr2

Ž 33.

a 2l m

is a rotational invariant that can be interpreted as
the spherical component of the molecular surface
area. If desired, the total molecular surface area
can be calculated numerically from surface normals,

Ž 32.

where Plm Ž u . s 0 when m ) l. However, we find
that a power series expression is easier to manipulate and faster to evaluate. We begin with the
formula24

l
2
r 9 Ž u , f . sin u du d f s

Ž 31.

2

y2 Ž m q 1 . cot Ž u . Plmq 1 Ž u . y Plmq 2 Ž u .

Ž 28.

The ellipsoidal and coordinate axes can be
aligned by finding, for example, the Euler rotation
Ž 0 b g . that maximizes c, followed by a rotation,
Ž a 00. , to maximize a. Both rotations are determined numerically using a quasi-Newton method
described below. Assuming that the ellipsoidal
radii are distinct, they could be used as a nonsubjective way to place a set of molecules in a canonical orientation in space. Any potential ambiguity
could be removed by examining terms to l s 3.
However, we do not attempt to assign any geometric significance to coefficients above l s 2, other
than to recall the notion of magnitude. For example, due to the unitarity of the rotation matrices,
the integral

l

Plm Ž u .

2

cs

Ž 2 l . ! sin u

and continues down to m s 0 with24

ls0

aX
l0

l

u . s Ž y1.

Ž 2k. !
Ž 2 k y l y m. !

m

kq l

ž/
l
k

2 kylym

,

Ž 34.

where the lower summation bound is taken using
integer truncation.Collecting constant terms gives

q

lm

Ž u . s Ž sin u .

m

l

Ý

2 kylym
n lm k w
cos u x
,

ks Ž lqmq1 . r2

Ž 35.
in which the coefficients, n l m k , include the normalization factor w
eq. Ž 4. xand need only be calculated
once. In our tests this expression was evaluated
around twice as quickly as the equivalent recursive formulas.The analysis of Wiggins and Saito 30
indicates that the greatest errors in Plm Ž u . are to be
found near u s p r4, so the values of q l m Ž p r4.
using eq. Ž 35. Ž which was not included in the
Wiggins and Saito 30 analysis. were compared with
those calculated from the recursive formulas w
eqs.
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Ž 31. and Ž 32. x
. The results agreed to 7 decimal
places or better for all l, m up to l s 30 when
working in 64-bit floating point arithmetic. Considering the various approximations we make Ž described below. , we are confident that the accuracy
of the power series expression w
eq. Ž 35. xis well
within the bounds of what we require.
Trigonom etric Caching
Much of the computational expense of using
spherical harmonics is in repeated evaluation of
the same or similar sine and cosine terms. One
approach is to store precomputed values of Yl m in
a grid of equally spaced polar coordinates,17 although this gives a greatly increased point density
toward the poles. Instead we use a more flexible
empirical approach in which sine and cosine functions are calculated recursively w
e.g., cos n f s
2cos f cosŽ n y 1. f y cosŽ n y 2. f and sin n f s
2cos f sinŽ n y 1. f y sinŽ n y 2. f xand the results
of such function calls, and powers thereof, are
cached locally.A real function call is repeated only
when necessary. By using basic identities such as
cosŽ a " b . s cos a cos b . sin a sin b , this technique can also be used with the rotation matrix
elements. For the small memory overhead of a
cache for each angle Ž a b g u f . we obtain at least a
threefold speed-up.
An alternative to repeatedly calculating the
d Ž l . Ž b . matrices using the rather cumbersome formula eq. Ž 10. is to relate the values of d Ž l . Ž b . to
those of d Ž l . Ž p r2. .27, 33 Surprisingly, however, we
found this elegant approach to be slower than
direct evaluation of eq. Ž 10. , despite using the
above caching scheme.
SURFACE SAM PLING
Two data structures are used to implement a
fast and fair sampling of amolecular surface: a
spherical triangular mesh and a spherical grid.
The triangular mesh is similar to the tessellation
of the triangular faces of a regular icosahedron.18, 21
However, we inscribe the icosahedron in a sphere
and use geodesic curves to divide the surface of
the corresponding spherical triangles; we also allow any integral division of a triangular edge Ž the
‘‘order’’ of the mesh. to give a wider range of
possible sampling densities. Connecting the centers of adjacent triangular faces gives the dual
mesh, consisting of 12 pentagons separated by
hexagons that cover the remainder of the surface.
As a special case, a hexagonally snubbed dodeca-
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hedron Ž 32 faces and 60 vertices, a soccer ball. is
constructed from the icosahedral vertices and face
centers. This data structure internally stores the
coordinates and local connectivity of the icosahedral and dual vertices Ž which we call poles and
nodes, respectively. of the two meshes. Specifically, a look-up table can find the three poles that
neighbor a given node and the six Ž or five. nodes
that neighbor a given pole.These relationships can
be combined to implement a utility function that
supplies approximately concentric rings of vertices
that radiate away from a given seed vertex. This
function, together with the spherical grid, is used
to focus the sampling of the molecular surface.
There are many ways in which a spherical grid
can be constructed. Because the grid is used to
locate the nearest icosahedral mesh pole for a
given Ž u , f . coordinate, we require the grid to
contain at least as many cells as there are icosahedral mesh poles and each grid cell to have an
approximately equal area. Thus, the grid is built
by setting the desired grid cell area to a s
4p rNpoles and by dividing a hemisphere into n
latitudinal bands. The number of cells, n k , in the
k th band is derived from
nk s

2p
a

Hu

uk

Ž 36.

sin u du .

ky1

to obtain
.
nk s ?
2p Ž cos u ky1 y cos u k . ra q 1 @

Ž 37.

The first band, u 1 , is found by setting u 0 s 0 and
n1 s 1. The total number of bands is set to n s
?
1ru 1 q 1@
.Near the pole the first p s ?
0.1n @bands
are found using

u k s arcsin Ž sin u 1 q Ž k y 1 . r
Ž p y 1 . Ž 1 y sin u 1 . .

p ) 1. Ž 38.

Subsequent bands are spaced equally in u over the
remainder of the hemisphere.Dividing each band
into cells using eq. Ž 37. gives at least the required
number of cells in the hemisphere. The grid cells
of the second hemisphere are found by symmetry.
This gives reasonably ‘‘square’’ grid cells even
near the poles, as shown in Figure 1.The grid cell
corresponding to any given Ž u , f . coordinate can
be found very quickly from the stored u k and n k
data. The grid could also be used as the framework for the numerical integration of eq. Ž 7. , although a simpler and faster method is to use the
icosahedral mesh, as described below.
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the origin. This last step is essentially a modification of the technique originally described by Greer
and Bush.34
Of these three surface types, the van der Waals
surface is generally the least useful because it can
contain deep but narrow cavities where occasionally a ray can reach far into the core of the molecule.
In the context of a central projection, the molecular
surface described above gives the most faithful
representation of the surface shape and this surface is used in subsequent calculations. However,
we stress that our procedure gives, by definition,
only an approximation to the true molecular surface that would be obtained by rolling a probe
sphere over the surface: when the algorithm is
applied to multivalued surfaces it produces an
enclosing envelope around each reentrant region.
SURFACE INTEGRATIO N

FIG U R E 1. An exam ple sphericalgrid of2274
approxim ately equalarea cells.This grid is used to m ap
surface sam ple points onto icosahedralvertices during
surface integration [eq. (40)].

When a single-valued surface is assumed, it is
possible to use rays from the chosen origin to find
estimates of the van der Waals surface, the solvent-accessible surface, and the molecular surface.
A good estimate for the origin is the all-atom
center of gravity. The Ž u , f . coordinates of each
atom, which are measured from this origin, give
us a cell in the spherical grid that in turn points to
a pole in the icosahedral mesh. The intersections
between the atom and a ray from the origin to the
pole are determined18 and the largest solution
along such a ray is saved as the radial distance
from the origin at that angular sample point.This
is repeated for concentric rings of icosahedral poles
Ž above. until none of the rays of a ring cut the
atom. Applying this procedure to each atom in
turn and saving the maximum distance found for
each sample ray gives a set of sample points of the
van der Waals surface.If this procedure is applied
when the radius of the probe sphere is added to
each atom we obtain the solvent-accessible
surface.1 The molecular surface 2 is approximated
by placing the probe sphere at each solvent-accessible surface sample point and applying the rayatom intersection procedure to the probe sphere,
this time saving the solutions that are nearest to
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Having obtained an unbiased distribution of
molecular surface sample points at the icosahedral
poles, a local smoothing operation is performed by
setting the radial distance at each node of the dual
mesh to be the average of the sample values found
for its three neighboring poles. Ž The polar coordinates of the dual mesh remain unchanged.. The
spherical harmonic coefficients are solved by representing the integral eq. Ž 7. , in terms of real harmonics, as a sum over the mesh nodes:
al m s

2p

p

H0 H0

r Ž u , f . y l m Ž u , f . sin u du d f

Ž 39.

Nnodes

,

Ý

r Ž u n , u n . yl m Ž u n , u n . D n ,

Ž 40.

ns1

where Ž u n , f n . are the polar coordinates of the nth
mesh node and D n is the triangular area associated
with that node on the unit sphere, which was
trivially obtained from the three neighboring poles.
This novel way of approximating an integral over
the sphere is justified by observing that in the limit
of infinite tessellation each weight, D n , is Ž on average. effectively equivalent to the differential area
element, sin u du d f .At moderate tessellation levels
the area elements do not sum exactly to 4p so,
although this error is small, eq. Ž 40. is modified to
include a normalizing correction:
al m ,

ž

4p
Ý

N nodes
D n
ns 1

Nnodes

/Ý

r Ž u n , f n . yl m Ž u n , f n . D n .

ns1

Ž 41.
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In practice, the coefficients, a l m , are evaluated incrementally to exploit the behavior of the trigonometric cache with an outer loop over the mesh
node coordinates and inner loops over l and m.
Compared to using an equiangular grid,16, 17 this
approach can resolve the same level of detail with
around a third fewer sample points.
SURFACE M ATCH ING
If two molecular surfaces are positioned in a
common coordinate system, one would expect to
be able to find the rotation of one molecule relative
to the other that minimizes some shape difference
function, such as the root mean squared Ž RMS.
distance difference between corresponding surface
sample points.For example,
D RM S s

1

Nnodes

Nnodes

ns1

Ý

1r2

Ž x 1Ž u n , f n .

Ž
yxX
2

u n, f n. .

2

physical basis and it shows how the effect of
translation can be accommodated. Translation of
one molecule relative to the other may be necessary to obtain the absolute minimum in the surface
distance difference, because Ž without prior knowledge. the choice of molecular origin is unlikely to
coincide with the centroid of the harmonic surface.
If eq. Ž 43. is modified to include translations of the
surface centroids Ž applied after any rotation about
the origin. , we then have
D2 s

2p

p

H 0 H 0 Ž Ž x Ž u , f . y x̂
1

After some similar working and using ˆ
x1 s
Ž 12p . y1 r2 Ž a11 , a11 , a 00 . T, etc., we obtain a general
analytic shape similarity expression:
L

D2 s

Ý

l

Ž a 2l m q b l2m y 2 a l m bX
.
lm

Ý

ls0 msyl
q1

where the prime denotes rotation of the second
molecule. Other similarity functions could be devised, but eq. Ž 42. is particularly convenient because the orthonormality of the harmonic basis
functions can be exploited by evaluating the corresponding integral
D2 s

p

2p

H0 H0

Ž x 1Ž u , f . y xX
Ž
. . 2 sin u du d f ,
2 u ,f
Ž 43.

where D 2 s 4p DR2 M S . Substituting for x and simplifying gives
D2 s

2p

p

H0 H0

2
2
r 1Ž u , f . q r 2XŽ u , f .

y2 r 1Ž u , f . r 2XŽ u , f . sin u du d f ,

Ž 44.

which can be trivially integrated w
eq. Ž 29. x
,
D2 s

a 2l m q

Ý
lm

Ý
lm

2
bX
lm y 2 Ý

a l m bX
lm ;

Ž 45.

lm

and because the second sum is rotationally invariant w
eq. Ž 29. x
,
D2 s

Ý

.
Ž a 2l m q b l2m y 2 a l m bX
lm .

Ž 46.

lm

This expression is essentially the same as the shape
similarity measure given by Leicester et al.17 However, our development gives the expression a
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.

2
Ž
. yˆ
x 2 . . sin u du d f . Ž 47.
y Ž xX
2 u ,f

,
Ž 42.

1

q 1r3

Ý

Ž a1 m y b 1 m . 2

msy1

. Ž a1 m y b 1 m . .
y2 Ž a1 m y bX
1m

Ž 48.

Determining the rotation that gives the global minimum of eq. Ž 48. is described in the next section.
D ISTANCE M INIM IZATIO N
Relative to the l s 0 sea level, a spherical harmonic molecular surface to order L has Ž L q 1. 2 y
1 s LŽ L q 2. independent coefficients; so a given
surface expansion can be expected to contain at
most this number of surface features Ž ‘‘knobs and
holes’’. .If minimization of the distance function is
applied when L is large, there is a high probability
of becoming trapped in a local minimum.Because
we know that the low resolution terms contribute
to the bulk of the shape, it is reasonable to begin
the search at low resolution, typically with L s 5.
On the other hand, if only low resolution surfaces
are compared, it is possible that the true global
minimum may be missed. Thus, a two-step minimization procedure is used as follows.
In the first step the rotation space is sampled
using the spherical coordinates of a low resolution
icosahedral tessellation of either 32 or 60 vertices
Ž from our soccer ball. .This assigns rotation angles
to b and g .The expansion coefficients are rotated
using eq. Ž 17. xand then by eight
through Ž 0 b g . w
equal steps in a w
in order to use eq. Ž 22. x
, evaluat-
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ing the distance function, D 2 , at each orientation.
Conceptually, each icosahedral vertex is rotated
onto the north pole, followed by further rotations
about the north] south axis; this gives a fairer
coverage of the parameter space than using equal
angular increments. In the second step the quasiNewton function minimization method of Broyden, Fletcher, Goldfarb, and Shanno35 is used to
simultaneously solve for the Euler rotation angles
that take a given starting guess to a nearby local
minimum in the distance function.This is applied
only to the 20 most promising trial orientations
from the initial sampling step. However, several
starting guesses may converge to essentially the
same solution, although this may not be apparent
from direct inspection of the Euler angles. Such
degenerate solutions are detected and eliminated
by converting the Euler rotation angles into an
equivalent single rotation, x , about a unit axis, u,
RˆŽ x , u . s R Ž a , b , g . ,

Ž 49.

where x and u can be found directly from the
matrix elements of the Cartesian rotation matrix,
RŽ a , b , g . .25 Two rotations are considered degenerate if they resolve to the same axial rotation to within a given tolerance. Testing for
arccosŽ u1 ? u 2 . F 108 and <
x 2 y x 1<
F 108 generally
works well.To distinguish between distinct orientations that have similar distance scores, the minimization procedure is repeated on the remaining
solutions at higher harmonic resolutions.The best
orientation ought to score well at all orders of
expansion, whereas ‘‘false positives’’ may appear
at low resolution but score poorly with higher
order terms. As an optimization we use a simple
bracketing procedure to eliminate the worst of the
local minima after each round of minimization.
The same general procedure is used to determine
the molecular ellipsoid described above, although
here the search space is much flatter and fewer
starting guesses are required.

Results
We tested our surface matching procedure using a number of antibody variable domains whose
coordinates are available in the PDB.36 As an example, we give results obtained using the VH
domains of HyHel-5 37 and KOL38 Ž PDB codes 3HFL
and 2IG2, respectively. . Similar results were also
obtained with light chain variable domains.
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TA B LE I.
S phericalH arm onic M olecularS urface G eneration,
C oefficientR otation,and S urface D isplay Tim es
forH yH el-5 VH D om ain.
O rder

Integration

R otation

D isplay

5
10
20
30

1.2 (2.5)
3.5 (12.0)
15.3 (71.8)
39.0 (215)

0.001 (0.01)
0.04 (0.12)
0.18 (0.58)
0.70 (2.31)

0.6 (1.4)
2.0 (6.9)
8.3 (35.9)
21.0 (107)

The values w ere calculated using 2252 m olecular surface
sam ple points (taking 3.15 s) of an order 14 icosahedral
m esh (4500 nodes). Tim es are elapsed seconds m easured
on a Silicon G raphics Indy w orkstation w ith an R 4600 floating pointcoprocessor.The values in parentheses are forthe
corresponding calculation w ithouttrigonom etric caching.

Generating an order 14 icosahedral mesh Ž 2252
poles, 4500 nodes. and the corresponding spherical
grid takes around 0.75 s on a Silicon Graphics Indy
workstation with an R4600 floating point coprocessor. Ž All timings are of elapsed time on this platform.. When using these data structures it takes
3.15 s to sample the surface of the first 105 residues
Ž 844 non-hydrogen atoms. of the VH domain of
HyHel-5 to give a relatively low sample density
molecular surface with an average angular sample
spacing of around 4.68 and an average triangle
˚2 .Calculating the harmonic expansion
area of 1.13A
coefficients over the 4500 nodes takes 3.5 s for an
L s 10 expansion, although higher order surfaces
take significantly longer as can be seen from Table
I. We find L s 9 is usually sufficient for surface
matching, and such a low resolution surface can be
calculated and displayed in under 10 s using our
program. The highest resolution surface that we
calculated uses an order 30 mesh Ž 9612 poles,
19,220 nodes. , which takes 20 s to sample, and an
L s 30 harmonic expansion takes a further 164 s to
calculate. This last example is approaching the
resolution that would be obtained with a 18
equiangular grid.16, 17 Table I shows a similar performance trend with the general Euler angle rotation of harmonic expansion coefficients and with
the generation Ž display. of the surface from the
shape coefficients. However, the time taken to
rotate the expansion coefficients about only the z
axis w
eq. Ž 22. xis almost negligible.
When comparing two molecular surfaces Ž in
this case the VH domains of HyHel-5 and KOL.
using the procedure described above, the first rotational sampling step at L s 5 takes 0.46 s to generate distance values for all of the 60 = 8 s 480
sample orientations.The 20 best candidate orienta-
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tions are minimized and filtered in three stages Ž at
L s 5, 7, and 9. , taking a further 2 s to evaluate
another 394 distance functions to give three possible solutions. The best solution is shown in Figures
2] 4. A similar but inferior match can be found
without using function minimization, but this requires 500 = 20 s 10,000 trial orientations and the
elapsed time increases to 16 s.
With antibody domains the all-atom center of
mass is a good estimate of the spherical harmonic
surface centroid, the two points being separated by
˚ Thus, the choice of distance funcaround 1 or 2A.
tion w eq. Ž 46. or Ž 48. x makes little difference to the
relative molecular orientations in the best surface
superposition. However, when translation is included, using eq. Ž 48. , the absolute distance difference can be reduced by up to 25% . We expect this
would be an important effect if multiple surfaces
are to be compared.
With very similar molecular shapes where we
know the expected solution, we often find that the
‘‘right’’ solution is immediately found as the one
with the smallest distance difference after minimization at L s 5. Subsequent minimization at
higher order terms reduces the distance difference
but has very little impact on the rotation angles as

F IG U R E 2 . M a x im a lly a lig n e d s p h e ric a l h a rm o n ic
m o le c u la r s u rfa c e s o f th e H y H e l-5 ( le ft) a n d K O L ( rig h t)
a n tib o d y V H d o m a in s , w h ic h a re s e p a ra te d b y 3 5 A˚ fo r
c la rity . T h e s e s u rfa c e s a re d is p la y e d a t o rd e r L = 1 2 ,
a lth o u g h th e s u p e rp o s itio n w a s c a lc u la te d o n ly u p to
L = 9.

J O U R N A L O F C O M P U T A T IO N A L C H E M IS T R Y

F IG U R E 3 . T h e b a c k b o n e tra c e s o f th e H y H e l-5 ( le ft)
a n d K O L ( rig h t) V H d o m a in s a fte r m in im iz in g s p h e ric a l
h a rm o n ic s u rfa c e s a t o rd e r L = 9 ( s e p a ra te d fo r c la rity ) .
T h e h y p e rv a ria b le C D R lo o p s a re h ig h lig h te d to w a rd th e
to p o f e a c h m o le c u le . T h e a v e ra g e m o le c u la r s u rfa c e
e llip s o id is a ls o s h o w n fo r e a c h d o m a in . C o n s id e rin g th e
re la tiv e o rie n ta tio n s o f th e e llip s o id a l a x e s , it is c le a r th a t
a lig n in g o n ly th e e llip s o id s ( i.e ., te rm s to L = 2 ) w o u ld
n o t g iv e th e c o rre c t s u p e rp o s itio n .

F IG U R E 4 . T h e b a c k b o n e tra c e s o f th e H y H e l-5 a n d
K O L V H d o m a in s s u p e rp o s e d a fte r m in im iz in g s p h e ric a l
h a rm o n ic s u rfa c e s a t o rd e r L = 9 .
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the solutions tend to dither around the low order
orientation. With less similar shapes we find that
the best solution may be missed if the search
begins with fewer than 60 m 8 sample icosahedral
orientations. This was found to be a sufficient
number of starting guesses to be confident that the
solution lies within the top 20 trial orientations,
but now minimization at higher order terms is
required to ensure that the solutions are ranked
correctly.

D iscussion
The procedures described above allow efficient
computation, rotation, and comparison of arbitrary
spherical harmonic surface properties.A spherical
harmonic parametrization is useful because it removes, in a controllable way, much of the complicated detail of the original shape and because the
resulting analytic surface is well behaved when
using established numerical methods such as function minimization. This behavior can be exploited
by minimizing a distance function between a pair
of macromolecular shapes to find the relative orientation that gives the best superposition of the
two surfaces. We showed that this can be done
using fairly low resolution harmonic terms generated from a moderately sparse set of surface sample points; thus, we were able to match a pair of
macromolecular surfaces in just a few seconds on a
modern workstation.
This interactive level of performance is possible
because of a number of features in our approach.
The use of a power series expression for the real
spherical harmonic basis functions and a simple
trigonometric caching scheme allow the overall
amount of computation to be significantly reduced.The main benefit, however, comes from the
use of a tessellated icosahedron that allows a fast
and fair sampling of the molecular surface and
provides a simple numerical integration method of
determining the harmonic expansion coefficients.
Table I shows that our integration algorithm takes
only around twice the time needed to reconstruct
an encoded surface for display. By comparison,
subsequent rotation of low order coefficients is
relatively inexpensive, thus allowing a rapid evaluation of the distance function at different orientations. The icosahedral tessellation is also useful
here because it allows a fair sampling of the rotational search space so that the distance minimiza-
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tion algorithm need only be applied to a small
number of promising trial orientations.
For simplicity we chose to generate surfaces
directly from the 3-D structures. The procedure
that does this is fast and robust, and the assumption of a single-valued surface for antibody domains does not compromise the shape matching
algorithm. Thus, we expect that these methods
could be used successfully with many other types
of globular protein domains. They could also be
used to compare Ž and perhaps classify. complete
antibody Fv fragments or Ž by integrating over surface patches. perform a more detailed comparison
of just the antigen combining sites.39 Additionally,
because our approach extends the principles of
Chau and Dean’s gnomonic projection method,18
we expect that our techniques would also be applicable to the comparison of smaller molecules such
as neurotoxins18 and antibiotics.40
In principle, matching molecular shapes using
spherical harmonic surfaces is similar to other
small-molecule multipole matching techniques.41, 42
These methods tend to use low order multipoles
Ž i.e., L s 2 or 3. whereas our results indicate that
harmonic expansions of between L s 5 and L s 9
are needed for a good surface match; hence, an
efficient rotational sampling strategy is required to
distinguish between the many local minima.However, to obtain an accurate spherical harmonic
parametrization of reentrant surfaces and nonglobular molecules it would first be necessary to stretch
a molecular surface onto the sphere, which can be
an expensive operation.16, 28
Our approach to shape comparison is also similar to the fast Fourier transform Ž FFT. docking
correlation technique of Katchalski] Katzir et al.,43
which can be considered in terms of simulating
translations of one molecule about a second, stationary molecule using the rotational properties of
the complex exponential basis functions.It is interesting to note that in current FFT docking algorithms a new FFT must be calculated for each
rotational increment of the stationary molecule,
and this contributes significantly to the computational cost of applying FFT techniques to the protein docking problem.43, 44 Work is in progress to
eliminate this overhead by expressing the docking
correlation in terms of spherical harmonic and
radial basis functions to give a full 6-D docking
correlation that requires only two shape
parametrizations to initialize the calculation Ž in
preparation. .
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Conclusions
We demonstrated how some of the computational expense of using a spherical harmonic surface parametrization can be alleviated. Once the
coefficients of a spherical harmonic molecular surface have been determined, they offer a representation that is relatively easy to operate on, particularly when the task is one of search in a rotational
search space.By mapping the surface shape matching problem into a spherical harmonic basis we
obtain an analytic RMS shape difference expression that can be minimized by rotating only the
harmonic expansion coefficients. Our calculations
show that a pair of similar molecular surfaces can
be rapidly and accurately rotated into superposition by considering only the gross surface features
encoded by a moderate number of spherical harmonic terms.This demonstrates the utility of using
spherical harmonic surfaces, and we suggest that
such low resolution parametrizations may be of
practical use in the design of small ligands and in
the study of macromolecular interactions.
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ABSTRACT
We present a new computational
method of docking pairs of proteins by using spherical polar Fourier correlations to accelerate the
search for candidate low-energy conformations. Interaction energies are estimated using a hydrophobic excluded volume model derived from the notion
of “overlapping surface skins,” augmented by a
rigorous but “soft” model of electrostatic complementarity. This approach has several advantages
over former three-dimensional grid-based fast Fourier transform (FFT) docking correlation methods
even though there is no analogue to the FFT in a
spherical polar representation. For example, a complete search over all six rigid-body degrees of freedom can be performed by rotating and translating
only the initial expansion coefficients, many infeasible orientations may be eliminated rapidly using
only low-resolution terms, and the correlations are
easily localized around known binding epitopes
when this knowledge is available. Typical execution
times on a single processor workstation range from
2 hours for a global search (5 3 108 trial orientations) to a few minutes for a local search (over 6 3
107 orientations). The method is illustrated with
several domain dimer and enzyme–inhibitor complexes and 20 large antibody–antigen complexes,
using both the bound and (when available) unbound
subunits. The correct conformation of the complex
is frequently identified when docking bound subunits, and a good docking orientation is ranked
within the top 20 in 11 out of 18 cases when starting
from unbound subunits. Proteins 2000;39:178 –194.
©
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INTRODUCTION
A characteristic feature of biochemical protein reactions
is that the protein must first bind to its ligand; either
permanently, e.g., during transportation or inhibition, or
temporarily, e.g., in catalysis. One of the current challenges in computational biology is to predict reliably
whether and how a pair of proteins might associate. This is
often referred to as “the docking problem.”1,2 Several
crystallographic structures of protein complexes have now
been determined, and these frequently exhibit high de©
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grees of steric and chemical complementarity at the protein–protein interface.3– 8 Often, docking algorithms are
developed and refined according to their ability to reproduce these known structures, although a more stringent
test is to predict the structure of a complex when only the
unbound structures of the constituent proteins are known
in advance.9 –12
Protein–protein docking is a hard problem to address
computationally, even when one neglects the crucial presence of solvent, principally owing to the large number of
atoms and hence degrees of freedom involved. It is currently feasible to use molecular mechanics to refine hypothesized docking orientations,13 but the computational load
is too great for this approach to be used to locate the
binding epitopes ab initio.14 For this reason most macromolecular docking algorithms assume rigid bodies, hence
limiting the problem to a six-dimensional (6D) search
space. However, it is not uncommon for docking methods
to test hundreds of thousands15,16 or many millions17,18 of
distinct rigid-body relative orientations. The most common
way to reduce the amount of computation is to perform an
initial geometric analysis of each surface to locate significant geometric features such as cavities,2 local knobs and
holes19 and their associated surface normals.16 These
approaches reduce the complexity of the problem to a
combinatorial search over a relatively small number of
complementary surface features, which can be performed
quite quickly using, e.g., geometric hashing.15,20 However,
such geometric methods generally require a post-processing step to remove sterically prohibited orientations.16,21
In contrast, the Fourier correlation approach22 uses a
simple Cartesian grid model of protein topology which
favors close contacts and automatically penalizes steric
clashes. Calculating the degree of overlap of a pair of grids
at successive translational increments can be performed
very efficiently using a fast Fourier transform (FFT)
technique.22 However, high-resolution Fourier correlaAbbreviations: CPU, central processor unit; FFT, fast Fourier
transform; PDB, protein data bank; RMS, root mean squared; Mb,
megabyte; VH, antibody variable heavy chain; VL, antibody variable
light chain; 3D, three-dimensional; 6D, six-dimensional.
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tions can still take many CPU-hours,22 or even CPUdays.18
Nonetheless, the Fourier approach is attractive because
in addition to correlating surface shapes, it may also be
used to correlate other surface properties such as hydrophobicity23 or to accelerate the calculation of electrostatic and
van der Waals force field models of protein–small-ligand
systems.24,25 Another attractive feature of this method is
that one can perform fast low-resolution searches, for
example, to estimate main-chain complementarity26 and
to locate a ligand near a receptor-binding site.27 In other
words, there is an inherent degree of “softness” in a
Fourier correlation which can be controlled by the number
of terms employed. Even in high-resolution correlations
this softness may be useful for accommodating small
conformational changes that might be expected when
docking unbound protein structures.18
The main disadvantages of existing Fourier docking
methods are that a large grid is required to accommodate
translations of one molecule about the second stationary
molecule and that a new FFT must be calculated for each
rotational increment of the stationary molecule. Hence,
when docking large proteins such as antibody–antigen
systems, the sampling resolution is limited to around 1 Å
cubes for the problem to fit into main memory,18 and
accurate coverage of rotational space adds a significant
overhead to a 6D docking calculation. Some progress has
been made to alleviate the rotational search problem by
using hydrogen bond filters28 and surface segmentation
techniques.29 However, we feel that a much more substantial revision of the method is required to overcome these
fundamental problems.
Here, we attempt to exploit the known computational
advantages of Fourier-based approaches and to address
the limitations described above. In our method, each
protein surface shape is represented by a “double skin”
model that describes thin regions of space exterior and
interior to the molecular surface. The use of analytical
surface skins in relation to molecular superposition has
been described previously,30 but this approach would be
extremely expensive if applied to the protein–protein
docking problem. Hence in order to avoid the geometrical
complexities of manipulating explicit surface shapes, we
represent each skin as a Fourier series expansion of real
orthogonal radial and spherical harmonic basis functions.
These functions are similar to those found in the solution
to Schrödinger’s equation for the hydrogen atom,31 but are
specially scaled to the dimensions of typical protein domains. In this surface skin model, the shape complementarity of a given docking orientation is scored by evaluating
the degree of overlap between opposing pairs of interior
and exterior molecular skins.
Using spherical harmonic functions to represent protein
surface shape is not in itself new.32–35 However, with the
exception of Duncan and Olson’s novel surface mapping
approach,11,36 it seems that the usefulness of this type of
representation in the docking problem has been limited by
the absence of a radial component. The introduction of
special purpose radial functions, described here, allows
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arbitrary (e.g., re-entrant) shapes to be modeled and is
crucial to the development of a 6D Fourier correlation
model for macromolecular docking. The main reason for
choosing to use spherical harmonic functions is that they
transform among themselves under rotation.37 From this,
it follows that a rotation transforms the coefficients of a
spherical polar parametrization in a predictable manner.
In order to exploit this property, the 6 degrees of freedom
in the rigid-body search space are divided into 5 Euler
rotation angles and an intermolecular distance. Thus,
apart from varying the intermolecular separation, the two
molecules remain at fixed positions in space and are
rotated about their own centroids. Consequently, this
approach resolves the main disadvantages of existing FFT
methods because the expansion coefficients need only be
determined once, a large Cartesian grid is not required,
and, during a docking search, both the search step size and
the resolution of the correlation may be varied independently. Currently, a drawback with this approach is that it
involves the calculation of many two-center overlap integrals.38 However, these are independent of the protein
identities and so may be calculated just once and stored on
disc for subsequent use.
In this article, we describe the construction of parametric surface skins using real spherical polar basis functions.
As the use of such functions for protein shape representation is novel, a brief summary of their properties is also
provided. We then give a description of the algebraic
manipulations necessary to develop an efficient search for
docking orientations by incrementally rotating and translating the parametric representations. We also show that
this spherical polar approach provides a natural way to
model macromolecular electrostatic complementarity.
Although our docking algorithm is presented in terms of
a blind search, often the location of one (or both) of the
binding sites is known in advance. This knowledge can be
used, e.g., in the form of distance constraints,18 to help
reduce the number of “false-positive” solutions obtained,
particularly when attempting to predict a docking orientation using unbound subunits. When our spherical polar
correlation is used predictively we also find that it helps to
constrain the search space, but here specific distance
constraints are not used. Instead, we attempt to let good
solutions emerge relatively unaided by restricting the
search to the region(s) of interest using only a simple
constraint on one (or two) of the angular degrees of
freedom. These angular constraints are natural ones if the
task is to investigate a hypothesized binding orientation.
For example, using our program, Hex, it is straightforward
to maneuvre a pair of proteins into an approximate
docking orientation and to search rapidly millions of trial
docking modes local to the given starting position. This is
possible because our spherical polar docking expression
can be evaluated selectively (in contrast to Cartesian FFT
methods which produce 3D arrays of translational correlation scores22), using only those orientations that fall
within the region of interest. Additionally, because most
trial orientations are trivially infeasible, many of them
may be eliminated by performing a low-resolution scan of
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the search space: Only a relatively small number of
surviving orientations need be evaluated at high resolution. Hence, execution times can often be reduced to a
matter of minutes.
The docking algorithm is demonstrated using the structures of 30 protein complexes taken from the Protein Data
Bank (PDB).39 These include two domain dimers, eight
enzyme–inhibitor systems, and 20 antibody complexes. In
24 cases the known structure is ranked within the top ten
orientations (18 are ranked first) in a global 6D search of
some 5 3 108 trial orientations. For 18 of the complexes,
one or both of the protein structures have been determined
crystallographically in the unbound conformation, and in
these cases we attempt to predict the orientation of the
complex starting from randomly oriented unbound subunits. The rank obtained depends largely on the degree of
conformational change induced by binding: By constraining the ligand to tumble over the receptor binding site, a
good solution is often found within the top few hundred
orientations. By further focusing the search around the
ligand epitope, the rank of the correct orientation can be
improved to within the top 20 in 11 of the 18 cases.

an9l9m9 5

E

A~rI !Rn9l9~r!yl9m9~u, f! dV.

(4)

An expansion to order N 5 25 involves the calculation of
N(N 1 1)(2N 1 1)/6 5 5,525 such integrals.
The second property we wish to exploit is that the series
representation of A(rI ) may be rotated by transforming only
the expansion coefficients. For example, applying a rotation to each side of equation 1 gives
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N

METHODS

R̂~a, b, g!A~rI ! 5 A9~rI ! 5

Theory

a9nlmRnl~r!ylm~u, f!

(5)

nlm

In this article protein shape and electrostatic properties
are represented using series expansions of orthonormal
spherical polar basis functions. For example, letting A(r)
represent an arbitrary function in 3D space we have

O

anlmRnl~r!ylm~u, f!; N $ n . l $ umu $ 0

where anlm are the expansion coefficients, to be determined, and N is the order of the expansion: for docking, we
use N # 25. The functions ylm(u, f) 5 qlumu(cos u)wm(f)
are real spherical harmonics; these functions have been
described extensively elsewhere.37,40,41 The radial functions, Rnl(r), are based on the generalized Laguerre polynomials, Lq(a) (r).42 For surface shape representations we use
shape-scaled radial functions, Snl(r), of the form
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where the square root term is a normalization factor, and r
is a scaled distance, r 5 r2/k, with scaling parameter k 5
20. This choice of radial scaling ensures that most of the
zeros of the radial function fall within about 30Å of the
origin. Effectively, these functions are scaled to the dimensions of typical globular protein domains. For half-integral
arguments, the gamma function may be evaluated using
the identity G(n 1 1/2) 5 =p(1/2)n where (x)n 5 x.(x 1
1) . . . (x 1 n 2 1) is a rising factorial and (x)0 ; 1.
Electrostatic potentials are represented using unscaled
radial functions, Vnl(r):
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m9 5 2l

(1)
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Snl~r! 5

and it can be shown that the rotated coefficients, a9nlm, are
related to the unrotated coefficients, anlm, by

a9nlm 5

N

A~r! 5

where r 5 2Lr, with scale factor L 5 1/2. In quantum
mechanics the functions Snl(r) and Vnl(r) correspond to the
radial eigenfunctions of the harmonic oscillator and certain Coulomb potential problems, respectively.43
Expansions such as equation 1 are useful in the rigid
body docking problem for several reasons. First, given
some function, A(rI ), which might be available only as
discrete samples, the orthonormality property allows the
expansion coefficients to be determined easily. Multiplying
both sides of equation 1 by Rn9l9(r)yl9m9(u, f) and integrating gives an expression for each coefficient:

Each rotation matrix, R(l ), is a real (2l 1 1) 3 (2l 1 1)
matrix whose elements are functions of the Euler rotation
angles, (a, b, g). Equation 6 follows directly from the
special rotational properties of the spherical harmonic
(l )
functions.37,41 The real rotation matrix elements, Rmm9
,
may be derived from the complex Wigner D-matrices as
described previously.35 Because there are N distinct values of l, it can be seen that a series expansion to order N
can be rotated using just N rotation matrices, with each
rotation matrix, R(l ), being used N 2 l times. For rotations about only the z-axis (b 5 g 5 0), equation 6 reduces
to
a9nlm 5 anlm cos ma 1 anlm# sin m
# a.

(7)

It can also be shown that translating A(r) by Dz along the
positive z-axis may be represented as
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T̂~Dz!A~rI ! 5 A0~rI ! 5

a0nlmRnl~r!ylm~u, f!
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where the translated coefficients, a0nlm, are given by an
expression of the form
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(9)
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(umu)
in which each Tnl,n9l9
(Dz) represents a translation matrix
element appropriate for the chosen radial basis. It may be
noted that taking the transpose of the translation matrix
gives

O
N

a0nlm 5

~umu!
an9l9m9Tn9l9,nl
~Dz!dmm9

(10)

n9l9m9

which corresponds to a translation of A(rI ) along the
negative z-axis. However, since a direct calculation of the
translation matrix elements is somewhat involved,44,45 we
currently estimate them numerically, as outlined below.
Finally, representing 3D functions as orthonormal expansions provides a straightforward way of calculating the
correlation, or degree of overlap, between pairs of functions. Even after rotating and translating the original
functions, the correlation has the form

E

O
N

A9~rI !B0~rI !dV 5

a9nlmb0nlm 5 a9.b0.

(11)

nlm

Thus, in the present case, our aim is to reduce the task of
evaluating candidate docking orientations in a rigid-body
search to one of calculating scalar products of suitably
rotated and translated coefficient vectors.
Correlating Surface Skins
In order to exploit the above properties, protein surfaces
are represented by a “double skin” shape model. This is
derived from a dot representation of the familiar molecular
surface,46 defined by rolling a probe sphere over the van
der Waals surface of the molecule. The first, exterior, skin
is defined as the volume bounded by the molecular surface
and the solvent-accessible surface (which is offset from the
molecular surface by the radius of the probe sphere). Here,
these surfaces are estimated using our own algorithm47
which is an adaptation of Shrake and Rupley’s48 method of
calculating solvent-accessible dot surfaces. It is convenient
to define the second, interior, skin as the union of the van
der Waals volumes of all atoms just inside the molecular
surface. Both skins are represented as density functions,
s(r) and t(r), respectively, defined to have a value of unity
inside the skin and zero everywhere else:

H 1;0;
1;
t~r! 5 H 0;

s~r! 5

r [ exterior skin
otherwise,

(12)

r [ surface atom
otherwise.

(13)
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The skin density functions for each protein are estimated by projecting skin sample points onto a 3D Cartesian grid, represented as bits in a 3D byte array. A grid

O

Snl~rc!ylm~uc, fc!DV

(15)

c

where the summation is over all non-zero bits in the grid,
DV is the cell volume and (rc, uc, fc) are the spherical polar
coordinates of the centre of the cth cell. The interior skin is
sampled in a similar manner, this time by centering local
0.2Å grids on each surface atom. The centre of each local
grid cell is considered within the interior skin if that point
falls within the van der Waals volume of the atom. The
basis functions are evaluated at each non-zero grid cell
using standard recursion formulae.35,42 Figure 1 shows
the resolution with which the skin density functions are
encoded when using various expansion orders, N. This
figure shows that atom-scale features (i.e., 3Å features)
begin to be resolved at around N 5 16, although significantly higher-order expansions are required to properly
distinguish the mutually exclusive exterior and interior
skin volumes. As there is relatively little visible improvement on going from N 5 25 to N 5 30, an upper limit of
N 5 25 was chosen to give a reasonable compromise
between speed and accuracy in the following docking
calculations.
The use of a surface skin representation to model protein
shape complementarity is justified by considering Figure
2. This figure suggests that a good strategy for finding
complementary orientations between a pair of proteins is
to maximize the overlap between the interior skin of one
protein with the exterior skin of the other. Steric clashes
may be penalized with an interior–interior skin overlap
penalty term. Using these ideas, the shape complementarity score, S (in Å3 units), for proteins A and B is written as
S5

Approximating these density functions as series expansions to order N gives, for example,

s~rI ! 5

spacing of 0.75Å requires an array of about 106 elements
(1Mb) to sample the skins of typical protein domains. Each
protein’s coordinate origin is taken as the “center of mass”
of all heavy atoms. Skin sample points are generated by
centering a small test sphere, with a diameter of the
desired skin thickness, on each molecular dot surface
normal so that at each position the sphere just touches the
molecular surface. A local Cartesian grid of (0.2Å)3 cells is
centered on the test sphere, and any local grid cell whose
center lies inside the test sphere is taken as a sample point
to be projected onto the main grid. Many sample points
may map to the same main grid cell, although only
non-empty grid cells are considered in the following integration step. The coefficient integrals (equation 4) are
estimated using

E

sAtBdV 1

E

tAsBdV 2 Q

E

tAtBdV

(16)

where sA 5 sA(rA) and tB 5 tB(rB), etc., and Q is a steric
penalty factor: here, Q 5 12. With a skin thickness of
1.4Å, the first two terms give an expression for the volume
of solvent expelled from the protein surfaces upon association (see Fig. 2). With a suitable scale factor, this expelled
volume can be used as a first-order approximation to the
hydrophobic free energy of association.49
Substituting the appropriate series expansion for each

182

D.W. RITCHIE AND G.J.L. KEMP

These integrals may be simplified by aligning the intermolecular axis with the global z-axis and by changing variables to a prolate spheroidal coordinate system.38 This
gives fA 5 fB 5 f so that the circular functions, wm(f),
can be integrated out. It can then be shown that the
remaining terms may all be expressed as functions of the
intermolecular separation, R. Hence
Inn9ll9mm9 5 Knn9ll9umu~R!dmm9.

(20)

However, owing to the large numbers of terms in a prolate
spheroidal expansion, calculating the K(R) integrals analytically is not feasible; hence, they are estimated by
numerical integration in the (r, u) plane and stored on disc
for subsequent use.47 Storing all K(R) integrals to N 5 25
for R between 1Å and 50Å in 1Å increments requires
around 55 Mb of disc space.
Composing Transformations

Fig. 1. Plots of the exterior and interior skin density functions s(R) and
t(R) (solid and dashed lines, respectively) of lysozyme in the antibody
HyHel-5–lysozyme complex (3HFL) as a function of distance along the
intermolecular axis, calculated at several expansion orders, N. In the
sequence N 5 12, 16, 20, 25, 30, the total number of shape coefficients
for each density function approximately doubles at each step (with 650,
1,496, 2,870, 5,525, and 9,455 coefficients, respectively). Here, lysozyme
is centered on the origin, and HyHel-5 (not shown) is located on the
positive R axis. The lysozyme center of mass (R 5 0) lies between
LEU56:Cb and LEU56:Cd2, and the intermolecular axis passes through
ARG45:Ch1 near R 5 20 causing the double peak around R 5 17 and R 5
23 (i.e., the axis cuts a reentrant region of the molecular surface in these
plots). At the origin, the initial surface sampling algorithm finds LEU56:Cb
and LEU56:Cd2 to be accessible to a solvent probe, giving an interior skin
density of nearly unity and an exterior skin density of zero, as observed.

skin density function into the above overlap expression
(equation 16) gives

OO
N

S5

Although equation 18 could be used directly to evaluate
the complementarity score for candidate docking orientations, it is much more efficient to compose orientations by
rotating and translating each protein incrementally. Initially, both proteins are assumed to share a common
coordinate system, and the docking search is performed as
a nested sequence of rotation and translation operations.
The first four rotational degrees of freedom are taken as
Euler rotation angles, (b1, g1) and (b2, g2), calculated from
the angular coordinates of the vertices of a pair of tessellated icosahedra. The remaining axial rotation, a2, is
assigned to the ligand. Conceptually, at each intermolecular distance all pairs of vertices are rotated in turn onto the
intermolecular axis, followed by a search over the twist
angle, a2. This is illustrated in Figure 3. Translations are
calculated using the K(R) overlap integrals. For example,
expanding the first integral in equation 16 and collecting
terms with unprimed subscripts gives
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The factor Inn9ll9mm9 on the right-hand side arises from the
residual overlap of pairs of basis functions centered on
local coordinate systems, rA and rB:
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But this could equally be calculated by first collecting
primed subscripts:
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Comparing these expressions with equations 9 and 10
shows that the K(R) overlap integrals are formally equivalent to the translation matrices, T(Dz). Thus, the coefficient transformations are as follows:
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Fig. 2. A cartoon illustration of protein shape complementarity with the
“double skin” model. The exterior skin is the volume bounded by the
solvent-accessible surface (dashed lines) and the molecular surface
(solid lines). Shaded regions represent interior skins. On moving from the
orientation in (a) to that of (b) so as to maximize the degree of overlap

between respective pairs of interior and exterior skins, an inevitable
consequence is to bring the two surfaces into very close contact. The
central hatched area shows the solvent-accessible volume occluded on
association.

Rather than calculating coefficient scalar products explicitly, the amount of computation can be reduced by substituting the above-transformed coefficients into equation 16
and collecting coefficients of a2 to give
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# a2; L 5 N 2 1
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where S ; S(R, b1, g1, a2, b2, g2) and
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Fig. 3. Schematic illustration of a six-dimensional docking search
using tessellated icosahedra. A and B label the receptor and ligand local
coordinate origins, respectively. The angular coordinates of each tessellation vertex provide molecular rotational increments (b, g). If desired, the
search may be localized to a known binding site on protein A, assumed to
be centered on the z-axis, by calculating the correlation only for orientations where b1 # bA. A similar constraint may also be applied to b2 if the
ligand epitope is known.

(29)
Finally, using the identities cos m
# f 5 cos mf and sin
m
# f 5 2 sin mf, equation 27 may be simplified to obtain
a real Fourier series in a2:
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for which the coefficients are given by

2. Translate the receptor along the negative z-axis:
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4. Twist the ligand about the z-axis:
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3. Rotate the ligand (protein B):
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Similar operations are applied to the remaining coefficient
vectors, at and bt.

(32)

In contrast to the discrete correlations of the FFT
method, the above Fourier series (equation 30) gives the
shape complementarity score as a continuous function of
all six rigid-body degrees of freedom (although discrete
steps in R must be taken when using precalculated overlap
integrals). For a given partial orientation, (R, b1, g1, b2,
g2), the docking score at successive twist increments, a2,
can be calculated extremely rapidly using equation 30.
Indeed, on contemporary workstations, it is feasible to
store in memory precalculated vectors of rotated coeffi-
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expansion (using the V(r) radial functions, equation 3)
immediately gives an expression for the electrostatic interaction energy of a pair of proteins:
E~R, b1, g1, a2, b2, g2! 5

1
2
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(34)

r
f
where a9nlm
and a9nlm
denote rotated coefficients of the
charge density and electrostatic potential expansions of
protein A, etc., and where J(R) is the matrix of overlap
integrals calculated in the V(r) basis. With an infinite
number of terms equation 34 would be exact although, as
before, the expansion is truncated at N # 25 to give a
“soft” electrostatic correlation.
The charge density coefficients for each protein are
calculated by equating a series expansion to the classical
expression52 for the charge density due to a distribution of
point charges, qi, located at positions xI i ; rI i:

O

r~rI ! 5

i

Fig. 4. The shape complementarity score, S (equation 30, in KJ/mol
units), as a function of the twist angle, a2, for the HyHel-5–lysozyme
complex shown at increasing expansion orders, N. The minimum near the
center of the plots (a2 5 0) corresponds to the crystallographic orientation.

Correlating Electrostatics

1
E5
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(33)

Writing r(rI ) 5 rA(rI A) 1 rB(rI B) and f(rI ) 5 fA(rI A) 1
fB(rI B), and representing each function as a spherical polar
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The expansion coefficients for the potential are calculated from the charge density coefficients by solving Poisson’s equation:
¹2f~r! 5 24pr~rI !.

(37)

Substituting the series expansion for each side, applying
¹2 to the basis functions, multiplying both sides of the
result by Vn9l9(r)yl9m9(u, f), and integrating gives
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where V9 denotes ]V/]r, etc. Integrating by parts the term
in V9nl(r) gives
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where the elements of G(l ) have the symmetric form
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where d(xI ) is the Dirac delta function in three dimensions.
Multiplying both sides of equation 35 by Vnl(r)ylm(u, f) and
integrating gives the remarkably simple result:

n5l11

As suggested in the Introduction, spherical polar correlations provide a natural way to model electrostatic complementarity. Proper treatment of solvent effects is difficult
(for reviews, see e.g., refs. 50 and 51), so in this initial
development an in vacuo electrostatic model is used.
Because we wish to evaluate electrostatic interactions
across (often extensive) protein–protein interfaces, assuming an isotropic medium is, at least in part, justified.
Classically, the electrostatic energy of a charge distribution, r(rI ), under the influence of a potential, f(rI ), is given
by52

r
an9l9m9
Vn9l9~r!yl9m9~u, f!

n9l9m9

r
anlm
5

cients for each rotational increment of the ligand, along
with arrays of cos ma2 and sin ma2. Thus, the innermost
two cycles of a docking search require only O(N2) operations to update the Qm coefficients (equations 28 and 29)
and just O(N) operations to evaluate the correlation at
successive twist increments (equation 30). Plots of the
shape complementarity score (equation 30, multiplied by a
negative constant described below) for the HyHel-5–
lysozyme complex are shown in Figure 4. These plots show
that the shape correlation function produces a strong
signal for the correct crystallographic orientation even
when only low-resolution (e.g., N 5 16) terms are used.

O
N

qid~xI 2 xI i! 5

~V9nl~r!V9n9l~r!r2 1 l~l 1 1!Vnl~r!Vn9l~r!! dr.

0

(40)
It can be seen that for each l (and m), equation 39
represents a set of simultaneous equations in the coeffi-
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a function of a2 for the HyHel-5–lysozyme complex, calculated using all polar atoms. Although the minima are less
marked than in the steric case (Fig. 4), this figure clearly
shows that our electrostatic correlation can help to identify
the crystallographic orientation.
The Docking Correlation
The electrostatic energy, E, and the steric complementarity score, S, may be combined to give a pseudo energy for
the complex (in KJ/mol units) using
Etotal 5

Fig. 5. Electrostatic interaction energy, E (equation 34, in KJ/mol
units), as a function of the twist angle, a2, for the HyHel-5–lysozyme
complex shown at increasing expansion orders, N. The minimum near the
center of the plots (a2 5 0) corresponds to the crystallographic orientation.

f
cients, an9lm
, which can be determined by inverting each
(l )
G matrix. The elements of G(l ) may be calculated by
direct manipulation of the series expansion for Vnl(r).
Using

OS D
q

Lq~a!~r! 5

k50

q 1 a ~2r!k
q2k
k!

(41)

and denoting by Cnlk the coefficients of r in the expansion
2)
of Ln(2l21l 2
1(r), one obtains after some working
~l!
Gnn9
5 2L2

F

G

~n 2 l 2 1!! ~n9 2 l 2 1!!
~n 1 l 1 1!! ~n9 1 l 1 1!!

O O

1/2

n 2 l 2 1 n9 2 l 2 1

3

k50

CnlkCn9lk9~2l 1 k 1 k9!!

k9 5 0

3 ~2~2l 1 1!~l 1 1! 1 k 1 k9 2 ~k 2 k9!2!.

(42)

It should be noted that with large numbers of charges
the above method of calculating the potential as an
expansion about a single point is not especially accurate.
Greater accuracy can be obtained using so-called tree code
fast multipole methods.53,54 Nevertheless, since equation
34 can also be rearranged into a Fourier series in a2 (cf.
equation 30), this approach provides an extremely efficient
way to estimate macromolecular electrostatic complementarity at arbitrary orientations. Figure 5 shows the variation of the electrostatic interaction energy (equation 34) as

S

D

1391.4
E 1 KHS.
KR

(43)

Here, the relative permittivity, KR, and hydrophobic free
energy factor, KH, are treated as adjustable parameters:
KR 5 8 is used to approximate the electrostatic energy
calculated explicitly for the HyHel-5–lysozyme complex,55
and KH 5 2 0.8 KJ/mol/Å3 was chosen empirically to
produce a reasonable weighting of the two contributions to
Etotal. These values tend to overestimate the absolute
binding energy for most complexes, although only relative
energies are needed to distinguish different docking orientations.
As it is time-consuming to evaluate equation 43 at high
resolution for every orientation in a docking search, the
calculations described below were accelerated by performing an initial low-resolution (N 5 16) filtering scan of the
search space. This involves generating partial orientations
(R, b1, g1, b2, g2) for the complex and recording the lowest
energy found after searching over the twist angle, a2. Any
partial orientation that gives a positive energy $ 100
KJ/mol is immediately discarded. The top 25% of the
surviving orientations (subject to a maximum of 20,000)
are then passed to a final high-resolution scoring stage
which uses a simple “peak picking” algorithm to locate all
local minima in each twist angle search. Because the
initial scan is considered primarily as a proximity test, the
electrostatic contribution is calculated only in the final
stage at N 5 25.
RESULTS
Our docking algorithm was applied to the known structures of two protein domain dimers, eight enzyme–
inhibitor complexes, and 20 antibody complexes, taken
from the PDB. These are listed in Table I. In crystal
structures where the unit cell contains multiple copies, the
first instance of each structure was used. All water molecules were removed prior to docking, as were any alternate (e.g., “B”) atom positions. Polar hydrogens were
added using standard geometries, as necessary. Atom
charges and united atom radii were assigned from the
AMBER56 parameter set. No attempt was made to model
missing heavy atoms (e.g., antibody F9.13.7). All antibody
calculations used only the Fv fragments, with the exception of the Fab–protein G complex (IGC), in which only the
Fc was used. The idiotype–anti-idiotype antibody complexes (IAI, DVF and KB5) are the largest complexes we
have attempted to model using the current method.
Molecular and solvent-accessible surfaces were calcu-
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TABLE I. Protein Complexes Used in the Current Docking Study†
Case

Receptor

Ligand

Å

PDB

Ref.

DHB
CCY
CSE
SNI
SIC
KAI
PTC
CGI
CHO
BGS
GGI
TET
FPT
IGF
JEL
BQL
HFL
HFM
VFB
MLC
MEL
JHL
FBI
NCA
NMB
NSN
IAI
DVF
KB5
IGC

Hemoglobin a1
Cytochrome C9 A
Subtilisin Carlsberg
Subtilisin BPN9
Subtilisin BPN9
Kallikrein A
Trypsin
Chymotrypsinogen A
a-chymotrypsin
Barnase
50.1
TE33
C3
B13I2
Jel42
HyHel-5
HyHel-5
HyHel-10
D1.3
D44.1
cAb
D11.15
F9.13.7
NC41
NC10
N10
730.1.4
D1.3
Desire-1
MOPC21

Hemoglobin b1
Cytochrome C9 B
Eglin C
CI-2
SSI
BPTI
BPTI
HPTI
OMTKY3
Barstar
Peptide
Peptide
Peptide
Peptide
HPr
Quail lysozyme
Chicken lysozyme
Chicken lysozyme
Chicken lysozyme
Chicken lysozyme
Chicken lysozyme
Pheasant lysozyme
Guineafowl lysozyme
N9 neuraminidase
N9 neuraminidase
Staph. nuclease
409.5.3
E5.2
KB5-C20
Protein G

2.8
1.7
1.2
2.1
1.8
2.5
1.9
2.3
1.8
2.2
2.8
2.3
3.0
2.8
2.8
2.6
2.7
3.0
1.8
2.1
2.5
2.4
3.0
2.5
2.5
2.9
2.9
1.9
2.5
2.6

2DHB
2CCY
1CSE
2SNI
2SIC
2KAI
2PTC
1CGI
1CHO
1BGS
1GGI
1TET
1FPT
2IGF
1JEL
1BQL
3HFL
3HFM
1VFB
1MLC
1MEL
1JHL
1FBI
1NCA
1NMB
1NSN
1IAI
1DVF
1KB5
1IGC

65
66
67
68
69
70
71
72
73
74
75
76
77
78
79
80
81
82
60
61
83
84
85
86
87
88
89
90
91
92

†

These are listed by PDB code and crystallographic resolution and are grouped as 2 domain-dimers, 8
enzyme/inhibitors, and 20 antibody complexes.

lated from all heavy atoms using a 1.4Å probe sphere and a
dot surface density of approximately 4 dots/Å2. Surface
skins were sampled onto a (0.75Å)3 grid as described in
Methods. With this grid size, it takes from 1 to 2 minutes to
determine all skin coefficients up to N 5 25 for each pair
of proteins (all times are given as elapsed times on a
Silicon Graphics R5000 processor). Calculating the charge
density coefficients takes about 2 seconds per protein, and
solving Poisson’s equation for the electrostatic potential
coefficients takes a further 0.2 seconds.
Recognizing Known Complexes
Although our ultimate goal is to predict the association
of unbound protein subunits, as we are describing a new
algorithm it is important to investigate its performance in
cases in which the expected result is known. Hence, we
first give some results for the recognition of known protein
complexes. This exercise also gives an indication of how
well a rigid-body docking algorithm might be expected to
perform, without expert intervention, in those cases (usually idealized) where conformational changes are negligible.
Table II shows how well our algorithm recognizes the
correct orientation of several complexes following a global
search in all 6 degrees of freedom, consisting of approxi-

mately 5.4 3 108 distinct trial orientations. When using
correlations to N 5 25, this table shows that 18 of the 30
structures are correctly recognized and that 24 out of 30
are ranked within the top 10. Here, successful recognition
(a “match”) is assumed when the lowest energy orientation
found is within 3Å RMS of the correct structure. RMS
deviations are calculated as the RMS distance between all
ligand Ca atoms of the docked orientation and those of the
complex, following a least-squares superposition57 of the
docked structure onto the complex using only receptor Ca
atoms (this is the same method of computing RMS deviations as used by Fischer et al.15). In this test, trial
orientations were generated using 492 vertices of a pair of
tessellated icosahedra to give angular increments of about
10° for each of the first four rotational degrees of freedom,
and by using 72 twist increments of 5° for the final twist
angle search (a smaller twist increment costs little and
helps to locate minima accurately). The angular search
was repeated at each of 31 intermolecular distances in
steps of 61Å from the starting conformation of the complex, with all distances being rounded to the nearest whole
number (thus the orientations of the “correct” structures in
Table II may differ from those of the complex by up to
60.5Å in R). All calculations were preceded by an initial
filtering scan at N 5 16, as described in Methods. Each
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TABLE II. Recognition of Known Complexes in a Global 6D
Search over 5.4 3 108 Alternative Test Orientations†
N 5 16

N 5 20

N 5 25

Case

Top

RMS

Top

RMS

Top

RMS

DHB
CCY
CSE
SNI
SIC
KAI
PTC
CGI
CHO
BGS
GGI
TET
FPT
IGF
JEL
BQL
HFL
HFM
VFB
MLC
MEL
JHL
FBI
NCA
NMB
NSN
IAI
DVF
KB5
IGC

2
1
37
15
3,407
17
132
1
1
1
1
5
102
3
4,867
524
318
7
8,344
1,401
9,898
385
14
68
160
19,992
1,381
11,145
140
1,328

0.00
0.04
0.73
0.58
0.00
0.41
0.52
0.38
0.45
0.82
2.47
1.48
1.04
0.71
0.81
1.85
1.01
2.19
1.49
0.00
1.03
0.62
1.09
1.53
2.43
1.11
1.48
0.00
0.34
1.74

2
1
1
1
2
3
2
1
1
1
1
1
1
1
1,060
12
5
27
216
116
27
8
1
1
1,630
716
111
88
1
269

0.00
0.04
0.08
0.42
0.22
0.69
0.48
0.38
0.55
0.82
0.90
1.16
0.42
0.77
0.81
0.96
1.00
1.09
0.20
0.00
1.03
0.38
1.09
0.32
1.39
0.75
0.37
1.38
0.34
0.81

1
1
1
1
1
7
1
1
1
1
1
1
1
1
2
1
1
10
9
187
3
1
1
1
1,009
1,130
20
49
78
1

1.55
1.59
0.92
0.42
0.82
0.81
0.48
0.38
0.55
0.88
0.90
1.03
0.42
0.77
0.81
0.39
1.00
1.09
0.20
0.84
1.03
1.08
0.38
0.32
1.39
2.29
1.39
0.44
1.38
0.34

†

Listed are the rank and Ca RMS deviations of the lowest energy (top
scoring) orientation found within 3Å RMS of the complex, evaluated at
increasing expansion orders, N. Calculation times are around 2 hours
per complex.

global scan takes about 2 hours, with final scoring at N 5
25 adding a further 10 minutes per complex.
As might be expected, Table II shows that a higher-order
expansion generally gives a better rank for the complex,
although this trend is not necessarily monotonic. However,
it is worth noting that even low-order correlations score
the correct docking orientation remarkably favorably.
Correlations at N 5 16 place the correct solution well
within the top 1,500 orientations in all but six cases. The
most difficult complexes to recognize are the antibody
complexes with larger antigens, particularly the NC10 –
neuraminidase complex (NMB) and the N10 –staphylococcal nuclease complex (NSN). However, even the large
idiotype–anti-idiotype antibody complexes (tabulated as
IAI, DVF, and KB5) are still ranked remarkably favorably.
Localizing the Search
In order to reduce the number of false-positive orientations for the large antibody complexes, the above calculations were repeated at N 5 25 but with the search
constrained to the receptor binding site by excluding
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rotational samples for which b1 . 45°. Table III shows that
this simple constraint is sufficient to improve the rank of
the best solutions to within the top ten in all but one case
and that 23 of the 30 complexes are now ranked first by the
algorithm. Also tabulated are the calculated steric and
electrostatic contributions to the total energy (Eshape and
Eelec, respectively). Eelec may be compared with the exact
electrostatic interaction energy, Ecoul, given in the next
column, calculated from point atom charges using Coulomb’s law with KR 5 8. Considering the very large
numbers of polar atoms involved (up to . 3,000 per
complex), it is seen that the electrostatic correlation often
gives a remarkably good estimate of Ecoul. Table III shows
that Eelec is unfavorable for only four of the 20 antibody
complexes (VFB, NMB, KB5, IGC), although two of these
(KB5, IGC) are still ranked first. Unfavorable electrostatics are also observed for the cytochrome C9 domain dimer
(CCY) and for two of the enzyme–inhibitor complexes (SIC
and PTC) although Eshape dominates and all three complexes are still correctly recognized.
Compared to a global search, using a receptor cut-off
angle of b1 # 45°, reduces the number of trial orientations
by a factor of about 7. This does not affect the high rank of
the enzyme–inhibitor complexes, but it does help the
recognition of many of the antibody complexes, improving
their average rank by about a factor of 5. This suggests
that a good proportion of the false-positive antibody–
antigen orientations are located away from the binding
site, whereas the signal for the correct docking orientations of the other protein–protein complexes is much
clearer. This supports the proposition58 that antibody–
antigen interfaces exhibit poorer shape complementarity
than other protein–protein interfaces. The relatively low
rank obtained for NMB appears to be due to the largely
planar interface in this complex: Different translations in
the plane, and rotations perpendicular to it, are not easily
distinguished. Nonetheless, Table III shows that localizing
the search with a single simple constraint is sufficient to
bring the ranking of antibody complexes significantly
closer to the high levels observed for the enzyme–inhibitor
complexes.
Predictive Docking
Following the encouraging results of the above tests, we
used our algorithm to attempt to predict the orientations
of 18 complexes using wherever possible the unbound
structures of the constituent proteins. The structures used
are listed in Table IV. These include the same examples
investigated by Gabb et al.,18 except that we used more
recent structures 1VFA/1VFB and 3SSI for the D1.3
antibody–lysozyme (VFB) and subtilisin–SSI (SIC) complexes, respectively. The barnase– barstar complex used
here (1BGS) has a mutation (C40A) relative to the unbound barstar (1A19), as not all wild-type structures are
available. In each case, the unbound structures were
separately superposed onto the structure of the complex by
Ca least-squares fitting, to give a consistent “reference
orientation” for each calculation: The residual RMS deviation between the complex and the reference structure
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TABLE III. Recognition of Known Complexes Using Correlations to N 5 25 With b1 < 45° (Approximately
8 3 107 Trial Orientations)†
Case

Rank

Etotal

Eshape

Eelec

Ecoul

Top

Etop

RMS

Hits

DHB
CCY
CSE
SNI
SIC
KAI
PTC
CGI
CHO
BGS
GGI
TET
FPT
IGF
JEL
BQL
HFL
HFM
VFB
MLC
MEL
JHL
FBI
NCA
NMB
NSN
IAI
DVF
KB5
IGC

3
2
2
1
1
23
1
1
23
3
1,131
3
1
7
6
1
1
4
1
23
1
1
1
1
502
8
15
5
55
1

2743.3
2611.8
2721.7
2773.2
2590.1
21,436.8
2556.8
21,106.4
2555.4
2859.8
2430.5
2512.6
2605.6
2499.4
2568.1
2845.7
2852.1
2815.1
2231.1
2639.4
2804.6
2835.9
21,008.4
2974.7
2306.0
2565.6
2612.8
2600.1
2469.4
2623.2

2685.1
2686.1
2651.9
2712.4
2659.1
2538.9
2704.1
21,026.9
2490.4
2554.4
2250.0
2504.3
2461.2
2385.0
2541.3
2647.8
2657.5
2588.3
2571.0
2475.9
2627.2
2594.6
2647.5
2828.3
2363.1
2535.0
2611.1
2553.5
2496.1
2657.5

258.3
174.3
269.8
260.8
169.0
2897.8
1147.3
279.5
265.0
2305.4
2180.4
28.3
2144.4
2114.4
226.8
2197.9
2194.6
2226.8
1340.0
2163.5
2177.4
2241.2
2360.9
2146.4
157.1
230.6
21.7
246.6
126.7
134.3

236.4
194.6
272.9
236.1
159.9
2788.4
1137.9
269.6
261.9
2242.0
2175.6
221.4
2127.6
2106.0
217.1
2183.6
2183.3
2196.8
1209.5
2147.6
2147.4
2182.3
2308.7
288.9
20.4
216.4
23.4
262.1
18.4
140.2

1
1
1
1
1
7
1
1
1
1
1
1
1
1
2
1
1
8
1
8
1
1
1
1
421
4
5
1
1
1

2814.7
2748.0
2732.7
2773.2
2631.0
21,535.4
2556.8
21,106.4
2732.9
21,061.3
2718.2
2574.0
2605.6
2591.9
2640.0
2845.7
2877.2
2890.6
2231.1
2663.8
2869.0
2842.7
21,008.4
2974.7
2314.4
2603.1
2655.3
2830.5
2692.1
2623.2

1.55
1.59
0.92
0.42
0.82
0.81
0.48
0.38
0.55
0.88
0.90
1.03
0.42
0.77
0.81
0.39
1.00
1.09
0.20
0.84
1.03
1.08
0.38
0.32
1.39
1.11
1.39
1.42
1.49
0.34

4
5
4
6
1
4
3
14
4
7
33
21
30
56
2
1
2
2
2
1
4
2
3
2
0
4
2
2
2
1

†
The first four columns of figures give the rank and energies calculated for each complex. The following column, Ecoul, is the
exact electrostatic interaction energy of the complex, calculated using Coulomb’s law. The next three columns give the rank,
energy, and RMS deviation of the top-scoring docking orientation found by the algorithm. The number of orientations found
within 3Å of the complex and within the top-scoring 100 orientations (considered as “hits”) is given in the final column. All
energies, E, are in KJ/mol. Calculation times are around 45 minutes per complex.

represents a good estimate of the best orientation attainable within the rigid-body assumption. As these deviations
can be quite large, we relaxed the threshold for a “match”
(3Å RMS) between the reference and predicted docking
orientations by an amount equal to this deviation.
Table V shows the rank obtained for the reference
orientation of each complex, along with the best-matching
orientations found by the algorithm in a search localized to
the receptor-binding site using b1 # 45°, as in Table III.
Comparing the rank of the reference orientations with
those of the bound subunits in Table III shows that the
algorithm often detects a significant conformational change
between the bound and unbound protein structures. However, in most cases much higher ranking orientations are
found within 3Å RMS of the reference orientation, indicating that small rigid-body motions can, to a certain extent,
compensate for poorly fitting starting orientations. In
order to assess how the electrostatic correlation contributes to the overall docking score, each docking calculation
was repeated using just the surface skin correlation. The
rank of the best solution found in these shape-only docking
calculations (indicated in parentheses in Table V) are seen

to be significantly worse in the majority of cases. This
shows that our simple in vacuo electrostatic correlation
model can play a useful role in helping to identify favorable
docking orientations.
It should be noted, however, that the above calculations
are biased toward finding good solutions because the
search space always includes the reference orientation.
Thus, in order to simulate genuinely blind docking predictions, each calculation was repeated using a starting
orientation in which the ligand was shifted away from the
reference orientation (columns marked with an asterisk in
Table V). The shift was defined by a random step of 60.5Å
in R and by a small rotation (b2, g2) using angular
coordinates taken from the midpoint of a randomly selected edge near the “north pole” of the icosahedral tesselation. Thus, the search space now systematically excludes
the sought solution and, therefore, the rank obtained from
these pseudo-random starting orientations corresponds to
the worst rank that might be expected following a large
number of random trials. The relatively large range observed between the rank obtained from the shifted and
unshifted starting orientations in Table V indicates that
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TABLE IV. Protein Structures Used for the Predictive
Docking Calculations, Listed by PDB Code and
Crystallographic Resolution†
Receptor

DISCUSSION

Ligand

Case

PDB

Å

Ref.

PDB

SNI
SIC
KAI
PTC
CGI
CHO
BGS
JEL
BQL
HFL
HFM
VFB
MLC
MEL
JHL
FBI
IAI
IGC

1SUP
1SUP
2PKA
2PTN
1CHG
5CHA
1A2P
1JEL
1BQL
3HFL
3HFM
1VFA
1MLB
1MEL
1JHL
1FBI
1IAI
1IGC

1.6
1.6
2.05
1.55
2.5
1.67
1.50
2.8
2.6
2.65
3.0
1.8
2.1
2.5
2.8
3.0
2.9
2.6

93
93
95
97
98
100
102
79
80
81
82
60
61
83
84
85
89
92

2CI2
3SSI
1BPI
4PTI
1HPT
2OVO
1A19
1POH
1DKJ
1LZA
1LZA
1LZA
1LZA
1LZA
1GHL
1HHL
1AIF
1IGD

algorithm can often find good docking orientations given
only a very loose specification of the binding epitopes.

Å

Ref.

2.0
2.3
1.1
1.5
2.3
1.5
2.76
2.0
2.0
1.6
1.6
1.6
1.6
1.6
2.1
1.9
2.9
1.1

59
94
96
71
99
101
103
104
80
105
105
105
105
105
106
106
62
92

†
The unbound structures of most of the antibodies have not been
determined, and so the conformation from the complex is used in these
cases (1JEL, 1BQL, 3HFL, 3HFM, 1MEL, 1JHL, 1FBI, 1IAI, 1IGC).

10° angular search increments are too crude to give good
coverage of the search space.
Although the above calculations often yield good docking
orientations within the top few hundred solutions, even
when the reference orientation is excluded from the search,
it was felt that visual inspection (for example) of this
number of orientations would be impractical. Thus, we
investigated the effect of constraining the search to the
ligand epitope by restricting the allowed range of b2.
Because reducing the search space reduces execution
times proportionately, it is now feasible to use finer
angular search increments. Hence, we used icosahedral
tessellations with 720 faces to generate receptor (b1, g1)
and ligand (b2, g2) rotational steps of about 6.7° each (the
twist angle, a2, was held at 5°). As before, pseudo-random
shifts were applied to the ligand prior to each calculation.
The results of these high-resolution docking calculations
are summarized in Table VI. Inspection of this table shows
that many high-ranking docking orientations are found at
each level of constraint with just a few exceptional cases,
following a similar trend to Table V. However, despite the
much denser coverage of the search space than in Table V,
the absolute rankings are now often dramatically improved. For example, even with fairly weak constraints
(b1 # 45°, b2 # 45°), five of the 11 antibody complexes are
ranked within the top 30 and three of the seven enzyme–
inhibitor complexes are ranked within the top 40. With the
strongest constraint level (b1 # 30°, b2 # 30°), the majority
of the complexes (seven out of 11 antibody complexes and
four of the seven enzyme–inhibitor complexes) are ranked
within the top 20 orientations. These results show that
despite sometimes significant conformational changes, our

The spherical polar Fourier docking method presented
here has been shown to provide a fast and accurate way to
find feasible protein–protein docking orientations. Although this is conceptually similar to former grid-based
FFT docking methods, we began by constructing explicit
spherical polar series expansions of surface shape and
electrostatic representations of pairs of proteins. This
allowed expressions to be developed for the overlap of
appropriate pairs of functions to give a full six-dimensional Fourier docking correlation. Because the steric and
electrostatic expansion coefficients need only be calculated
once for each protein, the remaining computational cost is
largely one of rotating and multiplying pairs of coefficient
vectors. In order to use the correlation most effectively, an
icosahedral tessellation of the sphere was used to sample
rotational space evenly and fairly. Despite the additional
programming effort required, this approach allows a 6D
docking search to be reduced to just four nested loops. The
innermost loop over the twist angle, a2, involves finding
the local minima of a one-dimensional real Fourier series,
and this can be performed very rapidly. However, to make
this approach tractable it is currently necessary to store
many megabytes of pre-calculated overlap integrals, but
this is not a significant overhead on modern workstations.
Nonetheless, having established that the general approach is viable, we are developing an improved method of
calculating the overlap/translation matrices using FourierBessel transform theory, which should help address this
drawback.
The results presented here, for a single processor workstation, show that the performance of the spherical polar
correlation compares favorably with the Cartesian gridbased FFT approaches, particularly for large protein docking problems such as antibody–antigen systems. This is
primarily because evaluation of the spherical polar correlations is completely de-coupled from the choice of the
original sampling grid, and so a fast low-order scan (N 5
16) could be used to eliminate rapidly many infeasible
orientations. Consequently we could use finer rotational
increments (10° or less) than is feasible in a global FFT
docking search,18 while still keeping execution times down
to a reasonable level (around 2 hours per global docking
search). Clearly the algorithm is highly vectorizable, and
significant performance improvements could be expected
on suitable hardware. Indeed, on multi-processor platforms, which are becoming increasingly common, our
docking calculations can be distributed over the available
processors using standard Unix multi-tasking facilities.
This reduces execution times almost linearly with the
number of processors used.
However, the reported performance improvement has
not been at the expense of reduced accuracy. In a global
search, the spherical polar correlation correctly identifies
the orientation of the complex in 18 out of 30 cases, and 24
out of 30 are ranked within the top ten out of 5 3 108 trial
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TABLE V. Docking Unbound Subunits Using Correlations to N 5 25 With the Search Constrained to the
Receptor Binding Site Using b1 < 45°†
Case

Ranka

RMSb

Topc

(Top)d

De

RMSf

Top*

(Top)*

D*

RMS*

SNI
SIC
KAI
PTC
CGI
CHO
BGS
JEL
BQL
HFL
HFM
VFB
MLC
MEL
JHL
FBI
IAI
IGC

—
380
261
133
5,150
4,402
—
5,083
3,643
575
—
2,327
—
3
63
—
2,182
2,235

0.46
0.64
0.54
1.10
1.78
1.16
0.51
1.38
0.84
0.53
0.58
1.07
0.63
0.67
0.51
0.68
1.10
1.05

—
240
136
130
48
6
394
87
144
203
1,636
158
—
1
48
2,079
778
691

(2)
(125)
(843)
(192)
(12)
(13)
(1,665)
(87)
(191)
(316)
(1,402)
(185)
(1,696)
(1)
(466)
(2)
(291)
(79)

5
2
1
1
2
1
1
5
1
1
2
1
2
5
1
1
2
2

—
1.03
3.08
1.26
2.19
1.88
2.29
3.74
0.99
1.16
2.24
3.07
2.82
1.39
1.23
—
1.78
2.69

—
—
334
587
215
5
593
149
60
486
—
211
904
1
456
—
—
636

(2)
(2)
(1,928)
(865)
(71)
(19)
(236)
(544)
(75)
(399)
(1,579)
(231)
(262)
(1)
(1,408)
(2)
(2)
(84)

5
5
1
1
2
1
2
1
1
2
2
1
2
5
1
5
5
2

—
—
2.94
1.34
2.29
2.06
1.90
3.68
1.69
2.40
—
2.18
2.94
1.37
2.54
—
—
1.55

†
Shape-only calculations are given in parentheses. Columns marked with an asterisk are for calculations starting with
randomized ligand orientations (see main text for details). A dash indicates no solution found within the top 10,000 orientations.
Calculation times are from 8 to 12 minutes per complex.
a
The rank of the reference structure, calculated using unbound subunits fitted to the main-chain conformation of the complex.
b
Residual Ca RMS deviation of the reference structure. Calculated docking orientations will always have RMS errors that exceed
this value.
c
The rank of the top-scoring solution found within 3Å RMS of the bound complex (allowing for the residual RMS deviation) using
the combined steric and electrostatic correlation.
d
The rank of the best solution found using only the steric correlation.
e
The effect of the electrostatic correlation on the result: 1, improves; 2, worsens; 5, no change.
f
RMS deviation of the top-scoring orientation found using the combined steric and electrostatic correlation.

orientations (Table II). Such figures are comparable to the
excellent results obtained by Meyer et al.28 using an FFT
correlation in conjunction with hydrogen bond filters and
an accurate angular search algorithm. However, the majority of the complexes investigated here are large antibody–
antigen systems compared to only three such complexes in
the former study. Similarly, our results compare favorably
to those of the geometric hashing method (Table 2 of
Fischer et al.15) and also to the combined steric/electrostatic FFT correlation method of Gabb et al.18 (their Table
4), despite our steric penalty term (Q 5 12) being “softer”
than the equivalent quantity in the FFT method (assigning interior grid cells a value of 215). Unfortunately,
Meyer et al. do not report results for docking unbound
subunits, and so it is uncertain how robust the hydrogen
bond approach would be when the starting conformations
are poorly fitting. Nonetheless, it is clear that docking
bound subunits of protein complexes presents few difficulties to current algorithms. Tables II and III show that our
approach easily achieves this high standard.
When the algorithm is used predictively, to dock unbound structures, the quality of the results depends largely
on the degree of conformational change induced by binding. Of the examples studied here, probably the most
dramatic conformational changes are to be found in the
main-chain and side-chains (particularly MET:59) of the
CI-2 inhibitory loop when binding to subtilisin BPN959
(tabulated as SNI). This presumably accounts for the

relatively poor rank obtained when attempting to dock this
complex. Nonetheless, despite the induced-fitting nature
of enzyme–inhibitor interfaces, our constrained docking
calculation (b1 # 30°, b2 # 30°) was able to find a good
docking orientation that ranked within the top 20 solutions for four of the seven enzyme–inhibitor complexes.
The two antibody–lysozyme complexes D1.3 and D44.1
(tabulated as VFB and MLC, respectively) are also of
interest, being the only antibody–antigen complexes for
which both unbound subunits were available. On binding,
both antibodies exhibit conformational changes in the
hypervariable loops, and both complexes have several
buried interfacial waters.60,61 Hence, it is somewhat surprising that the best solution found for VFB is ranked so
highly, particularly since the electrostatic component is
strongly unfavorable. Considering the relatively weak
nature of the search constraints used here, it is noteworthy
how well our correlation performs with the remaining
antibody complexes, with good docking predictions being
placed within the top 20 solutions in seven out of 11 cases
and with many more “hits” falling within the top 100
orientations. Even the large idiotype–anti-idiotype complex (IAI) was predicted relatively well despite H3 loop
and VH/VL domain motions in the anti-idiotype.62 Thus,
our spherical polar docking correlation is seen to be
remarkably robust with respect to conformational changes
induced by binding.
Like other docking methods, knowledge of at least one of
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TABLE VI. High-Resolution Predictive Docking With Angular Search Constraints†
b1 # 45°a
b2 # 45°

RMS

b1 # 30°b
b2 # 45°

b1 # 30°
b2 # 30°c

Case

Ref. struct.d

Docked struct.*e

Top*

Hits*

Top*

Hits*

Top*

Hits*

SNI
SIC
KAI
PTC
CGI
CHO
BGS
JEL
BQL
HFL
HFM
VFB
MLC
MEL
JHL
FBI
IAI
IGC

0.46
0.64
0.54
1.10
1.78
1.16
0.51
1.38
0.84
0.53
0.58
1.07
0.63
0.67
0.51
0.78
1.10
1.05

1.30
2.24
3.17
3.80
2.08
2.26
2.06
3.98
1.32
1.30
3.04
2.81
2.84
1.64
1.77
3.69
3.64
1.97

1,257
32
68
108
20
1
162
4
6
45
147
54
467
1
4
28
508
54

0
1
1
0
2
14
0
3
3
4
0
1
0
3
3
1
0
1

401
30
62
9
20
1
139
4
7
42
72
46
308
1
4
25
384
15

0
1
1
3
2
14
0
3
4
4
1
1
0
6
3
3
0
2

143
16
31
3
13
1
73
3
2
27
50
19
91
1
3
19
173
6

0
2
2
5
6
17
1
3
6
5
1
2
1
5
4
4
0
3

†
Listed are the rank and RMS deviation of the best orientation (“top”) obtained using the search constraints given in the column
headings, along with the number of good orientations found within the top 100 solutions (“hits”). Here, 720 icosahedral increments
of about 6.7° are used to generate receptor (b1, g1) and ligand (b2, g2) rotations, subject to the given constraints on b1 and b2. All
calculations used randomized ligand starting orientations (“*”).
a
2.7 3 107 trial orientations: about 20 minutes docking time.
b
1.3 3 107 trial orientations: about 11 minutes docking time.
c
6.0 3 106 trial orientations: about 8 minutes docking time.
d
Residual Ca RMS deviation of the reference structure, carried over from Table V.
e
RMS deviation of the first orientation found within 3Å RMS of the complex, allowing for the residual deviation of the reference
structure. With pseudo-random starting orientations, each calculation finds the same top-ranking orientation; hence these
deviations are listed only once.

the binding sites is necessary to reduce the number of
false-positive solutions found. For example, when the
ligand is constrained (rather loosely) to tumble over the
receptor binding site (Table V), the correct solution is often
ranked within the top few hundred orientations. This
compares favorably to the results of similar docking calculations using the geometric hashing algorithm (in particular, cf. CHO, PTC, and HFL with Table 4.C of Fischer et
al.15). However, direct comparison with the predictive FFT
calculations of Gabb et al.18 is difficult because even their
“loose” filtering constraint (which calls for specific residue
or hypervariable loop contacts) reduces the solution set to
just a few hundred candidate orientations. In comparison,
our most tightly constrained calculations involve evaluating several million possible docking orientations. Hence,
despite using a sampling strategy which systematically
avoided the sought solution, it is most encouraging to see
that the spherical polar approach still generates so many
high-ranking solutions.
Given the practical necessity of constraining predictive
docking calculations to known (or hypothesized) binding
sites, it is clear that a spherical polar formulation provides
a convenient way to apply the constraints before, rather
than after, the correlation is evaluated. This can reduce
docking calculation times to a matter of minutes, even
when using fine angular search steps (e.g., 6.7° or less).
Using the interactive graphics features of our program,

Hex, it is straightforward to place a ligand near the
antigen-binding site of an antibody, for example, and to
perform constrained docking calculations which search
around the given starting orientation. We believe that
constrained docking calculations of this type could help
experimentalists gain useful insights when considering
possible binding modes of pairs of proteins. We find that
even the 30° constraints are quite generous for large
antibody–antigen systems, although b2 must be allowed to
vary freely for small peptide ligands. Clearly, we could
have used tighter filtering constraints to further improve
the rankings presented here, but forcing the desired
solution in this manner is a rather unsatisfactory way to
deal with the problem of macromolecular conformational
flexibility.
One reason for the relative success of the spherical polar
correlation approach is that the basis functions are “tuned”
to the dimensions of typical protein domains (or domain
dimers such as antibody Fv fragments), whereas the
distance scale in the FFT method is much larger because
the FFT grid must be big enough to accommodate translations of one molecule about the other. However, the price to
be paid for this “tuning” is that very large macromolecules,
e.g., the large trimeric hemagglutinin–antibody complex
presented in the CASP2 docking challenge,12 would be
represented very poorly because of the exponential decay
of the radial basis functions beyond about R 5 30Å.
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Nonetheless, docking an antibody to hemagglutinin also
poses problems for the FFT approach: In this case, Vasker
obtained the best single docking prediction by splitting the
hemagglutinin moiety into smaller fragments prior to
performing low-resolution FFT correlations on each fragment and by using symmetry to eliminate those parts of its
surface which are buried in the trimer and therefore
presumed to be non-antigenic.63 To dock macromolecular
complexes of this size, we expect similar measures would
also be required with the spherical polar approach. For
such cases, we plan to investigate using several local
coordinate origins within the larger molecule so that each
part of its surface is represented accurately at least once;
hence, accurate localized searches could be performed over
each surface patch. On the other hand, with a suitable
choice of scale factor, one would expect that the surface
shape and electrostatic properties of small organic molecules should be captured quite well using relatively
low-order spherical polar expansions, and this could provide an efficient way of searching small-molecule databases for lead drug molecules that are similar to a given
template.
Certainly, in the protein docking case, we have shown
that spherical polar representations can encode atomscale protein surface properties relatively compactly while
still being sufficiently soft to absorb the effect of moderate
conformational change when docking unbound subunits.
Furthermore, we believe that the spherical polar approach
could be extended to model limited side chain flexibility in
a tractable way. For example, since each atom contributes
to the charge density coefficients additively (equation 35),
one could model the electrostatic effect of side chain
motion by subtracting the contributions from the old atom
positions and by adding similar contributions for some
new conformation (the cost of re-solving Poisson’s equation
for the potential coefficients is almost negligible). Updating the surface shape coefficients in a similar manner is
more problematic, because our surface skins are defined by
Richards’ rolling probe construction,46 which is a global
operation. However, an alternative and extremely promising avenue we are currently investigating is to model
shape complementarity using Gaussian expansions of
Lennard-Jones potentials.64 Because our shape-scaled radial basis functions (equation 2) are effectively modified
Gaussian functions, calculating the expansion coefficients
of Lennard-Jones potentials should be no more expensive
than the present electrostatic calculations.
CONCLUSIONS
We have described a new protein docking algorithm
based on spherical polar correlations of protein surface
shape and electrostatic representations. We have shown
that these correlations provide a fast and accurate way to
find feasible docking orientations of protein complexes and
that this approach is highly competitive compared to
former grid-based FFT docking methods. Starting from
unbound subunits, we can often get close to the desired
conformation of the complex. However, knowledge of one
or both binding sites is still necessary to reduce the

number of false-positive solutions. In the spherical polar
approach, this information is given as a simple constraint
in just one or two of the angular degrees of freedom.
Execution times can be reduced to a matter of minutes by
applying these constraints before, rather than after, the
correlation is evaluated. Hence our interactive docking
program, Hex, could provide a useful and practical tool for
experimentalists. However, we argue that constraining
the search to known binding sites is currently a necessary,
but unsatisfactory, way to deal with conformational flexibility. We have discussed some of the ways in which spherical
polar Fourier correlations might help address this problem, which will be vital if we are ever to throw off the
shackles of the rigid-body assumption.
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ADDENDUM
The program described (Hex 2.0) is available on the
Internet at “http://www.biochem.abdn.ac.uk/hex/”.
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Evaluation of Protein Docking Predictions Using Hex 3.1 in
CAPRI Rounds 1 and 2
David W. Ritchie*
Department of Computing Science, King’s College, University of Aberdeen, Aberdeen, United Kingdom

ABSTRACT:
This article describes and reviews
our efforts using Hex 3.1 to predict the docking
modes of the seven target protein–protein complexes presented in the CAPRI (Critical Assessment
of Predicted Interactions) blind docking trial. For
each target, the structure of at least one of the
docking partners was given in its unbound form,
and several of the targets involved large multimeric
structures (e.g., Lactobacillus HPr kinase, hemagglutinin, bovine rotavirus VP6). Here we describe several enhancements to our original spherical polar
Fourier docking correlation algorithm. For example, a novel surface sphere smothering algorithm
is introduced to generate multiple local coordinate
systems around the surface of a large receptor
molecule, which may be used to define a small
number of initial ligand-docking orientations distributed over the receptor surface. High-resolution
spherical polar docking correlations are performed
over the resulting receptor surface patches, and
candidate docking solutions are refined by using a
novel soft molecular mechanics energy minimization procedure. Overall, this approach identified
two good solutions at rank 5 or less for two of the
seven CAPRI complexes. Subsequent analysis of our
results shows that Hex 3.1 is able to place good solutions within a list of <20 for four of the seven targets.
This finding shows that useful in silico protein–
protein docking predictions can now be made with
increasing confidence, even for very large macromolecular complexes. Proteins 2003;52:98 –106.
© 2003 Wiley-Liss, Inc.

Key words: blind docking trial; protein shape; shape
complementarity; Fourier correlation;
fast Fourier transform; spherical harmonics; OPLS potentials

in protein expression and X-ray crystallography techniques, the number, size, and diversity of proteins whose
interactions we want to model have never been greater.
Thus, there is an increasing need to develop accurate and
fast docking algorithms.
To assess and compare current protein docking algorithms and to stimulate further developments in the field,
the CAPRI [Critical Assessment of Predicted Interactions
(http://capri.ebi.ac.uk)] blind docking experiment4 was
launched. During the summer of 2001 and early in 2002
seven target structures were presented to the docking
community. Several of the targets involved large enzymes
or viral surface proteins, similar to the antibody-hemagglutinin complex,5 which proved difficult to model in the
CASP2 docking section.6,7 This article describes and reviews our efforts using Hex 3.1 to predict the docking
modes of the seven CAPRI target complexes. We describe
several enhancements to our original spherical polar Fourier correlation algorithm,8 and we assess the usefulness
of these enhancements in light of the revealed complex
structures.
Our basic approach to the docking problem is to represent the steric shape, electrostatic potential, and charge
density of each protein as expansions of spherical polar
Fourier basis functions.8 However, unlike conventional
three-dimensional (3D) fast Fourier transform (FFT) docking approaches,9 –11 which accelerate translational correlations, our approach uniquely favors rotational searches,
although translational correlations may also be calculated. Here we describe how the rotational correlations at
the heart of our algorithm may be accelerated by implementing the innermost loop of a docking search as a
one-dimensional (1D) FFT. We also introduce several
further enhancements to our algorithm. For example, very
large complexes may now be modeled by performing
multiple local dockings over a small set of surface patches
on the larger of the docking partners. Candidate docking
solutions may be refined by using a “soft” molecular

INTRODUCTION
If we are to understand how proteins function at the
molecular level, it is necessary to develop good computational models of how large biomolecules might interact.
However, early efforts to predict the association, or docking, of globular protein domains quickly showed that this
was by no means a trivial task.1,2 Although some progress
has been made toward developing improved docking algorithms and several successes have been described, a
general solution to the so-called docking problems seems to
remain elusive.3 Nonetheless, with recent improvements
©
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Abbreviations: FFT: fast Fourier transform; HPr: histidine-containing phosphocarrier protein; OPLS: optimized potentials for liquid
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mechanics energy minimization procedure, and the list of
docking solutions may be clustered to help identify distinct
orientations and reduce the number of “false-positives.” In
addition, protein surface shapes are now calculated by
using a new “marching tetragons” algorithm12 to contour
atomic Gaussian density representations13 of each protein. This treats reentrant surface regions more reliably
than our former dot surface sampling scheme8 and allows
improved graphical visualization of results.
To try to honor the spirit of a blind trial and to test our
algorithm as thoroughly as possible, we elected to use only
knowledge of the hypervariable loops in the antibody and
T-cell receptor (TCR) problems (targets 2– 6 and target 7,
respectively). However, because we expected the first
target, a novel bacterial HPr kinase (HPrK)14 in complex
with HPr, to be difficult to solve, we used knowledge of key
residues in each subunit to try to select a feasible docking
orientation. Overall, our approach produced two close
solutions for two of the seven targets (target 3: antibody
HC63-hemagglutinin; target 6: antibody AMB9--amylase). Subsequent analysis of our results shows that we are
able to place good solutions within a list of 20 for four of the
seven targets.
MATERIALS AND METHODS
Gaussian Density Representation of Protein Shape
As an enhancement to our original shape-sampling
algorithm,8 we now use a Gaussian density representation
of protein shape:13
!r "   exp#$%!r/ri"2&
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mary here. A Fourier expansion to order N of some
property A(r ) in spherical polar coordinates r  (r, (, ))
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where anlm is an expansion coefficient, Rnl(r) represents
either a harmonic oscillator or a Coulomb-type radial
function, and ylm((, )) is a real spherical harmonic.
Because our basis functions are entirely real, it is straightforward to reconstruct protein shape and electrostatic
properties from the expansion coefficients. For example,
Figure 1 shows the Fv fragment of the MCV antibody
(CAPRI target 2, M. C. Vaney, and F. A. Rey, unpublished
results) reconstructed at different expansion orders, N.
The low-order N  16 expansion encodes considerable
global shape information, whereas individual atoms are
clearly discernible with high order N  25 and N  30
expansions. However, it is worth noting the reduction in
detail for those atoms farthest from the origin, even for
high-order expansions.
One of the advantages of a Fourier-based approach is
that the correlation between a pair of functions (i.e., their
overlap as a function of coordinate transformations) can be
calculated easily. For example, it can be shown that
rotational and translational coordinate operations on
spherical polar Fourier expansions may be represented as:

(1)

where i(r ) is the density function for atom i, ri is its van
der Waals (VDW) radius, and  and % are adjustable
parameters. Following Grant and Pickup,13 we use  '
2.70 and % ' 2.3442. For any given atom type, the density
at a distance ri from the atom is i(ri)  2.7 exp{$2.3442} '
0.259. Hence, a good estimate of the VDW surface of a
protein may be calculated by summing the atom density
contributions at each node in a 3D grid and by contouring
the grid using a density threshold of 0.259. Similarly, the
solvent accessible surface (SAS) may be calculated and
contoured by using enlarged atom radii. We define the
surface skin as the volume bounded by the SAS and VDW
surfaces. This skin volume is central to our model of
protein shape complementarity.8 Contouring is performed
by using an adaptation of the tetrahedral decomposition
algorithm by Guéziec and Hummel,12 which we call “marching tetragons.” Compared with the “marching cubes” algorithm,15 tetrahedral contouring has the advantages that
there are significantly fewer ways for a surface to cut a
tetrahedron than a cube, and the resulting surface triangles are implicitly oriented in a consistent sense. However, additional processing is required to remove thin
edges.12
Fourier Expansions and Coordinate Operations
The use of orthonormal spherical polar basis functions to
represent protein shape and electrostatic properties has
been described previously,8 so we give only a brief sum-
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where the rotated and translated expansion coefficients
are, respectively, given by (see Ref. 16)
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Hence, during a rigid body docking search, it is convenient
to represent steric and electrostatic complementarity as
overlap integrals between corresponding pairs of 3D functions. For example, if both molecules are initially located
at the origin, the correlation SAB between any pair of
functions A(r ) and B(r ) for molecules A and B, respectively,
is calculated as
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Conceptually, at each trial intermolecular separation,
each protein is incrementally rotated by using rotation
angles (%, *) generated from icosahedral tessellations of
the sphere,8 and a search over the twist angle 2 is
performed. For a given partial orientation (R, %1, *1, %2,
*2), the correlation in 2 may be expressed as a 1D Fourier
series (see Eq. 27 in Ref. 8), which we recently implemented as an FFT. Compared to our earlier implementation, this gives a speedup of 30% or 50% when using 64 or
128 steps in 2, respectively.

Although our correlation approach implicitly provides a
“soft” docking scheme, we wanted to incorporate an additional, more sensitive, scoring function to try to reduce the
number of false positives. Ideally, this function should
reliably identify the correct orientation when docking
bound subunits, yet still be able to accommodate small
conformational changes when docking unbound structures. Hence “soft” Lennard–Jones (12-6) and hydrogen
bond (12-10) potential functions were constructed from the
OPLS (Optimized Potentials for Liquid Simulations) parameter set17 in such a way as to retain the long-range
nature and minima of the original 12-6 and 12-10 forms
while dramatically reducing the short-range repulsive
behavior. For example, each 12-6 potential of the form

Docking Very Large Molecules
By itself, our spherical polar approach is unsuitable for
docking very large molecules because our radial basis
functions fall off rapidly beyond about 30 Å from the
chosen origin. Hence, molecular shapes larger than this
are represented poorly. Nonetheless, it is not necessary to
rely on a single coordinate origin. We have developed an
automatic method of generating multiple local coordinate
systems with which to define initial ligand docking orientations about a large receptor. The four main steps of this
algorithm are illustrated in Figure 2. First, the smaller
ligand molecule is (optionally) oriented along the negative
z axis to face the receptor, if knowledge of the ligandbinding surface is available. Second, a low-resolution (L '
5) spherical harmonic surface16 is calculated for the receptor. The surface is discretized by projecting it onto an
icosahedral tessellation of the sphere, as shown in Figure
2(B). At each triangular facet of the surface, a normal
vector is calculated, and a 15 Å radius sphere is centered
on each outward normal, tangential to the surface. This
smothers the surface with spheres. In the third step, the
surface spheres are culled by iteratively identifying and
striking out the sphere that has the greatest volume
overlap with its neighbors. This procedure is repeated
until no overlap volume exceeds 5 Å3. This yields a fairly
even distribution of the surviving spheres over the surface
of the receptor. Finally, each surviving sphere (normal
vector) is used to define a local intermolecular axis for
docking, with the initial ligand-axis orientation being
transferred onto the outward normal, and a local coordinate origin for the receptor being defined at an equal
distance along the inward normal.
Initially, each tessellation triangle is associated with the
chain identifier (ID) of the atom nearest to that triangle’s
center. Thus, surface spheres (normals) may be associated
with chain IDs. If the receptor is composed of symmetryrelated chains, surface spheres may be restricted to a
selected group of chains. This helps avoid the expense of
over-sampling symmetry-related orientations during the
docking search. Figure 2(C) shows the result of applying
the surface spheres algorithm to only the C chain of the
VP6 trimer, and Figure 2(D) shows the trimer covered
with 23 generated MCV Fv starting orientations.
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was fitted to a three-term expansion, ELJ(r):
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where Rnl( ) are harmonic oscillator basis functions, is a
scaled distance, r0  ( A/B)1/6 is the zero crossing point of
the 12-6 potential, and en are the expansion coefficients.
The coefficients, en, were determined by least squares
using six sample values of the target function. The first
sample point, ELJ(0)  " 33E(req), where req  (2A/B)1/6
is the location of the minimum of the 12-6 potential, limits
the repulsive contribution to 33 times the well depth. The
second sample point, ELJ(r0 " 0.5)  0, moves the zero
crossing point approximately 0.5 Å closer to the origin to
allow moderate atomic contacts to occur before being
penalized by the repulsive contribution. The remaining
sample points, ELJ(kreq)  E(kreq) (with k  1, 2, 4, 8),
serve as guide points for fitting the attractive part of the
curve. Figure 3 shows a comparison of this softened
potential with the original 12-6 form, using the OPLS
parameters for a pair of ALA C% atoms. Softened 12-10
potential functions, EHB(r), are calculated for all hydrogenbonding atom types in a similar manner.
Following a correlation search, the first few hundred
orientations are rigidly energy minimized by using soft
OPLS energies calculated for all pairs of atoms i and j
across the protein–protein interface (within a distance
threshold of 10 Å):
EOPLS 
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where 4rij is a distance-dependent dielectric,18 and rij 
max(rij, 1) avoids producing electrostatic spikes at sterically forbidden close contacts. The final docking score for
each orientation is taken as the sum of the OPLS and
shape-based correlation energies at the minimized orientation:

Fig. 1. Spherical polar Fourier shape reconstruction of the MCV Fv fragment, looking directly at the CDR loops.
A: The molecular surface contoured from atomic Gaussians. B, C, D: The spherical polar Fourier molecular surface
reconstructed from expansions to order N  16, 25, and 30, respectively, contoured with a steric density threshold
of 0.25. The coordinate origin for the spherical polar expansion is taken as the center of mass of the Fv fragment. In
each image, the VH domain is on the left and the VL domain is on the right. The CDR loop atoms are colored as
follows: H1: gold; H2: yellow; H3: green; L1: yellow; L2: gold; L3: magenta. All other atoms are colored by atom type:
carbon: green; nitrogen: blue; oxygen: red. Atom colors are assigned to surface vertices using a Gaussian weighting
rule. Hence, surface colors become smeared in regions of low shape resolution. Each surface was contoured by
using the marching tetragons algorithm (see Materials and Methods).

Fig. 2. The four stages of the macromolecular surface sampling algorithm, illustrated schematically for the
antibody MCV-VP6 complex (CAPRI target 2). A: The CDR loops of the MCV Fv fragment (the “ligand”) are
initially oriented to face the VP6 trimer (the “receptor”). The VP6 chains are colored as follows: A: blue; B:
yellow; C: pink. The CDR loops of the much smaller antibody are colored as in Figure 1. B: A low-resolution
(L ' 5) spherical harmonic surface is calculated for the receptor (2252 surface triangles). C: The spherical
harmonic receptor surface after applying the sphere smothering algorithm to the C chain of the receptor. D:
Multiple initial docking orientations for the ligand are generated from the sphere centers. This example shows
23 MCV Fv fragments distributed over the VP6 C chain.
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Fig. 3. Comparison of a softened Lennard–Jones potential (solid line)
with the original OPLS 12-6 form (dashed line). The softened potential is
derived from the 12-6 potential by least-squares fitting to a three-term
harmonic oscillator expansion (Eq. 9).

ETOTAL!R, %1, *1, 2, %2, *2"  ESHAPE $ EOPLS

(11)

Clustering Solutions
Because our macromolecular surface sphere smothering
procedure tends to over-sample the orientational search
space, all low-energy solutions are clustered to identify
distinct orientations. The clustering algorithm first orders
the docking solutions by energy and allocates the lowest
energy solution as the “seed” member of the first cluster.
The list of remaining solutions is then scanned for unallocated entries, and any orientations for which the ligand C
atoms fall within 2 Å RMS of the corresponding atoms in
the seed member are allocated to the current cluster. The
list is then rescanned for the next unallocated low-energy
solution, which becomes the next cluster’s seed, and the
procedure is repeated until all solutions have been allocated to a cluster.
Even when it is not necessary to use multiple ligand
starting orientations, this clustering algorithm provides a
useful way to reduce the number of false-positives generated by a docking search. For example, in an exhaustive
search such as ours, many similar but nonetheless distinct
orientations may be found, and these would tend to “push
a good solution down the list” if clustering were not used.
Clustering is also useful when using energy minimization
because multiple docking solutions can coalesce to a single
minimized orientation.
RESULTS
CAPRI Targets 1–7
In each of the seven CAPRI targets, at least one of the
docking partners was too big to be represented with
reasonable accuracy by spherical polar Fourier expansions
centered on a single coordinate origin. Hence, the sphere
smothering algorithm (see Materials and Methods) was
used to define multiple initial ligand docking orientations
for all calculations except for targets 1 (HPrK/HPr) and 7
(SpeA/TCR-14.3.D). For each target, an initial low-order

N  16 shape complementarity scan was performed by
using 492 and 642 icosahedral tessellation angular samples
for the receptor and ligand rotations (giving rotational
increments in (%1, *1) and (%2, *2) of approximately 10° and
8.5°, respectively), 64 twist angle increments, and 53
intermolecular separations in steps of /0.75 Å from the
starting orientations(s). For all targets, the search was
constrained by using angular cutoffs for %1 and/or %2. The
best 10,000 orientations from the N  16 scan phase were
then refined by using combined high-order shape and
electrostatic correlations at N  30 and using 128 steps
for the twist angle search. The best 500 orientations from
each N  30 correlation were energy minimized and
clustered to give a final list of distinct docking orientations. The specific protocols used and the results obtained
are summarized in Table I and are described in further
detail below.
Target 1: Lactobacillus HPr Kinase–B. Subtilis HPr
Although the kinase structure in target 1 is hexameric,
each individual subunit was considered to be sufficiently
small (265 residues) to be represented with reasonable
accuracy using a single Fourier expansion about a coordinate origin placed near the C domain P-loop phosphate
binding site. However, because the provided HPrK structure had an unresolved loop (residues 240 –253), we first
modeled this loop as an -helix into the 1JB1 structure14
by using Modeller 4.0.19 The model-built monomer was
then fitted to each domain in the hexamer, and all selenomethionine residues were changed to methionines. The
VAL-142:C% atom of the C domain was chosen as the
“receptor” origin, and the coordinate origin of the “ligand”
HPr20 was taken as the all-atom center of mass of the HPr
A chain. The HPr B chain was discarded. The expected
phosphate-binding residue HPr HIS-1521 was initially
positioned close to the residues of the HPrK P-loop, and
docking was performed with a receptor cutoff angle of 45°.
Hence, the HPr A domain was docked primarily onto the
HPrK C domain, while retaining the remaining HPrK
domains in the final force-field calculation.
There is evidence that HPr SER-46 is strongly implicated in phosphate transfer,21 and we expected to see
docking solutions in which SER-46 was physically close to
the HPrK P-loop. However, visual inspection of our lowenergy docking solutions showed only one orientation
(rank 11 after clustering) with a close approach of both a
serine residue (SER-12) and the phosphate-binding residue HIS-15 to the HPrK P-loop; hence, this orientation
was selected (incorrectly) as the only feasible solution
predicted by our algorithm. However, the revealed crystallographic solution22 shows that the HPr HIS-15 residue is
located at a substantial distance from the kinase P-loop
and that SER-46 is significantly closer to the P-loop than
SER-12 is in our prediction.
Target 7: Streptococcal Exotoxin A1–TCR 14.3.D
The superantigen Streptococcal pyrogenic exotoxin A1
(SpeA)23 has a highly similar fold to the Staphylococcus
aureus enterotoxin SEC3, despite a very low sequence
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TABLE I. Hex 3.1 Blind Docking Results for CAPRI Targets 1–7
Target

Description

Constraintsa

Samplesb

Rankc

Contactsd

RMSe

Time/hf

1
2
3
4
5
6
7

HPrK/HPr
VP6/MCV
Hemagglutinin/HC63
-Amylase/AMD10
-Amylase/AMB7
-Amylase/AMD9
SpeA/14.3.D

%1 % 45°
%1, %2 % 45°
%1, %2 % 45°
%1, %2 % 45°
%1, %2 % 45°
%1, %2 % 45°
%1 % 45°

1.5 0 108
5.6 0 108
6.3 0 108
5.6 0 108
5.6 0 108
5.6 0 108
1.5 0 108

—/1
—/5
4/5
—/5
—/5
5/5
3/5

2/56
0/52
43/63
0/58
0/64
53/65
2/37

—
—
7.43
—
—
2.16
—

0.2
5.3
6.5
4.7
4.7
4.7
0.25

a
The angular constraints applied during the docking search. %1 and %2 refer to the latitudinal rotation angles for the receptor and ligand,
respectively.
b
The number of orientations evaluated in the N  16 scan of the search space.
c
The rank of the best prediction and the total number of predictions submitted to CAPRI. A maximum of five submissions per target was
permitted. A dash denotes no submission within 10 Å RMS of the complex.
d
The fraction of correct residue contacts in the predicted docking orientation.
e
The C RMSD between the best docked ligand orientation and the revealed complex structure, following least-squares superposition of the
docked structure onto the complex using all receptor C atoms. The RMSD for target 3 was calculated by using only the Fv fragment of HC63.
f
Total docking time in hours on a dual processor 800 MHz Pentium III Xeon PC.

identity. The structure of a complex between SEC3 and the
TCR 14.3.D has been solved,24 and we assumed SpeA
might bind to the TCR25 in a similar manner to SEC3.
Hence, the SpeA moiety was manually positioned near the
complementarity determining region (CDR) loops CDR1
and CDR2 of the TCR V% domain, TYR-48:C was selected
as the V% coordinate origin, and docking was performed by
tumbling the SpeA ligand over the TCR, with a receptor
cutoff angle of %2 ' 45°. Thus, the docking search ranged
over the entire SpeA surface but was largely constrained to
the CDR loops of the V% domain. After clustering, visual
inspection of the first 100 orientations showed no solutions
that resembled the known TCR-SEC3 binding mode;24
hence, the five lowest energy orientations were submitted
as our predictions for this target.
Subsequent comparison of our predictions with the
revealed structure of the complex26 (PDB code 1L0Y)
showed that we failed to identify practically any of the
SpeA interface residues. In fact, the SpeA-TCR binding
mode is highly reminiscent of the SEC3-TCR complex
(PDB code 1JCK), despite several SpeA-SEC3 residue
mutations at the TCR-binding surface.
Targets 2– 6: Antibody–Large-Antigen Complexes
Each of remaining targets called for the docking of an
antibody to a large antigen. Hence, we used the surface
sphere smothering algorithm to generate multiple local
coordinate systems around the antigen “receptor.” In each
case, the CDR loops of the smaller antibody “ligand” were
manually centered about the negative z axis before generating multiple initial docking orientations of the ligand
over the receptor surface. For targets 2 and 3 (antibody
MCV-bovine rotavirus VP6 and antibody HC63-hemagglutinin), only the Fv fragment of the antibody was used in
the docking calculation. For the remaining targets 4 – 6,
each of which involved docking a different camelid antibody heavy chain variable domain (VHH)27 onto porcine
-amylase,28 each VHH domain was initially oriented with
its center of mass at the origin and with the C of CDR1
residue 30 positioned near the negative z axis.

The surface sphere smothering algorithm was applied to
the C chain of the rotavirus VP6 trimer29 and to the A and
B chains of the hemagglutinin (HA) trimer30 but ranged
over the entire -amylase surface. This generated from 21
(-amylase) to 26 (HA) starting orientations, and each
system was docked by using angular search cutoffs of %1 '
%2 ' 45°, giving around 5– 6 0 108 relative orientations in
which at least one of the CDRs faced the antigen, but
generally excluded trial orientations not involving the
CDR loops. The best 500 orientations from each starting
orientation were energy minimized and clustered into a
single list of solutions. For the VP6 and HA dockings, the
structure of an intact antibody (PDB code 1IGT31) was
superposed onto the first few docked Fv orientations, and
those orientations that were judged to have an infeasible
Fc takeoff direction relative to the membrane-proximal
region of the antigen was discarded. The lowest energy
members of the first five surviving clusters were submitted
to CAPRI. The five solutions submitted for each VHH-amylase complex were selected by using only the calculated energies without further filtering.
This procedure successfully found a reasonably good
solution for one of the two antibody binding modes in the
large HA-HC63 complex32 (rank 4, 43 of 63 correct residue
contacts, with an Fv C RMS of 7.43 Å, docking to the HA A
and C domains), and a very good solution for the somewhat
smaller AMD9--amylase complex27 (rank 5, 53 of 65
correct residue contacts, with a VHH C RMS of 2.16 Å).
These docking orientations are illustrated in Figure 4. The
revealed structures of the two unsuccessfully docked antibody--amylase complexes both have novel VHH-binding
modes, in which most of the antigen-binding residues are
composed of framework and CDR3 residues.27 However,
the chosen angular cutoffs were too tight for the “side-on”
binding modes of AMB7 and AMD10 to appear in the
search space.
Retrospective Redocking
Although it is pleasing that good predictions were found
for two of the seven targets, we wanted to investigate the
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Fig. 4. A: The best docking solution obtained for the HA-HC63 complex (target 3, rank 4, 43 of 63 correct
residue contacts, Fv RMS 7.43 Å). The HC63 Fv fragment is colored as follows: VH: white; VL: cyan; H1:
orange; H2: yellow; H3: green; L1: red; L2: yellow; L3: blue. The crystallographic orientation of the Fv is shown
in light green. The HA chains are colored as follows: A: light blue; C: pink; E: dark blue; F: orange. B: The best
docking solution obtained for the camelid antibody AMB9--amylase complex (target 6, rank 5, 53 of 65 correct
residue contacts, VHH RMS 2.16 Å). The -amylase is in blue and the AMB9 VHH domain is in white. The
active-site amylase residues are colored as follows: ASP-197: red; GLU-233: yellow; ASP-300: green. The
VHH CDR loops are colored as follows: CDR1: red; CDR2: green; CDR3: blue. The crystallographic orientation
of the VHH is shown in light green.

extent to which the various components in our scoring
scheme helped or hindered our predictions. Hence, each
docking run was recalculated in the presence of the
revealed complex structure, using correlations at both
N  30 and N  258 and both with and without the
electrostatic correlation and soft OPLS energy minimization procedure. For each target, the coordinates of the
known complex were initially superposed onto the undocked receptor structure, and the ligand was randomly
positioned close to, but not coincident with, its position in
the complex. This allowed the RMSD between each docked
ligand orientation and the correct orientation in the complex to be calculated easily. All calculations used the same
search parameters as above, except that the ligand cutoff
angle %2 was increased to 90° for targets 4 and 5 to include
the unusual VHH-binding orientations in the search space.
Table II shows the results of these retrospective docking
calculations. This table shows that in most cases using
correlations to N  30 gives superior predictions than
using softer N  25 correlations. It also shows that our
electrostatic correlation is beneficial in some cases (targets
3– 6) but not in others, notably target 7. Similarly, considering the N  30 calculations, our OPLS refinement
procedure improves the rank and/or RMS of some solutions (targets 3, 5, 6, and 7) but worsens the remainder. It
is interesting, and indeed ironic, to note that shape-only
correlations at N  30 identified rank 1 solutions for
targets 1 and 6. Nonetheless, the combined N  30 steric
plus electrostatic plus OPLS scoring scheme gives a significantly improved average rank compared to shape-only
correlations. It is worth noting that the best orientation
obtained retrospectively for target 6 is superior to our
original CAPRI submission. This finding suggests that
despite the small search increments used here, there
remains some dependence in our calculations on the

starting orientation, and hence using yet smaller search
increments could be beneficial.
Overall, Table II shows that our current algorithm could
not have correctly predicted more than two low RMS
orientations for the seven CAPRI targets within the limit
of five submissions permitted by the CAPRI assessors. On
the other hand, the final column of ranks in this table
shows that when using steric plus electrostatic correlations to N  30 in conjunction with soft OPLS energy
minimization, a good docking solution is ranked within the
top 20 for four of the seven CAPRI targets.
DISCUSSION
We have presented several enhancements to our original
spherical polar Fourier docking correlation algorithm. In
particular, the new surface sphere smothering algorithm
allows a large receptor surface to be divided into a feasible
number of smaller surface regions over which a ligand may
be docked in a series of high-resolution angular docking
searches. There is essentially no limit to the size of
proteins that may be docked with this approach, although
the current implementation allows multiple local coordinate systems to be defined for only one (the larger) of the
two docking partners. This approach allowed the five large
antibody-antigen targets to be docked almost fully automatically. In these cases, it was expedient to use knowledge of the antibody CDRs and to constrain these loops to
face the antigen during the docking search. This was easily
achieved by using two simple constraints on the angular
degrees of freedom. However, our chosen angular constraints were too tight for the novel framework-CDR3
binding modes of the ABD10 and AMB7 VHH domains to
be included in the search space around the -amylase
surface (targets 4 and 5).

105

PROTEIN DOCKING USING HEX 3.1

TABLE II. Hex 3.1 Retrospective Docking Results for CAPRI Targets 1–7†

Target

R/L
RMSe

1
2.39/0.57
2
0.62/0
1.13/0
3-ACg
3-CE
1.13/0
4
0.41/0
5
0.41/0
6
0.41/0
7
1.09/0.49
Average rank:
1
2.39/0.57
2
0.62/0
3-AC
1.13/0
3-CE
1.13/0
4
0.41/0
5
0.41/0
6
0.41/0
7
1.09/0.49
Average rank:h

Shape onlya

1ELb

1MMc

1EL 1 MMd

Nf

Rank

RMS

Rank

RMS

Rank

RMS

Rank

RMS

30
30
30
30
30
30
30
30

1
37
112
62
63
826
1
122
175
6
452
245
544
70
185
40
234
257

4.06
3.05
9.99
8.91
3.05
2.74
0.75
5.37

11
41
18
39
10
118
1
295
76
104
715
27
85
13
29
8
—
163

4.06
3.05
2.75
8.91
3.05
2.74
0.75
9.22

33
123
3
18
125
18
1
39
51
13
359
54
129
19
169
4
64
124

4.18
2.90
6.95
8.43
8.74
2.49
0.64
5.60

19
119
3
15
106
20
1
118
57
16
333
43
88
20
5
4
—
92

4.18
2.90
6.95
8.43
8.74
2.49
0.64
8.83

25
25
25
25
25
25
25
25

4.06
3.02
2.75
8.20
3.69
2.72
0.75
5.80

4.06
3.02
2.75
1.80
3.79
2.67
0.75
—

9.16
2.85
3.38
9.96
1.50
2.55
0.64
5.89

7.41
2.85
3.38
9.96
1.50
2.49
0.64
—

†
Listed are the rank and RMSD of the first docked ligand orientation found within 10 Å RMS of the orientation of the revealed complex, calculated
by using different combinations of scoring functions. Each docking calculation used a random initial ligand orientation and the same search cutoff
angles as used in the blind trial submissions, with the exception of targets 4 and 5 for which the ligand cutoff angle was increased to %2 ' 90° to
include the unusual VHH-binding modes in the search space. A dash indicates no solution found within the top 5000 orientations.
a
Shape-only docking correlations.
b
Shape plus electrostatic correlations.
c
Shape-only correlations followed by soft molecular mechanics minimization of the best 500 orientations from each starting orientation.
d
Shape plus electrostatic correlations followed by soft molecular mechanics minimization of the best 500 orientations from each starting
orientation.
e
R/L RMS denotes the C RMSD between the unbound and complexed structures of the receptor (R) and ligand (L), tabulated as R/L.
f
The order, N, of the high-resolution shape and electrostatic correlations.
g
There are two antibody-HA binding modes in target 3. One antibody binds across the AC domains (labeled 3-AC), and the other spans the CE
domains (3-CE).
h
Average rank calculated by using results only for targets 1– 6 at N  25.

The speedup achieved by implementing the innermost
cycle of our correlation search as a 1D FFT allowed finer
angular search increments and higher order correlations
to be used than in our previous study.8 Table II shows that
using N  30 correlations improves the average rank of
good docking orientations compared to the softer N  25
correlations used formerly by approximately a factor of 2.
However, our retrospective docking results for target 6
indicate that the use of yet finer angular search increments would be desirable. This is practicable because
despite the exhaustive nature of our search algorithm, the
initial N  16 scan of the search space is very fast
(calculating up to 800,000 orientations/s on a dual processor 800 MHz Pentium III Xeon PC), and total execution
times are quite reasonable (Table I). Therefore, there is
considerable scope to trade speed for increased accuracy.
Consistent with our earlier results for enzyme-inhibitor
and antibody-antigen complexes,8 the benefit to be gained
by including electrostatic correlations in the docking score
seems variable and unpredictable. We do not have a
satisfactory explanation for this except to note that the 1/r
form of an electrostatic potential has a much weaker
distance dependence than a 12-6 or steplike “steric potential.” Therefore, our current scoring function may be giving
too much weight to this much weaker discriminant of
complementarity. On the other hand, our soft OPLS

refinement scheme seems promising. By design, the use of
softened OPLS potentials significantly improves the energy and rank when redocking the bound subunits of
known complexes (data not shown); yet compared to
shape-only correlations it still improves the rank and/or
RMSD in five of the seven unbound docking problems
studied here. Furthermore, the best average rank of good
solutions is achieved when using shape-only N  30
correlations followed by our soft OPLS refinement scheme
(Table II). However, even a softened Lennard–Jones potential energy function is likely to be quite sensitive to small
conformational changes in the binding site residues. Hence,
our soft potentials would probably not perform well if the
conformational changes are much larger than those observed here (column 2 of Table II). Although there is scope
to optimize the soft potential parameters used here, we
expect it will be necessary to incorporate an explicit model
of conformational flexibility if significantly more accurate
models of protein–protein interactions are to be achieved.
Following the round 1 docking runs (targets 1–3), considerable time was spent attempting to assess visually the
feasibility of the docked solutions. However, we failed to
recognize a good solution for target 1, and the best
calculated solution for target 2 had too poor a rank to be
considered. Visual inspection did not improve the satisfactory orientation (rank 4) submitted for target 3. In round 2
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(targets 4 –7), the “ligand” CDR loops were initially oriented toward the corresponding antigen, but the final
submissions for these targets were essentially selected
automatically. Hence, it is gratifying that a further good
docking orientation was identified for target 6.
CONCLUSIONS
We have described several enhancements to our docking
program Hex. A novel surface sphere smothering algorithm allows our original approach to be extended to dock
large macromolecules such as large viral surface proteins.
Using high-order (N  30) spherical polar Fourier correlations in conjunction with a soft molecular mechanics
potential function often improves the rank obtained for
low RMS docking orientations, even when docking unbound subunits. There remains scope to optimize the soft
potential parameters, but we believe it will be necessary to
incorporate an explicit model of conformational flexibility
if we are to calculate significantly more accurate models of
protein–protein interactions. Nonetheless, Hex 3.1 successfully identified good docking orientations for two of the
seven target complexes presented in the blind CAPRI
docking experiment, and subsequent analysis of our results shows that our algorithm can place a good solution
within the top 20 orientations for four of the seven targets.
This finding shows that useful in silico protein–protein
docking predictions can now be made with increasing
confidence, even for very large macromolecular complexes.
Hex 3.1 is available at http://www.biochem.
abdn.ac.uk/hex/.
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ABSTRACT
This article describes our attempts to dock the targets in CAPRI Rounds 3–5
using Hex 4.2, and it introduces a novel essential
dynamics approach to generate multiple feasible
conformations for docking. In the blind trial, the
basic Hex algorithm found 1 high-accuracy solution for CAPRI Target 12, and several further
medium- and low-accuracy solutions for Targets
11, 12, 13, and 14. Subsequent a posteriori docking
of the targets using essential dynamics “eigenstructures” was found to give consistently better
predictions than rigidly docking only the unbound or model-built starting structures. Some
suggestions to improve this promising new approach are presented. Proteins 2005;60:269 –274.
©
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INTRODUCTION
Protein–protein docking algorithms aim to predict how a
pair of proteins might bind or “dock” using knowledge only
of the 3-dimensional (3D) structures of the separate components. Most current algorithms assume the proteins to be
docked are rigid. Any conformational changes on going
from the unbound to the bound protein structures are then
typically absorbed or ignored by using “soft” scoring functions (see review1). However, the rigid-body assumption is
often an unrealistic idealization that can cause many
false-positive predictions. One way to reduce the number
of false positives is to use biochemical knowledge to filter
the solutions.2 Alternatively, protein flexibility may be
simulated using molecular dynamics (MD)3 or by docking
multiple conformations from MD snapshots.4 Recently, a
principal component analysis of MD trajectories was used
to accelerate flexible protein–ligand docking calculations.5
However, MD-based approaches remain computationally
expensive because long timescale simulations are required
to explore fully each protein’s conformational space. Hence,
there is a need to develop more efficient ways of modeling
protein flexibility during docking.
This article describes our attempts to dock the targets in
CAPRI Rounds 3–5 (T8 –T14, T18, and T19) using Hex
4.2.6,7 It also introduces current work toward developing
an efficient way to model protein conformational change
during docking. This novel approach uses an adaptation of
the distance constraint essential dynamics (DCED) technique8,9 to generate multiple feasible conformations for
©
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docking, which we call “eigenstructures.” Because this
work is ongoing, the results reported for docking DCED
eigenstructures were obtained retrospectively, after the
coordinates of the CAPRI target complexes had been made
available. Overall, the basic Hex approach found 1 highaccuracy solution for T12, and several further mediumand low-accuracy solutions for T11, T12, T13, and T14. In
all cases, the retrospective DCED docking results show a
moderate but consistent improvement when docking multiple eigenstructures compared to docking only the unbound or model-built starting structures. This indicates
that further development of the approach would be worthwhile.
METHODS
Target Preparation
For the majority of the targets, the docking predictions
submitted to CAPRI were made using shape-only Hex
correlations to order N  30. Because the unbound structures of several of the targets were given as homologues,
Modeller 4.010 with default parameters was used as necessary to build a model from the template recommended by
the CAPRI organizers. We used available evidence from
the literature to try to identify or predict the location of one
or both epitopes for each target. For example, for T8,
laminin is reported to bind to nidogen via the 4 domain.11
Hence, the 4 loop was manually oriented to face the main
propeller axis of nidogen, and 1 angular search constraint6
was used to keep it toward the nidogen during docking. T9
(LicT homodimer) was modelled from the unphosphorylated structure [Protein Data Bank (PDB) code: 1H99]. We
presumed there would be relatively little conformational
change on phosphorylation, and hence set tight search
constraints to permit only small rotational/translational
movements from the orientation of the unphosphorylated
homodimer.
Predicting the structure for the trimeric tick-borne
encephalitis virus (TBEV) envelope protein was an interesting challenge. As suggested by the CAPRI organizers,
we assumed the complex would have trimeric symmetry
and focused the search around the membrane-distal domain II. Initially, 3 monomers (A, B, C) were superposed
and centered at the origin. Keeping molecule A fixed, a
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pairwise A–B docking search was performed and for every
rigid-body transformation T applied to molecule B, molecule C was transformed by T!1. A distance filter was then
applied to eliminate orientations in which the A–B, A–C,
and B–C distances between the domain II centroids differed by more than 3 Å. This gave a small ranked list of
surviving orientations, of which visual inspection found
just 2 with near-perfect 3-fold symmetry. These were
submitted as our predictions for this target.
The cohesin– dockerin complex presented another interesting target (T11, T12). There is stochiometric evidence
that when dockerin binds to cohesin, it disrupts the
cohesin domain dimer.12 We therefore supposed that there
would be a surface patch on dockerin that mimics part of
the cohesin surface buried in the dimer. Hence we used
Hex’s surface skin shape similarity correlation mode to
superpose dockerin onto the B domain of the cohesin A–B
dimer (PDB code: 1AOH) in order to give a starting
orientation for docking with both presumed binding sites
initially in contact. The rank 4 superposition was selected
as the starting orientation, because this was seen to bring
into contact many of the residues that had been implicated
as key binding residues in previous studies.12,13 This
approach was used for both T11 (docking an NMR dockerin
homologue) and T12 (dockerin coordinates provided from
the crystal structure of the complex).
For T13 [antibody–surface antigen 1 (SAG1)], we
presumed that the antibody would bind to the SAG1
N-terminal D1 domain because the C-terminal domain
of SAG1 is attached as a dimer to the Toxoplasma gondii
cell surface.14 Hence the A-chain D1 domain was initially positioned close to the antibody hypervariable
loops, and angular constraints were used to limit the
correlation to the hypervariable region. Docking was
performed in the presence of the B-chain in order to
“block” the distal surface of the A-chain D1 domain.
Prior structural knowledge was also available for T14
[protein phosphatase-1 (PP1)–myosin phosphatase–
targeting subunit (MYPT1)]. The KVKF motif residues
35–38 of MYPT1, which are known to play a key role in
binding PP1c,15 were manually located in the PP1
hydrophobic binding groove identified by Egloff et al.16
in such a way as to avoid as far as possible producing
steric clashes between the rest of the two structures. For
T18 [xylanase–Triticum aestivum xylanase inhibitor
(TAXI)], we restricted the docking search to the xylanase catalytic site17 and sampled all parts of the TAXI
surface during the docking run. Because the TAXI
structure was provided in its bound form yet still
contained unresolved surface loops, any docking orientations that contained these loop regions were manually
rejected on the assumption that all binding-site residues
would be fully resolved in the complex. For T19 (prion–
FAB), the prion protein was modeled from the recommended template (PDB code: 1DWY). The docking search
was constrained to the antibody hypervariable loop
regions but ranged over the whole prion surface.

Generating DCED Eigenstructures
We use the CONCOORD program9 to generate a large
number of pseudorandom 3D protein conformations. This
ensemble of structures may be considered as permissible
sample points within the multidimensional conformational space of the protein. In order to capture the most
significant fluctuations within this space, the essential
dynamics (ED) approach constructs a square covariance
matrix C of the means of the deviations of each atom’s
coordinates xi from its average (or, in this work, its initial
unbound) position ui:
u i #"x j

C ij  "x i

u j# ,

(1)

where the subscripts i,j  1…3N label the components of
the Cartesian coordinates of the N atoms under consideration. Hence, at least 3N conformational samples are
required for an ED analysis. The covariance matrix may be
diagonalized to solve for T and $:
C  T  $  TT ,

(2)

where T is the matrix of eigenvectors, e k, and $ is a
diagonal matrix of eigenvalues, %k. The eigenvectors and
eigenvalues represent the principal components and
squared magnitudes of the coordinate fluctuations in C,
respectively. If the eigenvectors are considered in order of
decreasing size of their corresponding eigenvalues, most of
the fluctuation is found within in the first few eigenvectors. Hence the DCED technique captures much of the
internal motion of a protein, while avoiding most of the
computational expense of running a full molecular dynamics (MD) simulation.8
Here, we adapt the above approach to generate feasible
starting structures for docking by first performing a DCED
analysis on the initial conformation of the starting structure. Because the eigenvectors are orthonormal and span
the conformational coordinate space of the protein, any 3D
conformation may, in principle, be constructed from an
appropriate combination of eigenvectors. For example,
denoting vectors of bound and unbound protein coordinates by B and U (with U  {ui;i  1…3N}, etc.), we may
write
BU



e .

(3)

k k

k

The coefficients k represent the weights with which the
eigenvectors should be combined in order to obtain the
bound conformation from the coordinates of the unbound
structure. When the unbound and bound coordinates are
known, we call the quantity
(4)

VB!U
the “docking vector,” and the weights
exactly using a projection:
k

 V  e k .

k

may be solved
(5)

This provides a useful way to evaluate the approach with
known complexes. Figure 1 shows the C root-meansquare deviation (RMSD) between the calculated and
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Fig. 1. RMSD between the calculated and actual bound conformations of the CAPRI ligand structures as a
function of the number of eigenvectors used in Eq. (3). Eigenvectors are combined using weights k calculated
from a projection [Eq. (5)] of the unbound– bound docking vector [Eq. (4)]. The plots show that most of the
conformational change that occurs on binding may be accounted for by the first few eigenvectors.

actual bound conformations as a function of the number of
eigenvectors used in Eq. (3). This shows that the first few
eigenvectors can account for much of the backbone conformational change that takes place on binding. Of course, in
predictive docking the desired bound conformation is
unavailable, and indeed the initial unbound conformation
may have been model-built. Nonetheless, we assume that
following an ED analysis of the starting structure, there
will exist some combination of the most significant eigenvectors that will transform it into one that resembles more
the bound form. In other words, we assume that each
conformation is accessible from the other through the
fluctuation modes embedded in its structure. The task
then reduces to calculating the weights with which a
sufficient number of eigenvectors should be combined.
In our approach, the DCED analysis is applied to the
heavy atoms C , C, O, N, and C! (if present). Then, each
candidate backbone conformation Bnj is constructed as


n

B nj  U

e ,

kj k

(6)

k1

where the subscript j enumerates samples along the kth
eigenvector, kj  "#, "2#, and so on. We typically use
#  0:25 Å. Hence, each candidate conformation deviates
from all others by an integral multiple of 0.25 Å RMSD.
However, many of these conformations will have infeasible covalent bond lengths and angles. Hence, we
arbitrarily define any covalent bond that differs by more
than 1% from the original structure as a “bad bond,” and
we reject any conformation with more than 5 bad bonds.
In our current implementation, up to n  8 eigenvectors
are sampled while kj " !$ k , which can produce up to

around 105 candidate backbone conformations. Applying our simple bond length filter typically reduces this
number to less than 100. Because these candidate
structures have locally very similar backbone geometries to the starting conformation, side-chain atom
coordinates are transferred directly from the starting
structure. We call the resulting 3D protein structures
“eigenstructures.” In the current study, eigenstructures
were generated for just 1 of the proteins in each complex
(typically the unbound or smaller component, which we
consider as the “ligand”), primarily to avoid the computational expense of multiple cross-dockings.
Table I summarizes the number of conformational
models generated and filtered for the CAPRI targets
using the above procedure (this table omits the very
flexible T9 LicT structure; T18 is also omitted because
the TAXI ligand does not have a contiguous backbone, as
required by CONCOORD). The final 3 columns of RMSDs
show that in all cases, conformations can be generated
which have a lower C deviation from the bound form
than the initial unbound structure. For example, when
using a projection on the first 8 eigenvectors, the
unbound– bound C deviation for T8 is reduced by 0.58 Å
RMSD from 1.88 Å to 1.30 Å RMSD. For T17, the
corresponding reduction is 0.70 Å RMSD. With blind
eigenvector sampling using a fixed step size, the reduction available in the RMSDs is less than the theoretical
optimum, but it can still be significant in favorable cases
(e.g., 0.26 Å and 0.21 Å RMSD for T8 and T17, respectively). Hence, Table I shows that improved backbone
conformations may be generated with relatively little
effort in the DCED approach.
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TABLE I. Eigenstructure Model Summary
Target
T8
T10
T12
T13
T14
T15
T16
T17
T19

Ligand

AAa

EVb

CSc

ESd

B/UBe

B/ES(opt)f

B/ES(#)g

Laminin
TBEV-B
Dockerin
SAG1
PP1
ImmD
GH10
GH11
PrP

162
395
138
129
294
87
257
188
121

8
6
5
8
8
5
8
8
7

405,405
8505
1215
54,675
59,535
2025
120,285
54,675
28,431

624
49
19
52
229
6
49
33
54

1.88
11.33
0.44
0.96
0.88
0.15
1.19
5.09
1.59

1.30
10.90
0.37
0.92
0.83
0.11
1.12
4.39
1.26

1.62
11.13
0.42
0.94
0.85
0.15
1.16
4.88
1.47

a

The number of amino acids (AA) in the ligand structure.
The number of eigenvectors (EV) used.
c
The number of candidate structures (CS) generated from the eigenvectors using a step size of #  0.275 Å.
d
The number of eigenstructures (ES) remaining after applying the bond length filter.
e
The C RMSD between the bound and unbound structures.
f
The best possible RMS deviation between the bound conformation and the optimal eigenstructure
calculated from projections of the first 8 eigenvectors.
g
The lowest C RMSD between the bound conformation and the best eigenstructure found when using a
fixed step size (#) search along the first 8 eigenvectors.
b

RESULTS
CAPRI Docking Predictions
Using the assessment criteria of Méndez et al.18 described in this issue of Proteins, the best Hex predictions
were made for the cohesin– dockerin targets,19 with 1
high-accuracy and 2 low-accuracy solutions for T12 (docking the dockerin X-ray structure; dockerin RMSD is 1.87
Å), and with 1 medium-accuracy and 2 low-accuracy
solutions for T11 (docking the NMR dockerin homologue).
Hex also found 1 low-accuracy solution for T13, and 3
low-accuracy solutions for T14.20 Two plausible trimeric
complexes were produced for T10. Although the predicted
contact surfaces largely involved the TBEV domain-II
monomers, they did not exhibit the more extended domain
contacts present in the revealed crystal structure.21 We
presume this is because we assumed the monomer to be
rigid, when in fact extensive interdomain motion occurs on
assembly of the trimer.21 Despite using considerable prior
knowledge from the literature as summarized above, Hex
failed to find good predictions for the remaining targets.
We ascribe this to the large conformational changes observed in T822 and T9,23 and to the additional difficulty of
docking model-built structures (e.g., T19).
Docking DCED Eigenstructures
In order to investigate the utility of our eigenstructure
docking approach, we retrospectively docked ED-generated eigenstructures for those targets amenable to DCED
analysis. Because, by this stage, the crystal structures of
the complexes had been revealed, we chose to start each
docking run with the eigenstructures initially superposed
onto the C atoms of the complex. All docking runs in this
test used shape-only N  30 correlation and 45° angular
search constraints on each protein. In some cases, the
eigenvector step size and bond length filter parameters
were modified slightly (e.g., for T8 and T14) in order to
achieve a more manageable list of eigenstructures (% 100)
to be docked. Each list of eigenstructures was then seeded

with the conformations of the unbound and bound ligand
structures in order to permit a direct comparison of
docking the 3 types of structure. Due to the large number
of orientational samples generated, all docking solutions
were sorted and clustered as described previously.7 The
total computational cost was around 12 CPU-hours per
complex on a 1.8 GHz AMD Athlon processor.
Table II summarizes the results of this test. For example, the first low-RMSD orientation found for T8 is the
eigenstructure that appears as the first member (out of 94)
of the 30th cluster. This orientation has a lower deviation
from the complex than the initial unbound conformation,
which appears at position 40 in the same cluster. The
bound conformation appears further down the list in
cluster 84 (at position 1 of 2). Thus, our scoring function
ranks the bound conformation less favorably than the
other 2 structures. Similar trends are seen for the remaining complexes. Contrary to previous rigid-body results,6
the bound conformation is ranked less favorably than the
unbound one in several cases. We believe this is due to the
very large number of decoy conformations in the docking
list. On the other hand, considering the clusters containing
the unbound structures, in almost all cases, the scoring
function places a comparable or lower RMSD eigenstructure at a better rank than the unbound conformation. This
indicates that the DCED approach is successfully generating improved trial docking conformations compared to
docking the initial unbound or model-built structures.
DISCUSSION
Overall, the blind predictions made by Hex were fairly
successful, with 1 high-accuracy prediction for T12 and
with several further medium- and low-accuracy predictions for Targets 11, 12, 13, and 14. The novel superposition approach used to set up the cohesin– dockerin docking
runs (see Methods section) was useful in helping to
identify our good prediction for the challenging case of T11
(docking the NMR dockerin homologue). Similarly, for T13
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TABLE II. Eigenstructure Docking Summarya
Target
T8
T11
T12
T13
T14
T15
T17
T19

Docked ES

Bound

RMSD

Unbound

RMSD

ES

RMSD

94
37
40
52
60
39
33
40

84 (1/2)
19 (1/5)
1 (1/90)
5 (1/9)
16 (1/3)
20 (6/17)
3 (1/8)
1 (1/12)

9.71
5.52
0.64
1.17
9.95
7.80
1.56
0.95

30 (40/94)
2 (29/183)
1 (23/90)
1 (32/306)
10 (10/177)
8 (20/77)
NF
13 (46/66)

8.80
9.55
1.53
0.96
8.81
3.47
NF
7.70

30 (1/94)
2 (1/183)
1 (6/90)
1 (1/306)
10 (1/177)
8 (1/77)
12 (1/43)
13 (1/66)

8.24
9.20
1.53
6.24
8.81
4.94
8.64
5.28

a
Listed are the number of ligand eigenstructures docked for each target followed by the cluster rank of the
first solution with a C deviation of 10 Å RMSD or less obtained when docking bound, unbound, and
DCED-generated eigenstructures, respectively. Figures in brackets (n/m) give the rank of the orientation
(n) within the cluster of given size (m). NF denotes no low RMSD solution found within the first 512
clusters.

and T14, prior knowledge of the binding site(s) was
sufficient to help Hex find several reasonably acceptable
solutions. On the other hand, Hex failed to find good
solutions for the remaining targets despite the use of
considerable prior knowledge from the literature. The
difficulty in these cases was largely due to the conformational changes that occur on binding, or conformational
inaccuracies in our model-built starting structures.
Our initial studies on DCED eigenstructures seem very
promising. We have shown that the first few eigenvectors
intrinsically encode much of the backbone conformational
flexibility observed on binding. The results with the CAPRI targets show that docking multiple eigenstructures
generated from the first 8 eigenvectors is sufficient to give
better docking predictions than docking only the initial
unbound or model-built structures. However, there is
clearly scope to improve the quality of the generated
conformations. For example, increasing the number of
eigenvectors sampled and using a variable step size to
search along each eigenvector should give better coverage
of the conformational space accessible to each protein.
Additionally, using a more sensitive method of estimating
and possibly minimizing the internal energies of the
generated eigenstructures should give more physically
realistic structures within that space. However, it will also
be necessary to make the docking scoring function more
selective in order to identify a near-native conformation of
the complex from a large repertoire of physically realistic
decoys.
CONCLUSION
The results obtained for the CAPRI targets using Hex
show that in favorable cases, useful rigid-body predictions
can be made for relatively difficult protein–protein docking
problems, particularly when some prior knowledge of the
system is available. However, there is clearly a need to
develop better ways of modeling protein flexibility during
docking. Our initial results obtained from docking DCED
eigenstructures indicate that this new approach presents
a promising and tractable way to address this problem,
and that further development of the technique would be
both worthwhile and feasible.
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Analytic expressions are presented for calculating translations of high-order
three-dimensional expansions of orthonormal real spherical harmonic and
Gaussian-type or exponential-type radial basis functions. When used with real
spherical harmonic rotation matrices, the resulting translation matrices provide
a fully analytic method of calculating six-dimensional real-space rotational–
translational correlations. The correlation algorithm is demonstrated by using an
exhaustive search to superpose the steric density functions of a pair of similar
globular proteins in a matter of seconds on a contemporary personal computer.
It is proposed that the techniques described could be used to accelerate the
calculation of e.g. real-space electron density correlations in molecular
replacement, docking proteins into electron microscopy density maps, and
searching the Protein Data Bank for structural homologues.

1. Introduction
Solving protein crystal structures by molecular replacement
(MR) (Rossmann, 1990, 2001), fitting protein structures into
electron microscopy (EM) density maps (Roseman, 2000;
Rossmann, 2000; Frank, 2002), and predicting the docking
mode of a pair of proteins (Katchalski-Katzir et al., 1992;
Ritchie & Kemp, 2000) are three examples of tasks which
typically involve searching for the coordinate transformation
that maximizes a six-dimensional correlation. Often, such
correlations can be expressed as the overlap between one or
more pairs of three-dimensional scalar functions, such as
electron densities, and it is primarily this type of correlation
that is considered here. For example, if some phase information is available from multiple anomalous dispersion (MAD)
or multipe isomorphous replacement (MIR) data, or from a
partial model, the phased translation function may be used to
correlate a low-resolution electron density map with the
density from a model structure to help locate the model in the
crystal unit cell (Read & Schierbeek, 1988). This type of
translational correlation may be accelerated using a threedimensional fast Fourier transform (FFT). However, the
correct solution can sometimes be missed if the rotational
solution is in error. This can often be corrected by varying the
rotational orientations (Fujinaga & Read, 1987) or by translating multiple rotational peaks (Navaza, 2001), but both these
techniques entail additional computational cost. Hence a more
thorough but economical method of correlating electron
densities could be beneficial. We note that combined sixdimensional rotational-translational Patterson correlation
(PC) approaches have recently been successful in solving
difficult MR cases without using phase information (Chang &
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Lewis, 1997; Sheriff et al., 1999). However, these approaches
are based on point-wise evaluations of the PC in reciprocal
space (Chang & Lewis, 1997; Kissinger et al., 1999; Jamrog &
Zhang, 2003) and hence appear not to be amenable to the type
of correlation discussed here. Correlating electron densities
may also be used to locate secondary structure fragments in
density maps (Cowtan, 1998), and has been proposed as a
novel way to search the Protein Data Bank (PDB) (Sussman et
al., 1998) for candidate molecular replacement models
(Cowtan, 2001). Similarly, protein–protein docking algorithms
often use a three-dimensional translational FFT to search for
good docking orientations (Katchalski-Katzir et al., 1992;
Vakser, 1995). However, in each of these examples the
translational FFTs must be repeated for a large number of
rotational orientations in order to cover the remaining three
degrees of freedom. Hence, more efficient correlation techniques would be useful in these areas as well.
The FFT may also be used to accelerate rotational searches.
For example, the MR fast rotation function represents a
Patterson map of self-vectors as an expansion of spherical
Bessel and spherical harmonic functions and uses a twodimensional FFT to orient a search model with respect to the
observed diffraction data (Navaza, 1987). Vagin & Isupov
(2001) adapted the fast rotation function to implement a
phased rotation function (rotational density correlation)
which allows a spherically averaged search model to be
located in the unit cell using the phased translation function
before solving its rotational orientation. However, this
approach still requires rotational and translational correlations to be treated separately. More recently, Kovacs et al.
(2003) employed an elegant Euler angle factorization in order
to fit proteins into EM density maps using a five-dimensional
J. Appl. Cryst. (2005). 38, 808–818
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rotational FFT. However, their approach entails calculating
certain residual overlap integrals which must be computed
numerically.
In our own areas of interest, namely protein docking and
shape comparison, we developed a six-dimensional spherical
polar Fourier (SPF) correlation approach (Ritchie & Kemp,
2000) to try to address the limitations of the Cartesian FFT
docking methods. In the SPF representation, each threedimensional scalar property of interest is written as an
expansion of real spherical harmonic plus orthonormal radial
basis functions. This allows the correlation between a pair of
proteins to be expressed naturally as a search over one
translational and five rotational degrees of freedom. Because
the rotational properties of the spherical harmonics have been
described extensively elsewhere (see e.g. Rose, 1957;
Biedenharn & Louck, 1981a), this article focuses on calculating translations for SPF expansions. Formerly, we calculated
translations by numerical integration in the (r, ) plane
(Ritchie & Kemp, 2000). Here, we give analytic expressions
for efficiently calculating high-order translation matrix
elements for both harmonic oscillator (HO) and orthogonal
Coulomb-type radial basis functions using spherical Bessel
transforms. The HO functions, sometimes referred to as
Gaussian-type orbitals (GTOs), have long been used in
molecular orbital calculations because of the ease of calculating overlap integrals between pairs of such functions (Boys,
1950). The Coulomb-type functions, sometimes referred to as
exponential-type orbitals (ETOs) (Guseinov, 2001, 2002),
have an exponential factor in place of the Gaussian and
correspond to orthogonalized Slater-type atomic orbitals
(STOs) (Barnett & Coulson, 1951) and B-functions (Filter &
Steinborn, 1978), or equivalently Bessel-type orbitals (BTOs)
(Ozdogan et al., 2005).
In what follows, the abbreviations GTO and ETO will be
used to refer to the radial functions used here for consistency
with the recent quantum mechanics literature. Despite much
prior work, there is still considerable interest in developing
efficient and stable methods of calculating integrals over
GTOs (Arakane & Matsuoka, 1999; Chiu & Moharerrzadeh,
1999), and especially STOs (Filter & Steinborn, 1980; Weniger
& Steinborn, 1983; Hierse & Oppeneer, 1994; Ozdogan et al.,
2005; Rico et al., 2005). Nonetheless, to our knowledge, the
analytic expressions presented here to translate ETO basis
functions and to relate ETOs to BTOs are novel. We also
describe non-orthogonal expansions of GTOs and ETOs
which give at least a twofold speed-up compared with calculating translations in the orthogonal bases.
Our expressions have been tested for numerical accuracy up
to order N = 32, which is sufficient for high-resolution protein–
protein docking correlations (Ritchie, 2003). We find it is
necessary to use an extended-precision arithmetic library to
calculate high-order translation matrix elements analytically,
although all subsequent calculations may be performed in
ordinary double-precision arithmetic. However, because much
of our docking algorithm has been described previously
(Ritchie & Kemp, 2000), the calculations are illustrated here
by superposing a pair of similar superantigen proteins. In
J. Appl. Cryst. (2005). 38, 808–818

contrast to multi-dimensional FFT approaches, our correlation
is calculated as a combinatorial search over pairs of rotated
and translated coefficient vectors. With low-order polynomial
expansions there is no advantage in using an FFT, although for
high-order correlations our algorithm can be accelerated using
a one-dimensional real fast Hartley transform (FHT)
(Bracewell, 1999). In the example given, a good superposition
is achieved using low-order expansions to N = 6, with a total
calculation time of under 8 s for an exhaustive six-dimensional
search on a 2 GHz Pentium Xeon processor. This corresponds
to evaluating approximately 6  106 trial orientations sÿ1. This
demonstrates that the SPF correlation technique offers a
novel and powerful approach for problems that involve
calculating real-space six-dimensional rotational–translational
correlations.

2. Methods
2.1. Polar Fourier expansions

In the SPF approach, each scalar property of interest, A(r),
is represented as an infinite expansion, truncated to order N as
AðrÞ ¼

N X
nÿ1 X
l
X

anlm Rnl ðrÞylm ð; Þ;

ð1Þ

n¼1 l¼0 m¼ÿl

where anlm are the expansion coefficients, ylm ð; Þ =
#ljmj ðÞ’m ðÞ are real normalized spherical harmonics, and
Rnl(r) are orthonormal GTO or ETO radial basis functions.
Generally, we use GTOs to represent steric shape and the
more diffuse ETOs to represent electrostatic properties. We
follow the quantum chemistry convention in which the radial
index n, or principal quantum number, counts from unity.
Hence the highest harmonic order and highest polynomial
power in any individual coordinate is L = N ÿ 1. An expansion
to order N involves N(N + 1)(2N + 1)/6 coefficients. These are
calculated just once for each property as described previously
(Ritchie & Kemp, 2000).
2.2. Overlap Integrals as translation matrix elements

First, we consider the correlation between a fixed ‘body’ A,
or scalar function A(r), and a moving body B, or function B(r),
under an active translation of B by T = (R, 0, 0) along the
positive z axis:
Z
CðTÞ ¼ AðrÞBðTÿ1 rÞ dV:
ð2Þ
Substituting the expansions of A(r) and B(r) gives
XX
CðTÞ ¼
anlm bn0 l0 m0
nlm n0 l0 m0



Z

Rnl ðrÞylm ð; ÞRn0 l0 ðr0 Þyl0 m0 ð0 ; 0 Þ dV;

ð3Þ

P
where the shorthand notation nlm etc. is used to indicate
summation over the subscript ranges given in equation (1),
and where r = ðr; ; Þ and r0 = r ÿ T = ðr0 ; 0 ; 0 Þ. In this case, 
and 0 remain coincident, so the circular functions, ’m ðÞ, may
be integrated out and equation (3) reduces to a sum over twoDavid W. Ritchie



Polar Fourier translation matrices
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dimensional integrals in the ðr; Þ plane. Because these integrals clearly depend only on the distance R, we write
XX
ðjmjÞ
CðRÞ ¼
anlm bn0 l0 m0 Tnl;n
ð4Þ
0 l 0 ðRÞmm0
nlm n0 l0 m0

ðjmjÞ
Tnl;n
0 l 0 ðRÞ

as a matrix element of the
and interpret each
translation operator. For example, from equation (4) it can be
seen that the two sums
X ðjmjÞ
Tnl;n0 l0 ðRÞbn0 l0 m
ð5Þ
bRnlm ¼
n0 l 0

and (after re-labeling the subscripts)
X ðjmjÞ
Tn0 l0 ;nl ðRÞan0 l0 m
aRnlm ¼

ð6Þ

represent a positive translation of the body B, or equivalently
a negative translation of the body A, respectively. The translation matrices are obviously five-dimensional quantities.
However, because they do not depend on the sign of m (see
below),
P
PNÿ1it is useful to consider each matrix as being composed
of m¼0 = N two-dimensional arrays, each indexed by nl =
N(N + 1)/2 possible values for each pair of nl subscripts. The
matrix elements vanish trivially where |m| > l. The notation
used here is intended to be consistent with the usual
convention for the complex and real spherical harmonic
ðlÞ
ðlÞ
rotation matrix elements, Dm
0 m ð ; ; Þ and Rm0 m ð ; ; Þ,
respectively, in the sense that a positive z translation of the
basis functions is expressed as
1 X
n0 ÿ1
X

TnðjmjÞ
0 l 0 ;nl ðRÞRn0 l0 ðrÞyl0 m ð; Þ:

ð7Þ

n0 ¼1 l0 ¼0

2.3. Spherical Bessel transform method of calculation

If the spherical Bessel transform of Rnl ðrÞ is defined as
R~ nl ð Þ ¼ ð2=Þ1=2

Z1

Rnl ðrÞjl ð rÞr2 dr;

ð8Þ

0

where jl ðzÞ is the spherical Bessel function, then the inverse
transform is given by (Hochstadt, 1971):
Rnl ðrÞ ¼ ð2=Þ

1=2

Z1

R~ nl ð Þjl ð rÞ

2

d :

ð9Þ

ðjmjÞ
ðjmjÞ
l ÿl ðjmjÞ
Tn0 l0 ;nl ðRÞ:
Tnl;n
0 l 0 ðRÞ ¼ Tn0 l 0 ;nl ðÿRÞ ¼ ðÿ1Þ

1 X
n0 ÿ1
X

ðjmjÞ
TnðjmjÞ
0 l0 ;nl ðRÞTn0 l0 ;n00 l00 ðRÞ ¼ nn00 ll00 :

¼

0 jmjÞ
Aðll
k

k¼jlÿl0 j

where the coefficients
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Z1

R~ n0 l0 ð ÞR~ nl ð Þjk ð RÞ

2

d ; ð10Þ

0

0
Akðll jmjÞ



ð13Þ

n0 ¼1 l0 ¼0

Evaluating this equation provides a convenient way to verify
the following calculations.
2.4. GTO translation matrix elements

The normalized GTO radial functions are given by
(Biedenharn & Louck, 1981b)

1=2
2 ðn ÿ l ÿ 1Þ!
ðlþ1=2Þ 2
expðÿ2 =2Þl Lnÿlÿ1
ð Þ;
Rnl ðrÞ ¼
3=2 1=2 ð1=2Þn
ð14Þ
where 2 = r2/ with scale factor . For protein shape representations we set  = 20. Throughout this article (x)n = x(x +
1) . . . (x + n ÿ 1) = ÿ(x + n)/ÿ(x) denotes a rising factorial and
the substitution ÿ(n + 1/2) = 1=2 (1/2)n is frequently employed
for numerical accuracy. The generalized Laguerre polynomials, Lkð Þ ðxÞ, are defined by the binomial expansion
(Erdelyi et al., 1953a)

k 
X
k þ ðÿxÞ j
:
ð15Þ
Lðk Þ ðxÞ ¼
kÿj
j!
j¼0
High-order polynomials may be calculated efficiently using
the stable recursion
ð Þ
ðxÞ ¼ ð2k þ
ðk þ 1ÞLkþ1

ð Þ
þ 1 ÿ xÞLkð Þ ðxÞ ÿ ðk þ ÞLkÿ1
ðxÞ;

ð16Þ

It is shown in Appendix A that the translation matrix elements
for SPF basis functions may be calculated as a sum over onedimensional inverse Bessel transforms
lþl0
X

ð12Þ

Consequently, nearly half of all matrix elements can be found
by symmetry. Given that the original basis functions form a
complete orthonormal set, it is straightforward to show that
the translation matrices are also orthonormal in the sense that

0

TnðjmjÞ
0 l 0 ;nl ðRÞ

ð11Þ

From the permutational symmetries of the second 3–j symbol,
the right-hand side is independent of the sign of m, hence
justifying the use of |m| to label the matrix elements. Because
the first 3–j symbol vanishes whenever l + l0 + k is odd, it can be
seen that the non-vanishing coefficients are always real and
that the summation in equation (10) need only be calculated
for even increments: k = |l ÿ l0 |, |l ÿ l0 | + 2, . . . , l + l0 . By similar
arguments (see Appendix A), it can also be shown that
0

n0 l 0

Rnl ðr0 Þylm ð0 ; Þ ¼


1=2
0
0
Akðll jmjÞ ¼ ðÿ1Þðkþl ÿlÞ=2þm ð2k þ 1Þ ð2l þ 1Þð2l0 þ 1Þ
 0  0 
ll k
ll k

:
000
mm 0

are given by

Polar Fourier translation matrices

along with the identities L0ð Þ ðxÞ = 1 and Lð1 Þ ðxÞ = + 1 ÿ x. The
GTO functions are eigenfunctions of the spherical Bessel
transform (derived from Erdelyi et al., 1953b, p. 42, equation 3
therein):
 3=2
1=2
~Rnl ð Þ ¼ ðÿ1Þnÿlÿ1 2 ðn ÿ l ÿ 1Þ!
ð1=2Þn
1=2
ðlþ1=2Þ 2
 expðÿx2 =2Þxl Lnÿlÿ1
ðx Þ;

ð17Þ
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where x2 =  2 . Here, it is convenient to use equation (15) to
expand equation (17) as a power series:
 3=2 1=2 X
~Rnl ð Þ ¼ 4
Xnlj expðÿx2 =2Þx2jþl
ð18Þ
1=2
j
P
Pnÿlÿ1
where j serves as shorthand notation for j¼0 and where
the coefficients Xnlj are given by

1=2
ðn ÿ l ÿ 1Þ!ð1=2Þn
ðÿ1Þnÿlÿjÿ1
Xnlj ¼
:
2
j!ðn ÿ l ÿ j ÿ 1Þ!ð1=2Þlþjþ1
ð19Þ
Substituting equation (18) twice into equation (10) and
collecting coefficients of x2k using
XX
0 0
k;jþj0 Xnlj Xn0 l0 j0
ð20Þ
Ckðnl;n l Þ ¼
j0

j

(where kj is the Kronecker delta) gives for the GTO translation matrix elements:
TnðjmjÞ
0 l0 ;nl ðRÞ

lþl0
X

¼

0 jmjÞ
Aðll
k

k¼jlÿl0 j



4
1=2

0 ÿl 0 ÿ2
nÿlþn
X

0 0
Cjðnl;n l Þ

0

x2jþlþl jk ðxR=1=2 Þx2 dx:

ð21Þ

Applying the relation (from Erdelyi et al., 1953b, p. 30,
equation 13 therein)
4
1=2

ðtÞ
Pð;Þ
k
k
X
¼
j¼0


j
ÿðk þ  þ 1Þ ðÿ1Þj ÿðk þ j þ  þ  þ 1Þ 1 ÿ t
ÿðk þ  þ  þ 1Þ j!ðk ÿ jÞ!ÿðj þ  þ 1Þ
2
ð26Þ

may be used to collect factors of 1/(s + 1) = (1 ÿ t)/2 to write
equation (25) as a power series:

1=2 X
2
sl
~Snl ð Þ ¼
Ynlj
;
ð27Þ
3

ðs2 þ 1Þlþjþ2
j
where


1 ðn ÿ l ÿ 1Þ!
¼
2 ðn þ l þ 1Þ!

1=2

gives for the ETO translation matrix elements:
UnðjmjÞ
0 l 0 ;nl ðRÞ ¼

lþl0
X

0

Akðll jmjÞ

k¼jlÿl0 j
2

¼ m! expðÿy =4Þðy =4Þ

k=2

Lðkþ1=2Þ
ðy2 =4Þ;
m

ð22Þ



then gives the final analytic result
TnðjmjÞ
0 l 0 ;nl ðRÞ ¼

j0

j

0

lþl0
X

ðÿ1Þj ð2n þ 1Þðn þ l þ j þ 1Þ!
: ð28Þ
j!ðn ÿ l ÿ j ÿ 1Þ!ð1=2Þlþjþ2

Substituting equation (27) twice into equation (10) and
collecting coefficients of 1/(s2 + 1)k using
XX
0 l0 Þ
¼
k;jþj0 Ynlj Yn0 l0 j0 ;
ð29Þ
Dðnl;n
k

expðÿx2 Þx2mþk jk ðxyÞx2 dx
2

0

jmjÞ
Aðll
k

k¼jlÿl0 j

0 ÿl 0 ÿ2
nÿlþn
X

2


Z1
0

0 ÿl 0 ÿ2
nÿlþn
X

0 0

lÞ
Dðnl;n
j

j¼0

2Mþk

ðs2

s
jk ðsRÞs2 ds;
þ 1ÞJþ2

ð30Þ

0

where M = (l + l ÿ k)/2 and J = j + l + l0 + 2. It is shown in
Appendix B that the remaining integral may be calculated as

0 0

Cjðnl;n l Þ M!

j¼0

ðkþ1=2Þ
 expðÿR =4ÞðR2 =4Þk=2 LM
ðR2 =4Þ;
2

ð23Þ
where M = j + (l + l0 ÿ k)/2.
2.5. ETO translation matrix elements

The normalized ETO radial functions are given by
(Biedenharn & Louck, 1981b)

1=2
ðn ÿ l ÿ 1Þ!
ð2lþ2Þ
Snl ðrÞ ¼ ð2Þ3
expðÿ=2Þl Lnÿlÿ1
ðÞ; ð24Þ
ðn þ l þ 1Þ!
where  = 2r with scale factor . We set  = 1/2 for protein–
protein electrostatic calculations (Ritchie & Kemp, 2000).
Using an argument based on orthogonality, Keister & Polyzou
(1997) recently proved that the spherical Bessel transform of
these functions may be written in terms of the Jacobi polyðtÞ:
nomials, Pð;Þ
k
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ð25Þ

2

j¼0

Z1


1=2
2
ðn ÿ l ÿ 1Þ!ðn þ l þ 1Þ!
ð1=2Þn
3
 2

l
s
ðlþ3=2;lþ1=2Þ s ÿ 1
;

Pnÿlÿ1
s2 þ 1
ðs2 þ 1Þlþ2

where s = /. Following a similar treatment to the GTO case,
the shifted series expansion (Keister & Polyzou, 1997)

Ynlj

0

Z1

S~ n lð Þ ¼

2


Z1

s2Mþk
jk ðsRÞs2 ds
ðs2 þ 1ÞJþ2
0
M  
X
M
ðÿ1ÞMþq
ðRÞk k^ Jÿkÿqþ1=2 ðRÞ;
¼
Jþ1ÿq
q
2
ðJ
þ
1
ÿ
qÞ!
q¼0
ð31Þ

where k^  ðzÞ is a reduced Bessel function of the second kind.
For half-integral degree, these functions may be calculated
using the recurrence relations (Weniger & Steinborn, 1983):
k^ 1=2 ðzÞ ¼ expðÿzÞ;

ð32Þ

k^ 3=2 ðzÞ ¼ ð1 þ zÞ expðÿzÞ;

ð33Þ

k^ nþ3=2 ðzÞ ¼ ð2n þ 1Þk^ nþ1=2 ðzÞ þ z2 k^ nÿ1=2 ðzÞ:

ð34Þ

and
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Thus, the ETO translation matrix elements may also be
calculated analytically, although compared with the GTO basis
an additional inner summation is necessary.
2.6. Non-orthogonal translation matrices

Translations of SPF expansions in both the GTO and ETO
bases can be computed more economically by eliminating the
inner summation on the subscript j in equations (23) and (30).
This is equivalent to calculating overlap integrals that correspond to expansions of non-orthogonal radial basis functions.
For example, substituting equation (18) into equation (10) and
applying equation (22) directly gives the factorization
XX
TnðjmjÞ
Xn0 l0 j0 T jðjmjÞ
ð35Þ
0 l 0 ;nl ðRÞ ¼
0 l 0 ;jl ðRÞXnlj ;
j0

j

where each T jðjmjÞ
0 l0 ;jl ðRÞ is an overlap integral in a non-orthogonal
basis,
lþl0
X

T jðjmjÞ
0 l0 ;jl ðRÞ ¼

0

Akðll jmjÞ M! expðÿR2 =4Þ

k¼jlÿl0 j
ðkþ1=2Þ
ðR2 =4Þ;
 ðR2 =4Þk=2 LM

ð36Þ

now with M = j + j0 + (l + l0 ÿ k)/2. This corresponds to
expanding Rnl ðrÞ as a sum of non-orthogonal functions, R nl ðrÞ:
X
Rnl ðrÞ ¼ ðÿ1Þnÿlÿ1
Xnlj R jl ðrÞ:
ð37Þ
j

It can be shown that these functions correspond to the nonorthogonal Laguerre–Gaussian basis proposed by Chiu &
Moharerrzadeh (1999). With this factorization, translated
expansion coefficients, aRnlm , in the original orthogonal basis
may be calculated using the sequence
X
Xnlj anlm ;
ð38Þ
a jlm ¼
n

a Rjlm ¼

X

ðjmjÞ
T jl;j0 l0 ðRÞ a j0 l0 m ;

ð39Þ

Finally, using equation (31) with M = 0 and J = l + j, it is
straightforward to apply the inverse Bessel transform to
equation (27) to give
X
1
Snl ðrÞ ¼ 3=2
ðrÞl k^ jþ1=2 ðrÞ
Ynlj lþjþ1
ðl
þ
j þ 1Þ!
2
j
X
¼ 3=2
Ynlj Bjl ðrÞ;
ð43Þ
j

where the Bjl ðrÞ are the well known B-functions, or BTOs
(Filter & Steinborn, 1978). In other words, equation (43)
shows that ETOs correspond to orthogonalized BTOs.
2.7. Correlation algorithm and complexity analysis

To illustrate an application of our approach, we demonstrate the superposition of a pair of similar proteins, A and B,
with each protein initially centred at the origin and represented as a single three-dimensional function [equation (1)],
e.g. steric density or electrostatic charge. Letting AðrÞ and BðrÞ
represent the pair of properties to be correlated, it is then
convenient to express the correlation as
Z
Cð 1 ; 1 ; R; 2 ; 2 ; 2 Þ ¼ ½T^ z ðÿRÞR^ ð0; 1 ; 1 ÞAðrÞ
 ½R^ ð 2 ;

a Rnlm ¼

Xnlj a Rjlm :

ð40Þ

In a similar manner, ETO translations may be calculated in
a non-orthogonal basis by substituting equation (27) into
equation (10) and collecting powers of 1/(s2 + 1) directly to
give
XX
 jðjmjÞ
UnðjmjÞ
Yn0 l0 j0 U
ð41Þ
0 l 0 ;nl ðRÞ ¼
0 l0 ;jl ðRÞYnlj ;
j0

j

 jðjmjÞ
where the non-orthogonal matrix elements, U
0 l 0 ;jl ðRÞ, are
given by
lþl0
M  
X
X
M
ðÿ1ÞMþq
ðll0 jmjÞ
 ðjmjÞ
ðRÞ
¼
A
U
0
0
j l ;jl
k
q 2Jþ1ÿq ðJ þ 1 ÿ qÞ!
q¼0
k¼jlÿl0 j
k^

 ðRÞ kJÿkÿqþ1=2 ðRÞ
with M = (l + l0 - k)/2 and now J = j + j0 + l + l0 + 2.
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ð42Þ

ð44Þ

nln0 l0 mm0 m00

 an0 l0 m0 RðlÞ
mm00 ð 2 ;

j

2 ÞBðrÞ dV;

where R^ ð ; ; Þ represents an Euler rotation operator,
R^ ð ; ; Þ  R^ z ð ÞR^ y ð ÞR^ z ð Þ, and where T^ z ðÿRÞ translates
the rotated AðrÞ by R along the negative z axis. We could have
chosen instead to translate the rotated BðrÞ along the positive
z axis. We use an icosahedral tessellation of the sphere to
generate near-regular ð ; Þ rotational samples for each
molecule (Ritchie & Kemp, 1999). If the proteins are similar,
the translational part of the search will normally be small. In
any case, we seek to find the maximum of the expansion
X
0 jÞ
ðl0 Þ
Cð 1 ; 1 ; R; 2 ; 2 ; 2 Þ ¼
Tnðjm
0 l 0 ;nl ðRÞRmm0 ð0; 1 ; 1 Þ

j0 l0

X

2;

2;

2 Þbnlm00 :

ð45Þ

RðlÞ
mm0 ð

The real rotation matrix elements,
; ; Þ, may be
calculated efficiently using recursion formulae (Navaza, 1990;
Ritchie & Kemp, 1999). However, the cost of computing
equation (45) as it stands scales in the order of O(N7)
operations for each trial orientation. A much more efficient
strategy is to compute the sum in stages using precalculated
rotation and translation matrix elements. For example, vectors
of coefficients representing different three-dimensional
ð 1 ; 1 ; RÞ orientations of molecule A may be calculated in
O(N3)  [O(N) + O(N2)] = O(N5) operations per vector
(orientation) using
X ðlÞ
1 1
¼
Rmm0 ð0; 1 ; 1 Þanlm0
ð46Þ
anlm
m0

and
aRnlm1 1 ¼

X

ðjmjÞ
1 1
Tnl;n
0 l0 ðÿRÞan0 l 0 m :

ð47Þ

n0 l0
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Similarly, vectors of rotated instances of molecule B may be
calculated in O(N3)  O(N) = O(N4) operations per orientation using
X ðlÞ
2 2
bnlm
¼
Rmm0 ð0; 2 ; 2 Þbnlm0 :
ð48Þ
m0

Z1

R~ nl ð ÞR~ n0 l0 ð Þjk ð RÞ

m0

¼

X

0
2 2
bnlm
0 cos m

2

þ bnl2m 20 sin m
 0 2:

ð50Þ

m0

However, it is more efficient to complete the correlation by
iterating combinatorially over all pairs of the above-calculated
A and B orientations in O(N)  O(N2) = O(N3) operations
per iteration using
X R
2 2
Pm1 1 R 2 2 ¼
anlm1 1 bnlm
ð51Þ
nl

and
Qm1

1R 2 2

¼

X

2 2
aRnlm1 1 bnlm
;

ð52Þ

nl

followed by an inner iteration over 2 using
X
Cð 1 ; 1 ; R; 2 ; 2 ; 2 Þ ¼
Pm1 1 R 2 2 cos m

2

m

þ Qm1

1R 2 2

sin m
 2;

ð53Þ

which clearly scales as O(N) per trial orientation. The calculation of equation (53) for multiple angular samples, M, where
M  N, may be performed in OðM log MÞ operations by using
a one-dimensional FFT. However, because all quantities here
are real, when N  16, we use a single real FHT instead of the
complex FFT to obtain around a 10% speed-up. Otherwise, it
is faster to compute equation (53) explicitly for each value of
2 in O(MN) time. Thus, despite the relatively high cost of
rotating [O(N4)] and translating [O(N5)] individual threedimensional coefficient vectors, it can be seen that the above
scheme reduces the cost of the combinatorial part of a sixdimensional correlation to just two inexpensive nested iterations, with the inner cycle costing only O(N) operations or less
per trial orientation.

3. Results
3.1. Verification and numerical precision of expressions

In order to verify our implementation, numerical results
from the analytic translation matrix element expressions were
compared with those from a two-dimensional numerical
integration of equation (3) and a one-dimensional integration
of equation (10). The two-dimensional integration was calculated over a regular 200  200 grid in the ½r; cosðÞ plane with
r ranging from 0 to 50 Å. The one-dimensional integration
used 200 steps in in a log-numerical scheme using
J. Appl. Cryst. (2005). 38, 808–818

d

0

200 ¼510

’

X

1

The final degree of freedom is a twist rotation about the z axis,
which could be applied to molecule B as
X ðlÞ
2 2 2
2 2
¼
Rmm0 ð 2 ; 0; 0Þbnlm
ð49Þ
bnlm
0

2

8

R~ nl ð i ÞR~ n0 l0 ð i Þjk ð i RÞ

2
i

expð i Þ

i

ð54Þ

¼10ÿ4

with i = ln i and  i = i ÿ iÿ1 . In both cases, increasing the
number of integration steps or integration range gave a
negligible effect on the numerical
results. When calculating
0 jmjÞ
the angular coefficients Aðll
[equation
(11)] for the onek
dimensional integration, we found it became essential to use
extended-precision arithmetic for N  16 due to the many
large factorials in Wigner’s formula for the 3–j symbols
(Biedenharn & Louck, 1981a). Hence an array of coefficients
was precalculated using 256-bit arithmetic using the GMP
arbitrary precision math library (http://www.swox.com/gmp/).
We note that Tuzan et al. (1998) describe a procedure for
calculating 3–j symbols using only single-precision arithmetic,
but this requires significantly more programming than our
current approach. Nonetheless, the remaining calculations do
not require such high-precision arithmetic. For example, when
using 128-bit arithmetic, the analytic calculations agreed with
the numerical integration results to within three decimal digits
or more for all matrix elements up to N = 32 for all translations
up to R = 9 Å in the GTO basis, and up to R = 90 Å in the ETO
basis. As an additional check, the orthonormality of both the
GTO and ETO translation matrices was verified by evaluating
the orthogonality formula equation (13) at a reduced distance
of  = 0.1. This gave zero or unity, as appropriate, to within at
least eight decimal digits up to N = 20, and to within at least
two decimal digits for all translation matrices up to N = 32.
Hence we are confident that our formulae and implementation
are correct.
However, the above tests indicate that numerical precision
can fall off significantly at high order. Table 1 presents further
details on the overall computational cost and numerical
precision for calculating GTO translations. Table 2 gives the
corresponding results for the ETO basis. These tables show
that log-numerical integration is the fastest method and that
this gives better numerical precision than using 64-bit (i.e.
Fortran or C ‘double precision’) arithmetic to evaluate the
analytic expressions for high-order expansions. The tables also
show that the numerical accuracy of the analytic calculations
falls off markedly with high-order expansions unless highprecision arithmetic is used. This is presumably due to
summing many terms of very different magnitudes. Overall, it
can be seen that the ETO basis gives somewhat longer
calculation times and slightly larger rounding errors than the
corresponding GTO functions. The final columns of each table
show that the non-orthogonal expansion method is at least
twice as fast as using the orthogonal analytic formulae and
gives equal or better precision. To achieve double-precision
programming accuracy for calculations to N = 32, Tables 1 and
2 indicate that translation matrix elements should be calculated using 160-bit and 192-bit arithmetic for the GTO and
ETO bases, respectively. Our correlation algorithm has the
David W. Ritchie
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Table 1
GTO basis vector translation times and accuracy.
This table lists the total number of distinct non-trivial matrix elements (integrals) for GTO translation matrices to order N, along with the time to calculate each
matrix and translate a unit coefficient vector by 1 Å along the positive z axis. The remaining columns are labeled as 2D64: matrix elements calculated by twodimensional numerical integration of equation (3) using a 200  200 grid in the ðr; Þ plane, working in 64-bit arithmetic; 1D64: one-dimensional log-numerical
integration of equation (54) using 200 steps in ln and 64-bit arithmetic; A64: analytic integration [equation (23)] using 64-bit arithmetic, etc; N128: nonorthogonal analytic integration [equaions (36) and (38)–(40)] in 128-bit arithmetic, etc. All times are in CPU s on a 2 GHz Pentium Xeon processor. Numbers in
brackets give a measure of the overall precision of the result. For example, an entry of (16) means that the root mean squared (RMS) error in the translated vector
is no more than O(10ÿ16). This is derived from the RMS deviation between a vector translated by a matrix calculated using the given number of bits of arithmetic
and one for which 512-bit (effectively infinite precision) arithmetic was used.
N

Integrals

2D64

6
9
12
16
20
25
30
32

504
2871
10374
38760
109802
315315
752928
1026256

0.3
1.2
3.6
12.2
37.2
102.4
233.1
315.1

(4)
(3)
(3)
(3)
(2)
(2)
(2)
(2)

1D64

A64

A128

N128

A160

N160

0.00 (12)
0.01 (12)
0.04 (12)
0.15 (11)
0.45 (8)
1.36 (5)
3.65 (3)
5.39 (2)

0.03 (16)
0.07 (12)
0.21 (12)
0.58 (9)
1.90 (5)
6.13 (1)
17.41 (0)
24.49 (0)

0.03 (16)
0.10 (16)
0.19 (16)
0.77 (16)
2.54 (16)
8.47 (16)
23.38 (15)
33.49 (13)

0.01 (16)
0.02 (16)
0.10 (16)
0.38 (16)
1.19 (16)
3.97 (16)
10.83 (15)
15.57 (14)

0.03 (16)
0.07 (16)
0.20 (16)
0.82 (16)
2.73 (16)
9.30 (16)
25.78 (16)
36.82 (16)

0.01 (16)
0.03 (16)
0.09 (16)
0.39 (16)
1.26 (16)
4.24 (16)
11.72 (16)
16.74 (16)

Table 2
ETO basis vector translation times and accuracy.
This table lists the computation times in s and gives in brackets the number of digits of precision for calculating and using ETO translation matrices to order N, as
described in the legend for Table 1. For the final two columns, higher precision arithmetic was used than in Table 1.
N

Integrals

2D64

1D64

A64

A128

6
9
12
16
20
25
30
32

504
2871
10374
38760
109802
315315
752928
1026256

0.3 (3)
1.4 (3)
4.3 (2)
14.8 (3)
45.1 (2)
123.3 (2)
287.5 (2)
391.6 (1)

0.01
0.02
0.05
0.17
0.46
1.40
3.89
5.89

0.03 (14)
0.07 (11)
0.17 (6)
0.61 (1)
1.85 (0)
6.23 (0)
17.17 (0)
24.62 (0)

0.04
0.08
0.21
0.79
2.47
8.43
22.80
33.11

(7)
(6)
(6)
(5)
(5)
(5)
(5)
(4)

option to use either non-orthogonal expansions for ‘on the fly’
translations or to calculate and store orthogonal translation
matrices. In the latter case, the matrix elements may be stored
and subsequently used in ordinary double-precision arithmetic.
3.2. Protein superposition correlation example

Fig. 1(A) shows some GTO steric density representations of
a pair of globular protein domains, namely the superantigens
Streptococcal pyrogenic exotoxin A1 (PDB code 1B1Z)
(Papageorgiou et al., 1995) and the Staphylococcus aureus
exotoxin SEC3 (PDB code 1 JCK) (Fields et al., 1996). These
globular proteins have a relatively low sequence identity of
46%, but share a highly similar fold. Hence they may be
superposed well by conventional least-squares fitting of
conserved C coordinates. However, in this illustration the
superposition was performed by maximizing the overlap
between the respective GTO steric density expansions using
correlations to N = 6. A near-identical superposition (not
shown) was also achieved by correlating electrostatic charge
densities in the ETO basis. Fig. 1(B) shows the corresponding
backbone traces in the calculated superposition, along with
the molecular surfaces from which the GTO expansions were
derived. It can be seen that the high-order expansions capture
the detailed shape of each protein remarkably well, although
the low-order expansions still encode sufficient steric infor-
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(16)
(16)
(16)
(16)
(14)
(7)
(0)
(0)

N128

A192

N192

0.01 (16)
0.03 (16)
0.10 (16)
0.41 (16)
1.29 (14)
4.20 (7)
11.24 (0)
16.12 (0)

0.04 (16)
0.08 (16)
0.24 (16)
0.98 (16)
3.23 (16)
10.87 (16)
30.35 (16)
44.27 (15)

0.01 (16)
0.04 (16)
0.12 (16)
0.47 (16)
1.50 (16)
4.92 (16)
13.42 (16)
19.00 (15)

mation to allow a very good global superposition to be
calculated. The superposition shown was calculated by
searching over some 21  106 trial orientations generated
from 162 ð ; Þ icosahedral angular samples for each protein,
128 twist samples in 2 , and 40 distance steps of 0.25 Å. After
each cycle over the twist angle, the best overlap score was
saved along with the corresponding coordinate values in a
block of memory sufficient to store around 106 orientations.
As the search progressed, this memory block was periodically
sorted and culled. Hence there is essentially no practical limit
on the number of trial orientations that may be evaluated and
subsequently stored. In this example, the total memory usage
never exceeded 15 Mbyte and the overall correlation time was
under 8 s on a 2 GHz Pentium Xeon processor. This corresponds to a rate of 6  106 trial orientations sÿ1, or just a few
hundred arithmetic operations per orientation.

4. Discussion
Conceptually, our approach follows in the spirit of Crowther’s
original spherical harmonic plus spherical Bessel method of
correlating Patterson maps (Crowther, 1972). However, by
replacing the Bessel functions with a set of orthonormal radial
basis functions which are eigenfunctions of the spherical
Bessel transform, our SPF approach extends this rotationcentric representation in a way which also allows the effect of
J. Appl. Cryst. (2005). 38, 808–818
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numerical integration (Kovacs et al.,
2003). Unlike the translation matrix
elements used here, these integrals
cannot be pre-computed as a one-off
cost because they depend intrinsically
on the shapes to be compared.
In general, FFT-based correlation
algorithms use a power of two for both
the polynomial order of the representation and the number of search
increments in each degree of freedom in
the correlation. For example, for
angular searches, a rotational FFT step
size of at least 64 is desirable in order to
give reasonably small search increments
(e.g. 360 /64 ’ 5.6 ). Similarly, Cartesian FFT docking algorithms often use
Figure 1
grids of 643 or 1283 elements in order to
Illustration of the GTO shape representation and superposition of a pair of globular proteins, the
accommodate all possible translations
superantigens SpeA and SEC3. (A) From top left to bottom right: the steric density functions of
of one protein about the other with a
SpeA and SEC3 shown at expansion orders N = 6, 12, 16, 20, 25 and 30. Each pair is in the same
superposed orientation, separated horizontally for clarity, with SpeA on the left and SEC3 on the
sub-Å step size (Katchalski-Katzir et al.,
right. For visualization, each surface shape was contoured from the three-dimensional density
1992). Hence, unless a truncation techfunction as described previously (Ritchie, 2003). Expansions to N = 32 are visually almost
nique is employed (Segal & Eisenstein,
indistinguishable from the N = 30 expansions, and are not shown here. (B) The corresponding
2005), most FFT docking algorithms
backbone traces of the superposition with SpeA in yellow and SEC3 in cyan (top), the separated
backbones with SpeA on the left and SEC3 on the right (centre), and the original molecular surfaces
implicitly use a very high-order polyfrom which the GTO density representations were derived (bottom).
nomial representation for each protein.
In contrast, in the SPF approach the
translations to be calculated analytically. We have presented
polynomial order and search step size may easily be varied
efficient spherical Bessel transform methods of calculating
independently. In fact, because our polynomial order, N, is
translation matrix elements for both GTO and ETO radial
generally significantly less than the corresponding FFT order
basis functions. Although it is well known that the Laguerre–
(say M) for any given coordinate, we typically have O(MN) <

Gaussian functions are eigenfunctions of the spherical Bessel
O(M ln M). Thus, in practice, it is not a disadvantage that our
transform, we believe the methods of calculation and the
correlation algorithm uses an FFT (actually a real FHT) in at
expressions presented here, especially for the ETO basis, are
most just one of the search coordinates. Indeed, by calculating
straightforward yet novel. However, it is necessary to call
and reusing vectors of rotated and translated expansion
upon a significant body of special function theory to derive
coefficients, the complexity analysis given above shows that
analytic forms for the SPF translation matrices, and the
the inner iteration of the combinatorial part of a six-dimenresulting expressions require considerably more programming
sional search scales as O(N) or better per trial orientation.
to implement than the FFT. Nonetheless, the computational
Given the modest memory overhead of under 15 Mbyte of
‘pay-off’ that follows is that once an initial transform into the
our low-order N = 6 superposition calculation (even our most
SPF basis has been calculated for each molecular property of
exhaustive high-order N = 32 docking correlations use under
interest, a full six-dimensional correlation search may be
200 Mbyte), and considering that our superposition correlaperformed using only the initial expansion coefficients.
tion time compares very favourably with the timings in Table I
Because all subsequent expressions are entirely real, no
of Kovacs et al. (2003), it would seem that the SPF approach
inverse transform is required. On the other hand, computing
could offer significant computational advantages to both EM
high-order matrix elements is relatively expensive. However,
and MR applications. The straightforward analytic method of
this overhead can be alleviated by calculating non-orthogonal
calculating ETO translation matrix elements presented here
expansions or by precalculating and storing orthogonal
could also provide a useful new alternative to using BTO
translation matrices for subsequent use.
expansions to calculate STO overlap integrals in quantum
There are also close parallels between our technique and
mechanics. In principle, GTO and ETO expansions should
the complex five-dimensional FFT-based EM density fitting
give comparable results if suitable scale factors are chosen and
approach of Kovacs et al. (2003). However, their approach is
if a sufficient number of terms are used. However, in practice,
currently limited to relatively low-order (L = 16) spherical
the ETOs decay much more gradually with distance than the
harmonic expansions in order to stay within the memory limits
GTOs. In our experience, the GTO basis works well for both
of contemporary 32-bit computers, and their use of discrete
superposing and docking globular protein domains, whereas
radial envelope functions requires the translational compothe ETO basis is more appropriate for rapidly calculating
nent of the correlation to be computed by two-dimensional
electrostatic interactions (Ritchie & Kemp, 2000). However,
J. Appl. Cryst. (2005). 38, 808–818
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ETOs might also be a good choice for correlating very large
low-resolution macromolecular structures. The results here
indicate that either type could be used to calculate e.g. realspace electron density correlations. Although the example
presented here shows that SPF expansions have good
computational properties, it is not yet clear how the algorithm
might perform when the translational component is large or
when very high angular resolution is required. It would also be
interesting to test the algorithm on a wider range of examples.
Hence a more extensive study of the utility of the approach is
planned. Developing a fast and robust six-dimensional
correlation algorithm would be useful in several areas
including e.g. molecular replacement, docking proteins into
electron microscopy density maps, and searching the PDB for
structural homologues.

5. Conclusion
Spherical Bessel transform formulae have been given for the
analytic calculation of translation matrices for SPF expansions
using GTO and ETO radial basis functions. To our knowledge,
the formulae presented to translate ETO basis functions and
to relate ETOs to BTOs are novel. It has been shown that
translation matrices for both the GTO and ETO bases may be
calculated accurately up to N = 32 using an extended-precision
arithmetic library. The calculation may be accelerated by over
a factor of two by using non-orthogonal translation matrix
elements, which give equal or better precision. Although our
SPF correlation algorithm uses an FFT in only one of the
search coordinates, this is not a practical disadvantage for
relatively low-resolution superposition and docking correlations. On the contrary, the SPF approach is very economical in
both CPU time and computer memory. By ordering the subexpressions according to computational cost, an exhaustive
six-dimensional superposition correlation of a pair of protein
shapes can be performed in a matter of seconds on a
contemporary personal computer. This demonstrates the
utility of the SPF approach. It is proposed that the techniques
described here, which have been implemented in the protein
docking and superposition program Hex (http://
www.csd.abdn.ac.uk/hex/), may be of value in other fields, such
as MR and EM, that need to calculate real-space six-dimensional correlations.

APPENDIX A
Derivation of equation (10)
The two-coordinate systems r = ðr; ; Þ and r0 = r ÿ T =
ðr0 ; 0 ; Þ may be related functionally by multiplying the vector
equation
r ¼ T þ r0

ð55Þ

by an arbitrary complex vector ik and by exponentiating each
side to give
expðik  rÞ ¼ expðik  TÞ expðik  r0 Þ:

816

David W. Ritchie



Polar Fourier translation matrices

ð56Þ

Then, substituting k = ð ; ; Þ, r = ðr; ; Þ, r0 = ðr0 ; 0 ; 0 Þ,
and T = ðR; ; Þ into Raleigh’s plane wave equation
(Bransden & Joachain, 1997)
expðik  rÞ ¼ 4

1 X
l
X

il jl ð rÞYlm ð; Þ Ylm ð; Þ;

ð57Þ

l¼0 m¼ÿl

gives
X

ip jp ð rÞYpq ð; Þ Ypq ð; Þ

pq

¼ 4

XX
kj

ikþs jk ð RÞYkj ð; Þ Ykj ð ; Þjs ð r0 Þ

st

 Yst ð; Þ Yst ð0 ; 0 Þ;

ð58Þ

where Ypq ð; Þ etc. are complex spherical harmonics. Here,
each summation has an infinite range, subject to jqj < p, etc.
Using the identity Yst ð; Þ = ðÿ1Þt Yst ð; Þ, multiplying
both sides by Ylm ð; Þ, and integrating over ð; Þ gives
jl ð rÞYlm ð; Þ
XX
ikþsÿl jk ð RÞYkj ð ; Þjs ð r0 ÞYst ð0 ; 0 Þðÿ1Þt
¼ 4
kj



Z

st

Ylm ð; ÞYst ð; ÞYkj ð; Þ d :

ð59Þ

Substituting the standard formula for Gaunt’s integral on the
right gives
jl ð rÞYlm ð; Þ
XX
ikþsÿl jk ð RÞYkj ð ; Þjs ð r0 ÞYst ð0 ; 0 Þðÿ1Þtþj
¼ 4
kj

st



ð2l þ 1Þð2s þ 1Þð2k þ 1Þ

4

1=2 

lsk
000




lsk
:
mtj

ð60Þ

Now, the first 3–j symbol vanishes when l + s + k is odd, so the
phase factor for the surviving terms is always real. Furthermore, the second 3–j symbol vanishes unless m + t + j = 0.
Hence the expression may be reduced to a triple infinite sum
by substituting j = m ÿ t:
jl ð rÞYlm ð; Þ
XX
¼ 4
ðÿ1ÞðkþsÿlÞ=2 jk ð RÞYk;mÿt ð ; Þjs ð r0 ÞYst ð0 ; 0 Þðÿ1Þm
k



st

ð2l þ 1Þð2s þ 1Þð2k þ 1Þ

4

1=2

lsk
000




l s k
: ð61Þ
mt t ÿ m

When the translation is only in the z direction,  = 0 and either
= 0 or = , and 0 = , which entails t = m. This allows the
summation over t to be eliminated, and the expression
becomes valid for real as well as complex spherical harmonics.
For a positive z translation, the harmonic Yk;0 ( = 0, 0)
reduces to

1=2
2k þ 1
Yk;0 ð0; 0Þ ¼
:
ð62Þ
4
Then, collecting the angular factors, relabelling s ! l0 , and
restricting the range of k according to the triangle rule for the
3–j symbols, gives the plane wave addition theorem:
J. Appl. Cryst. (2005). 38, 808–818
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jl ð rÞYlm ð; Þ ¼

lþl0
X X
l0

Z1

0

Akðll jmjÞ jk ð RÞjl0 ð r0 ÞYl0 m ð0 ; Þ;

k¼jlÿl0 j

ð63Þ
ðll0 jmjÞ

is given by

where the angular coefficient Ak


1=2
0
0
Akðll jmjÞ ¼ ðÿ1Þðkþl ÿlÞ=2þm ð2k þ 1Þ ð2l þ 1Þð2l0 þ 1Þ
 0  0 
ll k
ll k
:

000
mm 0

ð64Þ
0

For a negative translation, an additional factor of ðÿ1Þlÿl
appears in the above expression because Yk;0 ( = , 0) =
ðÿ1Þk Yk;0 ð0; 0Þ and because k þ l0 ÿ l is even.
Now, multiplying both sides of equation (63) by
ð2=Þ1=2 R~ nl ð Þ 2 and integrating over
[i.e. applying the
inverse Bessel transform, equation (9)] gives
lþl0

Rnl ðrÞYlm ð; Þ ¼ ð2=Þ1=2

X X
l0



Z1

0

Akðll jmjÞ

0

However, this function has a singularity at the origin, so it is
useful to use instead the reduced Bessel function
k^ nþ1=2 ðzÞ ¼ ð2z=Þ1=2 zn Knþ1=2 ðzÞ;

ð1=z @=@zÞm z J ðtzÞ ¼ tm zÿm Jÿm ðtzÞ:
2

d Yl0 m ð0 ; Þ:

m þm

Hence putting  =  + m and applying ð1=y @=@yÞ y
side of equation (69) gives
Z1

ð65Þ
Then, multiplying each side by Rn0 j0 ðr0 ÞYj0 m0 ð0 ; Þ and integrating over all space in the corresponding variables gives
lþl0

X



0

¼

or in terms of the reduced Bessel function [equation (71)]
Rn0 l0 ðr Þjl0 ð r ÞR~ nl ð Þjk ð RÞ
0

0

2

02

0

d r dr :

Z1
0

Finally, recognizing the integral in r as the spherical Bessel
transform of Rn0 l0 ðr0 Þ, the result reduces to
0

Akðll jmjÞ

k¼jlÿl0 j

Z1

R~ n0 l0 ð ÞR~ nl ð Þjk ð RÞ

2

d : ð67Þ

xþ2mþ1
J ðxyÞ dx
þ a2 Þþ1

ðx2

¼ ð=2Þ1=2

0

ð1=z @=@zÞm z k^  ðzÞ

m 
X
m q
¼ ðÿ1Þm
2 ðÿ=2Þq zÿ2q k^ ÿmþq ðzÞ:
q
q¼0

0

Following Weniger & Steinborn (1983), but correcting a
mistake in their working [here, equation (75) onwards], a
closed-form expression for the integral

0

2mþk

x
jk ðxyÞx2 dx
þ 1Þnþ2

ðx2

Z1
0

xþ2mþ1
J ðxyÞ dx
þ a2 Þþ1

ðx2

¼ ð=2Þ

1=2

m
a2mÿ2 ðÿ1Þm X

2 ÿð þ 1Þ q¼0




m q
2 ðÿÞq y2ÿ2qÿ k^ ÿþq ðayÞ:
q
ð76Þ

ð68Þ

may be obtained with the help of the basic relation (Erdelyi et
al., 1953b, p. 24, equation 20 therein):
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ð75Þ

Hence setting  = 2 and substituting equation (75) into
equation (74) gives

APPENDIX B
Derivation of equation (31)

Z1

1
ð1=y @=@yÞm ðayÞ2 k^ þmÿ ðayÞ:
a2 y 2 ÿð þ 1Þ
ð74Þ

It can be shown (Weniger & Steinborn, 1983) that

This generalizes the expression given by Danos & Maximon
(1965) for translating multipole expansions to the more
general case for arbitrary orthonormal radial functions, Rnl ðrÞ.

I¼

aþmÿ
ð1=y @=@yÞm yþmþ Kþmÿ ðayÞ;
þ 1Þ

y 2 ÿð

ð73Þ

0

lþl0
X

xþ2mþ1
J ðxyÞ dx
þ a2 Þþ1

Akðll jmjÞ

ð66Þ

TnðjmjÞ
0 l0 ;nl ðRÞ ¼

to each

k¼jlÿl0 j

l0

Z1 Z1

0

ð72Þ

ðx2

0

X

j0 l0

ð71Þ

which is well behaved for all z. Equation (69) can then be cast
in the desired form using the standard relation (Hochstadt,
1971):

k¼jlÿl0 j

R~ nl ð Þjk ð RÞjl0 ð r0 Þ

ð69Þ

where J ðzÞ is a general Bessel function of the first kind, and
K ðzÞ is a modified Bessel function of the second kind. When
the degree  is half-integral, which is the case here, K ðzÞ has a
closed form:
m
n 
X
1
ðn þ mÞ!
: ð70Þ
Knþ1=2 ðzÞ ¼ ð=2zÞ1=2 expðÿzÞ
2z
m!ðn ÿ mÞ!
m¼0

0

1=2
TnðjmjÞ
0 j0 ;nl ðRÞ ¼ ð2=Þ

xþ1
aÿ y
K ðayÞ;
J
ðxyÞ
dx
¼

2 ÿð þ 1Þ ÿ
ðx2 þ a2 Þþ1

Here,  is an integer so the rising factorial may be recast as
ðÿÞq ¼ ðÿ1Þq !=ð ÿ qÞ!:
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We also have  >  + 2m and so to keep the degree of the
Bessel function positive it is convenient to use the identity
k^ ÿ ðzÞ ¼ zÿ2 k^  ðzÞ:

ð78Þ

Some further working then gives
Z1
0

xþ2mþ1
J ðxyÞ dx
þ a2 Þþ1

ðx2

¼ ð=2Þ

1=2

m
a2þ2mÿ2 X
2
q¼0



m
q



ðÿ1Þmþq 2q  ^
y kÿÿq ðayÞ:
ð ÿ qÞ!
ð79Þ

Finally, putting  = n + 1,  = k + 1/2, a = 1, and replacing
Jkþ1=2 ðxyÞ by the corresponding spherical Bessel function gives
Z1
0

x2mþk
jk ðxyÞx2 dx
ðx2 þ 1Þnþ2

m 
X
ðÿ1Þmþq
m
yk k^ nÿkÿqþ1=2 ðyÞ:
¼
2 q¼0 q 2nþ1ÿq ðn þ 1 ÿ qÞ!
ð80Þ
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This article describes the construction and validation of a three-dimensional model of the human CCR5
receptor using a homology-based approach starting from the X-ray structure of the bovine rhodopsin receptor.
The reliability of the model is assessed through molecular dynamics and docking simulations using both
natural agonists and a synthetic antagonist. Some important structural and functional features of the receptor
cavity and the extracellular loops are identified, in agreement with data available from site-directed
mutagenesis. The results of this study help to explain the structural basis for the recognition, activation, and
inhibition processes of CCR5 and may provide fresh insights for the design of HIV-1 entry blockers.
INTRODUCTION

Acquired immune deficiency syndrome (AIDS) has become a deadly global disease. Current therapies, based on
the combined use of viral protease and reverse transcriptase
inhibitors, can reduce mortality rates in infected people but
are still not able to eliminate the virus from the organism
and hence prevent the progression and associated debilitating
aspects of the disease. Therefore, there is an ongoing need
for novel therapeutics which can prevent the entry of human
immunodeficiency virus (HIV-1) into its target cells.
HIV viral entry is mediated by specific interactions
between the gp120 viral envelope glycoprotein and plasmatic
membrane receptors of the target cell.1 These cause conformational changes in both the glycoprotein and the membrane
receptors, which in turn leads to virus-cell fusion. Several
previous studies have elucidated the role of CD4, whose
interaction with gp120 is essential but not sufficient for the
disease to become established.2,3 Besides CD4, some chemokine receptors (CCRs), members of the G-protein-coupledreceptor superfamily (GPCRs), have recently been identified
as cotargets necessary for viral entry into the cell.4 CCRs
and their natural chemokine ligands, RANTES, MIP-1R,
MIP-1β, and MCP2, regulate signaling among immune cells
and hence represent potential target systems for preventing
virus-cell fusion. Different CCRs have previously been
identified and characterized.5 The involvement of one of them
depends on the viral strain involved, but the majority of
strains (the R5 isolates) are sexually transmitted and act on
CCR5 during the entire course of the disease.6 Conversely,
the variant strains (the X4 and R5X4 isolates), which act on
CXCR4, or on both CXCR4 and CCR5, cause a loss of
T-cells during the progression of the disease but are less
involved initially.7 Besides this, other evidence8 shows that
the transition from the R5 to X4 strains is also suppressed
in vivo. The importance of CCR5 in the transmission of
* Corresponding author tel.: +39 080 544 2638; fax: +39 080 544
2230; e-mail: carrieri@farmchim.uniba.it.
† Università degli Studi di Bari.
‡ University of Aberdeen.

HIV-1 can also be appreciated from further experimental
evidence,9 whereby individuals who are homozygous for the
∆32 CCR5 allele, which causes an inoperative CCR5, are
resistant to HIV infection but are otherwise generally healthy.
This suggests that functional inhibition of CCR5 could help
protect against infection without provoking damage to
patients and, therefore, that blocking viral entry using smallmolecule antagonists selective for this receptor might provide
a new and more effective type of anti-HIV drug.
Unfortunately, no experimentally determined three-dimensional (3D) CCR structure is currently available. Therefore, the main ways to investigate the properties of CCR5
and its interaction with chemokines are currently based on
site-directed mutagenesis (SDM) or molecular modeling techniques, as reported in previous studies on CCR/chemokine
interactions10-12 and other GPCR systems.13 Although homology modeling of CCR5 has been described previously,14-17
we decided to consolidate the information available from
this earlier work into a comprehensive and up-to-date model
by incorporating extensive molecular dynamics simulations
(MD), flexible docking of a synthetic antagonist TAK779,
and soft protein-protein docking with the large (∼70 KD)
natural agonists RANTES and MIP-1β using a novel docking
protocol. We validated our homology-built CCR5 structural
model through exhaustive conformational sampling, and we
assessed its quality and reliability by analyzing four lowenergy conformations with respect to the available SDM data
and by considering the side-chain interactions that occur at
important regions of the receptor throughout the MD
trajectory. Docking calculations using these conformations
give predicted binding modes which are consistent with the
experimental SDM data in each case. The results of this study
help to explain the structural basis for the recognition,
activation, and inhibition processes of CCR5 and may
provide fresh insights for the design of HIV-1 entry blockers.
MATERIALS AND METHODS

CCR5 Model Building. Our model of human CCR5 was
built using the first crystal structure of bovine rhodopsin to
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Figure 1. Illustration of the human CCR5 sequence (N-terminal, extracellular; C-terminal, intracellular) showing the disposition of secondary
structure features with respect to the cell membrane (gray). Black-filled circles correspond to key residues mentioned in the text.

Figure 2. Pairwise alignment of the bovine rhodopsin and human CCR5 sequences, calculated using the PAM350 matrix in CLUSTALW
with a gap-open penalty of 10.0 and a gap-extension penalty of 0.1; secondary structure gap penalties were also applied.

become available. This 2.8 Å resolution structure, solved by
Palczewski et al.,18 consists of a transmembrane (TM)
domain of seven R helices connected by three extracellular
loops (ECLs) and three intracellular loops (ICLs). Despite
the low sequence identity between the two proteins (<20%),
bovine rhodopsin is currently the best available template for
homology modeling CCR5. However, the sequence identity
increases to ∼30% when considering only the transmembrane
helices (TMHs), and several of the amino acid residues
essential for maintaining CCR5’s architecture and receptor
function are highly conserved (for a full review, see ref 19).
Hence, the structure of Palczewski et al. provides a feasible
and indeed appropriate template for modeling GPCRs.
Here, residues are numbered according to their positions
in the human CCR5 sequence retrieved from the SwissProt
database (CKR5_HUMAN).20 The transmem annotation of
this sequence file was used when defining the residues of

the seven TMHs. Applying the PHD-htm21 secondary
structure prediction algorithm to the sequence gave the same
secondary structure elements as those of the bovine rhodopsin
X-ray structure in all seven R helices, and also in ECL2,
which contains a small antiparallel β sheet. In this extended
loop, the sequence homology between CCR5 and the
template is somewhat higher (12 residues out of 31) than
that in the remaining nonconserved structural regions. Figure
1 shows the disposition of these secondary structure elements
with respect to the cell membrane, and Figure 2 shows the
CLUSTALW22 sequence alignment of CCR5 and the rhodopsin template.
The CCR5 sequence contains four cysteines which form
two disulfide links, Cys20-Cys269 and Cys101-Cys178,
the latter being highly conserved in all GPCRs and in the
rhodopsin template as well. Because the Cys101-Cys178
disulfide bridge also involves the β sheet of ECL2, we
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decided to build that loop by homology from the template
structure. MODELLER23 6.2 was used to assemble the initial
CCR5 framework for residues 1-320. The final 32 Cterminal residues were not modeled because these were
absent in the template. The CR Cartesian coordinates of the
seven TMHs and ECL2 were copied from the corresponding
template atoms (PDB code 1F88, chain A) according to the
sequence alignment shown in Figure 2, while the N-terminal
domain and the remaining loops were built de novo using
MODELLER’s loop subroutine. Side-chain atom coordinates
were added from MODELLER’s standard residues library.
To construct a preliminary input structure, a set of 500
3D conformations were generated using MODELLER’s
refine_2 fast simulated annealing procedure. To ensure full
coverage of possible CCR5 conformations in this step, all
side-chain rotamers were fully randomized. However, the
loop search included a spatial restraint in order to maintain
the second disulfide bridge between Cys20 (N-terminal) and
Cys269 (ECL3), which is known to be necessary for
chemokine binding.24 All generated conformations were then
checked using PROCHECK.25 The best conformation according to the fraction of residues in the core region of the
Ramachandran plot was selected and remodeled, this time
using the loop subroutine for the N-terminal fragment and
the three ECLs. This gave 100 new conformations, of which
the best PROCHECK conformation was selected as the input
structure for MD refinement.
MD Loop Refinement. To find reliable low-energy CCR5
conformations, MD was performed on the above starting
structure using a previously validated protocol.26 All MD
calculations used the all-atom force field of Weiner et al.,27
as implemented in AMBER 6.0, using a distance cutoff for
all nonbonded interactions of 10 Å and a distance-dependent
dielectric factor of 4r. Our MD protocol repeatedly applies
alternate cycles of low (300 K) and high (600 K) temperature
trajectories until no new low-energy conformations are found.
Here, the initial structure was stepwise minimized using 5000
cycles of steepest descent followed by 5000 cycles of
conjugate gradient using a force constant of 100 kcal/mol
Å2 on all CR atoms. This was followed by four minimization
steps each of 2500 cycles of conjugate gradient in which
the force constant was set to 50, 25, 10, and 5 kcal/mol Å2.
The N- and C-terminal domains and all loops were then
relaxed using a final round of conjugate gradient minimization until the root-mean-square (RMS) slope fell below 0.001
kcal/mol Å. During this last step, all TMH core residues were
restrained by a 5 kcal/mol Å2 force constant, except in the
first and last turns of each helix, in which the restraint was
set to 3 kcal/mol Å2. The resulting structure showed the same
helix kinks around proline and glycine residues as observed
in the template structure. Although the above procedure
might seem unusual, it has been shown that the use of a
simple membrane mimic during GPCR modeling is not
sufficient to explore the receptor movements during the
activation process.28,29 The specific constraints used here take
into account more explicitly the TM location of our receptor.
Moreover, it has been proved that the in vacuo approach
gives comparable results with similar computations using the
more expensive IMM1 implicit membrane/water model.30
To explore more fully the conformational space accessible
to the minimized structure obtained above, we then applied
the SHAKE algorithm31 to all bonds in a 2000 ps MD
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simulation at 300 K, updating the nonbonded interaction list
every 25 fs. Snapshots of the MD trajectory were taken and
minimized every 2 fs to give an initial set of 1000 sample
conformations. These were then filtered by rejecting any
conformation more than 25 kcal/mol above the global
minimum and clustered by first superimposing all TMH CR
atoms and then clustering the ECL CR coordinates using
NMRCLUST.32 No predefined RMS threshold was used
during this procedure. The lowest-energy conformation from
each of nine structurally different clusters was then selected
and submitted to a 100 ps MD simulation at 600 K in which
conformations were sampled and minimized every 1 fs. This
produced a second set of 9 × 100 new conformations, and
the above clustering procedure was repeated on the combined
set. No new low-energy minima were found, presumably
because of the presence of the two disulfide bridges, which
limit the flexibility of the extracellular domain.
To enhance the quality of the 3D models achieved thus
far and to explore the feasibility of favorable side-chain
interactions occurring between residues identified from SDM
as essential for receptor activity, the minimum energy
conformation was submitted to a 3000 ps MD run at 300 K.
This time, the core of each TMH (residues 35-54 for TMH1,
73-85 for TMH2, 107-120 for TMH3, 146-162 for
TMH4, 203-214 for TMH5, 240-256 for TMH6, and 282297 for TMH7) was gently constrained by applying a force
constant of 0.1 kcal/mol Å2 while the rest of the protein was
allowed to move. Conformations were sampled and minimized every 10 fs after a 400 ps equilibration period. The
resulting 260 conformations were then clustered into 11
groups. Considering an energy threshold of 5 kcal/mol above
the global minima, four low-energy conformations were
identified. Three of these (models 1, 2, and 4) were part of
a 22-member cluster including the lowest-energy structure.
The fourth (model 3) was part of a different cluster of 32
members. All other conformations were discarded because
of their high energies (>20 kcal/mol) above the global
minimum. Because the energy differences between the
selected four conformations are small (∆Emax ) 3.39 kcal/
mol), we consider them to be equally plausible and energetically accessible conformations. As can be seen in Figure 3,
the main secondary structure features as assessed by STRIDE33
are essentially conserved in the four models, not only in the
TMHs, as might have been expected, but also in the loop
regions. Ramachandran plots of these models show that very
few residues (<1.0%) have disallowed backbone conformations and almost 80% of residues fall within the allowed
dihedral angle ranges.
Molecular Docking. Once a theoretical model has been
built, one of the most appropriate methods to explore its
predicted structural features is through docking simulations
with selected ligands. Unfortunately, this task is not always
easy, especially when the receptor has more than one binding
site or when the molecules to be docked are large. Previously,
we succeeded in docking small endogenous ligands to the
binding sites of other GPCRs.26,34 However, the current case
was somewhat more challenging, particularly for docking
the large agonists and, therefore, two different approaches
were used. Although previous docking experiments with the
small synthetic antagonist TAK779 have been described,14
we decided to perform a similar flexible ligand binding
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Figure 3. Secondary structure motifs as calculated by STRIDE for the four lowest-energy CCR5 conformations.

calculation here using our more exhaustively sampled CCR5
MD structures.
The 3D structure of TAK779 was built using QXP35 using standard bond lengths and valences. A 3000-step
Monte Carlo simulation followed by a Polak-Ribiere
conjugate gradient minimization using the mixed AMBER/
MM2 force field was carried out in order to select a lowenergy starting conformation for the docking run. The ligand was initially placed in the receptor binding site as
determined by alanine-scanning mutagenesis,36 located near
the CCR5 extracellular surface in the TM cavity formed from
residues Tyr37 (TMH1), Thr82, Trp86 (THM2), Tyr108
(TMH3), and Glu283 (TMH7). TAK779 was then docked
to the binding site using QXP’s DYNDOCK module using
500 steps of flexible dynamic docking with the CCR5 CR
trace held fixed and using a single distance constraint
between the phenoxy hydrogen of Tyr37 and pyrane oxygen
of TAK779.
For chemokine docking, we used a modified version of
Hex37 called GridHex38 to soft dock the natural protein
agonists. The GridHex scoring function aims to identify
favorable chemical interactions between pairs of protein
surfaces by correlating molecular interaction fields (MIFs)
from GRID,39 without requiring that the proteins fit together perfectly. This approach was used recently in rounds 4,
5, and 7 of the CAPRI blind docking experiment.40,41
However, because there is no direct way to determine which
of the several types of MIF provide the driving force for
binding in any particular complex, we use a principal
component analysis (PCA) technique to select the most
significant MIFs to use for each specific complex, as
described below. In the current study, we started from the
NMR average structures taken from the Protein Data Bank
(PDB)42sRANTES, PDB code 1RTO, chain A;43 MIP-1β,
PDB code 1HUM, chain A.44 These structures were first
minimized in AMBER using 5000 steps of steepest de-

Table 1. GRID Probe Types Used in the PCA Analysis
GRID probes
C3
C1d
N3+
N1
N:d
O::
O1
O
S1
DRY

atom
methyl CH3 group
sp2 CH aromatic or vinyl
sp3 amine NH3 cation
neutral flat NH
sp2 N with lone pair
sp2 carboxy oxygen atom
alkyl hydroxy OH group
sp2 carbonyl oxygen
neutral SH group
hydrophobic probe

scent, followed by 5000 steps of conjugate gradient with the
CR trace kept fixed with a 1000 kcal/mol force constant.
This was followed by full minimization until the RMS slope
fell below 0.001 kcal/mol Å.
Prior to docking, GRID MIFs were calculated on a 0.8 Å
grid for each protein using each of the 10 probe moieties
listed in Table 1. These probes represent the main types of
physicochemical (i.e., steric, electrostatic, hydrophobic, and
hydrogen bond) interaction that occur in protein complexes.
The MIF arrays were then imported into GOLPE45 and
pretreated by truncating any positive potentials to zero in
order to ignore repulsive interactions. To focus the analysis
on the chemokine binding site, all CCR5 data beyond a radius
of 18 Å from Lys171 (taken as the center of mass of the
ECLs) was discarded, as was any data having only one value
(i.e., presenting a skewed distribution). GOLPE’s PCA
facility was then used to decompose the MIF data into two
small matrices of “loadings” and “scores.” The loadings give
the weights of the original variables in the analysis, and the
scores give the contribution each probe makes to the new
uncorrelated variables, or principal components (PCs). Plotting the probe scores against the PCs allows those probes
that explain most of the variance to be identified.
Figure 4 shows the score plots for the first two principle
components for each protein. These plots show that the
probes may be grouped into essentially three main types:
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Figure 4. GRID probe PCA plots using the probe types listed in Table 1 for CCR5 (top, diamonds), RANTES (middle, triangles), and
MIP-1β (bottom, circles).

the positively charged hydrogen-bond-donating group, the
negatively charged hydrogen-bond-accepting group, and the
hydrophobic group. It is well-known in PCA that the greater
the difference in the scores, the better is the ability to
discriminate the properties of the objects under study. In the
current case, the PCA shows that the N3+, O::, and DRY
probes are the most discriminating. Hence, the MIFs corresponding to these three probes were selected and used in

the GridHex docking correlation. The chemical contribution
to the correlation energy is calculated as

EMIF )

1
DRY
+ φO::
∫[τA(φN3+
B
B + φB ) +
2
DRY
τB(φN3+
+ φO::
A
A + φA )] dV

where the functions φA and φB represent the above MIFs
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Table 2. Summary of SDM Data Relating to Human CCR5a
residue

location

effect of mutation

Asp11
Tyr15
Glu18
Lys22
Lys26

N-terminal

strong reduction in functional response; no binding of RANTES and MIP-1R
reduced binding of MIP-1R
strong reduction in chemokine bindingand of functional response
reduced binding of MIP-1R
reduced binding of MIP-1R

Tyr37

TMH1

strong reduction in binding of receptor antagonists

Pro84
Trp86

TMH2

reduced functional response; moderate reduction in antagonist binding
strong lowering of the binding of receptor antagonists

Asp95

ECL1

regulation of the binding of MIP-1R

Leu104
Tyr108
Phe109
Phe112

TMH3

essential for receptor activation
strong reduction in binding of receptor antagonists
essential for receptor activation
essential for receptor activation

Arg168
Lys171
Glu172
Ser179
His181
Tyr184
Lys191
Thr195
Ile198

a

ECL2

reduction in binding of MIP-1R but not RANTES
no binding to mAB 2D7
reduction in binding of MIP-1R but not RANTES; no binding to mAB 2D7
altered coreceptor function; no virus-cell fusion; no infection
no binding of RANTES and MIP-1R
no binding of RANTES and MIP-1R; no coreceptor function
strong reduction in binding of RANTES and MIP-1R
no coreceptor function
moderate reduction in binding of receptor antagonists

Tyr251

TMH6

moderate reduction in binding of receptor antagonists

Glu283
Met287

TMH7

moderate reduction in binding of receptor antagonists
essential for the binding of MIP-1β

See main text for references.

and τA and τB represent the steric density functions of the
receptor and ligand, respectively.
In the docking step, RANTES and MIPS-1β were docked
onto each of the four low-energy CCR5 conformations using
a six-dimensional rotational-translational search with one
angular constraint (receptor β1 e 45°), which allows the
ligand to spin freely while loosely constraining it to remain
near the receptor binding site. The calculated MIF energy
and basic Hex shape scores were combined in the ratio of
25:75 to give an overall pseudo-energy for each pose.
All energy minimizations, MD simulations, and GridHex
dockings were run on a Pentium IV 2.56 GHz computer,
whereas the QXP dockings were run on a SGI Origin300
R14000 server.
RESULTS AND DISCUSSION

Following the exhaustive conformational sampling of our
homology-built CCR5 model structure, we assessed its
quality and reliability by analyzing the generated 3D
structures with respect to the available SDM data listed in
Table 2 and by examining side-chain interactions during the
MD trajectory and in the ligand-binding sites.
Analysis of Low-Energy MD Conformations. Some
important common structural features were observed in the
low-energy CCR5 conformations. For example, all four
structures exhibit similar hydrogen-bonding patterns in the
TM cavity close to Tyr108, Glu283, and Tyr251. As
previously reported,36 these residues are essential to confer
CCR5 its biological role of HIV coreceptor. In our model 1,
the phenoxy group of Tyr108 is hydrogen-bonded to the
Glu283 carboxy group and also interacts in a face-to-face
π-stacking arrangement with the aromatic ring of Tyr251.
Simultaneously, the Glu283 carboxy group hydrogen-bonds
the side chains of Thr177 and Ser179 in ECL2. It has been
shown previously46 that this loop contains some of the

residues required for efficient binding to the natural agonists.
It has also been suggested that Ser179 might face a negatively
charged residue,47 as observed here.
Further important structural aspects of the TM cavity can
be inferred by considering the combined mechanism by
which hydrogen bonds are made and broken on going
between our low-energy conformations. For example, the
hydrogen bond between Glu283 and Tyr108 is easily broken
in model 1 and, after an appropriate side-chain flip (see
models 2 and 3 in Figure 5), only the interactions between
Glu283 and the ECL2 residues Thr177 and Ser179 are
retained. We hypothesize that this conformation of ECL2
might correspond to an early activated state during ligand
binding. Similar transitions leading to signal transduction
across the intracellular domain have been described in other
GPCR models.26,48 From these observations, the importance
of Glu283 in stabilizing the receptor into a low-energy
conformation by tightly packing TMH3, TMH6, TMH7, and
ECL2 seems overwhelming. On the other hand, Glu283 has
also been identified as a hot-spot residue in the binding of
positively charged antagonists.36 To explore this further, we
mapped our model of this binding site using a charged sp3
nitrogen GRID probe. This produced a favorable energy
profile around Glu283, which supports the charge stabilization hypothesis (data not shown).
Near the above positively charged TM cavity, an inner
cavity can be identified comprising the polar and hydrophobic residues Tyr37 (TMH1), Thr82, Val83, Pro84, Trp86,
Tyr89 (TMH2), Leu104 (TMH3), and Thr284 and Met287
(TMH7). Among these residues, Thr82, Val83, and Pro84
resemble the typical TXP motif, which is highly conserved
within the CCR family. The role of this motif seems to be
to induce a strong deformation of the TMH2 helical axis,
which is kinked toward TMH1. It is known that the P84A
mutation causes a decreased binding affinity for chemokines
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Figure 5. Side-chain conformations in the TM binding site of the four calculated low-energy CCR5 conformations (model 1, top left;
model 2, top right; model 3, bottom left; model 4, bottom right).

and nearly abolishes the functional response of the receptor.49
In our model, this cavity is lined with the polar/hydrophobic
residues Try37, Thr82, Val83, and Pro84. Hence, any
mutation of Pro84 would dramatically alter the shape of this
cavity and thus explain the loss of affinity mentioned above.
Just below the inner cavity is an aromatic pocket formed
from the highly conserved residues Phe109, Phe112, and
Phe113 (TMH3), as well as Trp248 (TMH6). These residues
have been previously suggested50 to be part of an aromatic
cluster governing the mechanism of action in CCRs. Our
model suggests that this cluster might be activated by small
structural modifications to the hydrogen-bonding pattern
described above or by the binding of a small lipophilic
molecule, for example.
Analysis of Key SDM Residues. One challenging aspect
of the current work was building the extracellular regions
of CCR5 sufficiently well to model its interaction with the
natural chemokine ligands. For example, the role of the
N-terminal domain of CCR5 as a primary, perhaps nonspecific, binding site has been demonstrated previously for
several agonists, and mutating to alanine any of the key
residues Asp11, Tyr15, Glu18, Lys22, or Lys26 is known
to hamper or eliminate chemokine binding (especially
RANTES and MIP-1R).51-56 Significantly, in all of our lowenergy MD conformations, the charged or polar functional
groups of these residues are exposed to the solvent and are
involved in a hydrogen-bond network or π-cation interactions
(see Figure 6). It can be postulated that the above hydrogen-

bonding network is essential for maintaining this part of the
receptor in a stable structural motif and for substrate
recognition.
Other notable interactions are also observed in the modeled
ECLs, for example, the Asp95-Lys171 salt bridge and the
hydrogen bonds between His181, Lys191, and Gln186, as
well as those between Glu172, Tyr184, and Asn273. Because
the ECLs, especially ECL2, are important and specific
chemokine recognition sites, these residues are crucial for
characterizing the shape and potential of the extracellular
surface. In our models, the ECL residues seem to be arranged
in such a way to account for the available SDM evidence.
From the solvent accessibility data shown in Table 3, it can
be seen that some polar residues of ECL2, primarily Thr177
and Ser179, are completely buried in the entry channel of
the TM cavity. As discussed above, these residues form part
of an important hydrogen-bonding network. It therefore
seems reasonable to suppose that the binding of CCR5
antagonists within the TM domain could disrupt key ECL2
interactions and hence explain how some antagonists can
allosterically prevent chomokine binding, as in the case of
TAK779.
MD Trajectory Population Analysis. During the 3000
ps MD run, side-chain movements were monitored along the
trajectory and the time evolution of the positions of structurally essential residues was analyzed. First, we considered
the making and breaking of hydrogen bonds between those
residues buried within the R-helical bundle that define the
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Figure 6. ECL side-chain conformations in the four calculated low CCR5 energy conformations (model 1, top left; model 2, top right;
model 3, bottom left; model 4, bottom right).

positively charged TM binding site. From the hydrogen-bond
population occupancies listed in Table 4, it can be seen that
Glu283 is almost permanently trapped in polar interactions
with nearby residues. In our low-energy models, the two
Glu283 carboxy oxygens interact mainly with the TMH
channel hydroxyl groups of Thr177, Ser179, and Tyr251 but
also to a lesser extent with that of Tyr108. Tyr108 also binds
to the Glu283 backbone carbonyl and interacts with Tyr251
largely through edge-to-face or face-to-face π-stacking
arrangements (not shown). In agreement with the work of
Dragic et al.,36 this supports the evidence to suggest that
Tyr108, which is located just between the positively charged
binding site and the aromatic cluster identified above, is a
key residue for CCR5 receptor function.
A significant interaction is also seen between the indole
ring of Trp86 and the Asp95 backbone atoms. In the 3000
ps MD run, the triptophan NH group is hydrogen-bonded to
the aspartate carbonyl group for around half of the simulation
time. It might be postulated that this polar interaction is
needed to maintain the structural motif of the ECL2 and the
overall 3D shape of the antagonist binding site. Experimental
support for this hypothesis is given by the W86A mutant,
which is know to permit HIV-1 entry but is almost insensitive
to TAK779 inhibition.36 Hydrogen bonds also occur at the
CCR5 extracellular surface between the side chains of Asp11
and Lys26 and those of Glu18 and Lys22. These pairs of
residues are exposed to the solvent and are separated by the
Tyr15 phenoxy group, which also hydrogen-bonds Lys26

(see Figure 6). As discussed further below, these residues
might represent a first anchoring point for the endogenous
agonists.
Other putative chemokine binding sites can also be
identified around some charged or aromatic residues of the
extracellular loops. For example, the 3000 ps MD trajectory
shows that Asp95 and Lys171 form a permanent salt bridge,
which might eventually be disrupted once the mostly basic
chemokine epitope residues bind to the receptor. Similarly,
hydrogen-bonding interactions can be seen between His181
and Lys191 and between Glu172 and Tyr184. This polar
network might be essential for stabilizing the ECLs in their
bioactive conformation. Indeed, mutations here generally
disrupt chemokine binding,57 probably because of the
consequent misfolding of this part of the receptor surface.
Antagonist Docking. TAK779, synthesized by Takeda
(see Figure 7),58 is the first known antagonist with a specific
and high affinity for CCR5 (Ki ) 10 nm). It has been shown
that this molecule inhibits HIV-1 replication by blocking the
binding of viral gp120 to CCR5, thus preventing virus-cell
fusion. TAK779 also inhibits natural ligand binding. Binding
studies of TAK779 to CCR5 mutants have shown that it
binds within the CCR5 TM helices.36 Using QXP, we
successfully docked TAK779 into this TM binding site, as
shown in Figure 8. Significantly, TAK779 adopts an L-like
shape in the global minimum energy conformation and binds
to CCR5 largely through polar and hydrophobic interactions.
The lipohilic methylphenylbenzocycloheptenyl part of the
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Table 3. Average Solvent Accessibilitiesa (%) of the N-Terminal and ECL Residues
Nter

abs.b

rel.c

ECL1

abs.b

rel.c

ECL2

abs.b

rel.c

ECL3

abs.b

rel.c

Met1
Asp2
Tyr3
Gln4
Val5
Ser6
Ser7
Pro8
Ile9
Tyr10
Asp11
Ile12
Asn13
Tyr14
Tyr15
Thr16
Ser17
Glu18
Pro19
Cys20
Gln21
Lys22
Ile23
Asn24
Val25
Lys26
Gln27
Ile28
Ala29
Ala30
Arg31

140.13
73.37
5.06
133.68
145.88
13.22
7.17
68.29
112.02
25.63
35.49
59.79
81.28
85.27
72.37
99.19
100.45
41.18
89.46
13.45
72.80
70.92
7.13
11.03
11.52
26.30
32.10
123.79
45.46
0.00
1.59

72.20
52.25
2.40
74.93
96.33
11.35
6.13
50.18
63.98
12.05
25.25
34.13
56.45
40.08
34.00
71.20
86.25
23.93
65.70
10.00
40.78
35.30
4.05
7.68
7.60
13.13
17.98
70.70
42.10
0.00
0.65

Ala90
Ala91
Ala92
Gln93
Trp94
Asp95
Phe96
Gly97
Asn98
Thr99
Met100
Cys101
Gln102

0.00
32.90
18.66
0.00
95.77
32.44
38.28
30.78
65.93
132.23
75.88
0.00
19.93

0.00
30.50
17.30
0.00
38.40
23.13
19.20
38.43
45.80
94.95
39.08
0.00
11.15

Thr167
Arg168
Ser169
Gln170
Lys171
Glu172
Gly173
Leu174
Hid175
Tyr176
Thr177
Cys178
Ser179
Ser180
Hid181
Phe182
Pro183
Tyr184
Ser185
Gln186
Tyr187
Gln188
Phe189
Trp190
Lys191
Asn192
Phe193
Gln194
Thr195
Leu196
Lys197
Ile198

0.00
83.41
12.25
73.48
8.52
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.24
0.29
4.23
0.80
0.00
1.47
0.00
45.53
114.03
125.47
144.36
136.41
11.81
6.68
81.21
35.50
0.00
47.84
26.43
2.01

0.00
34.95
10.50
41.15
4.28
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.20
0.25
2.33
0.40
0.00
0.70
0.00
25.50
53.63
70.30
72.38
54.73
5.88
4.65
40.70
19.88
0.00
26.78
13.15
1.15

Gln261
Glu262
Phe263
Phe264
Gly265
Leu266
Asn267
Asn268
Cys269
Ser270
Ser271
Ser272
Asn273
Arg274
Leu275
Asp276
Gln277

15.44
2.70
114.75
138.4
14.42
68.15
89.54
52.92
6.32
24.31
64.51
16.98
0.00
1.78
73.68
94.39
60.27

8.65
1.58
57.55
69.40
18.00
38.15
62.23
36.75
4.73
20.85
55.4
14.58
0.00
0.75
41.25
67.23
33.78

a
Calculated by NACCESS61 using a probe radius of 1.4 Å. b Absolute solvent accessibility in Å2. c Relative solvent accessibility, calculated
relative to the accessibility of the corresponding residue when placed in an extended ALA-X-ALA tripeptide.

Figure 7. Chemical structure of TAK779.

ligand is deeply buried in the TM barrel and makes extensive
van der Waals contacts with Phe109, Phe112, Phe113
(TMH3), Ile198 (TMH5), and Trp248 (TMH6). The polar
ammonium and pyran ring groups of the ligand stabilize
binding through a salt bridge with the Glu283 carboxy group
and a charge-reinforced hydrogen bond with the Tyr37
hydroxyl group, respectively. As a consequence of this
binding mode, the TAK779 anilido benzene ring makes a
face-to-face aromatic stacking contact with the Tyr108
phenoxy group. These interactions all contribute favorably
to our calculated binding energy of -28.71 kcal/mol. A
similar binding mode was also achieved using the AUTOGROUP module of the GRID software (data not shown).
Agonist Docking. If identifying a consistent binding mode
is difficult for small ligands, a stronger effort has to be made
when docking macromolecules because of the complexity
of the protein-protein interaction process and the generally
greater approximations used in current algorithms. To help
avoid making false-positive predictions, we once again used
experimental evidence to guide the calculations. For example,
previous SDM binding studies using monoclonal antibodies

Figure 8. TAK779 (yellow) docked into the CCR5 TM binding
site (mauve ribbon). Key CCR5 residues (cyan) are annotated.

suggest that CCR5 interacts with chemokines through an
exposed extracellular structural motif comprising part of the
N-terminal domain and ECL2.59 In particular, it has been
shown for human CCR5 that the negatively charged hydrophobic residues Asp11, Glu18, and Asp95 are critical in
chemokine binding.52-53,60 For example, alanine scanning of
the amino-terminal domain shows that binding of RANTES
is completely blocked if Asp11 and Glu18 are mutated.51
Other charged residues such as Asp95 (ECL1), Arg168,
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Table 4. Hydrogen-Bond Population Occupancy (%) in the 3000 ps MD Simulation
Lys22
Hζ1
Asp11 Oδ1
Asp11 Oδ2
Tyr15 Oη
Glu18 Oδ1
Glu18 Oδ2
Tyr37 OH
Asp95 Oδ1
Asp95 Oδ2
Tyr108 Oη
Glu172 Oǫ1
Glu172 Oǫ1
Thr177 Ογ1
Ser179 Oγ
His181 Nǫ2
Tyr184 Oη
Tyr251 OH
Ser270 Oγ
Gln273 Oδ1
Gln283 Oǫ1
Gln283 Oǫ2
Thr284 Oγ1

Asp11 Oδ1
Asp11 Oδ2
Tyr15 Oη
Glu18 Oδ1
Glu18 Oδ2
Tyr37 OH
Asp95 Oδ1
Asp95 Oδ2
Tyr108 Oη
Glu172 Oǫ1
Glu172 Oǫ1
Thr177 Ογ1
Ser179 Oγ
His181 Nǫ2
Tyr184 Oη
Tyr251 OH
Ser270 Oγ
Gln273 Oδ1
Gln283 Oǫ1
Gln283 Oǫ2
Thr284 Oγ1

0.60
21.73
22.33

Hζ2

0.53
19.53
19.27

Lys26
Hζ3

0.80
23.87
23.60

Hζ1

Hζ2

Hζ3

20.67
5.33
17.20

18.33
17.13
24.07

32.53
3.47
14.73

Tyr37

Trp86

Tyr108

Hη

Hǫ1

Hη

5.07

Lys171
Hζ1

Hζ2

Hζ3

14.20
24.07

11.20
25.27

9.80
23.13

0.13
0.80
4.47
0.07

8.53
11.87

30.60

Thr177

Ser179

Tyr184

Hγ1

Hγ

Hη

Lys191
Hζ1

Hζ2

Hζ3

Tyr251

Ser270

Hη

Hγ

Gln273
Hδ1

Hδ2

Thr284
Hγ1

29.40
0.27

19.60

0.60
8.47

6.60

20.00
5.87
23.80

29.33

20.67

46.67
46.60

6.73

Lys171, and Lys191 (ECL2) are also implicated in chemokine binding. Indeed, Arg168 is important for binding all
agonists except RANTES. Further SDM results show that
chemokines also interact with CCR5 through the basic and
hydrophobic residues Phe12, Arg17, Arg44, and Lys45 (and
also Arg47 in the case of RANTES). Hence, we expected to
find that mapping the CCR5 and chemokine surfaces with
appropriate GRID probes would show complementary arrangements of MIFs in the binding orientation. Our PCA
score plots (Figure 4) tend to confirm that both electrostatic
and hydrophobic interactions are discriminating in these
interactions.
Although docking calculations cannot reproduce the
precise physical interaction between a receptor and its ligand,
we still expected to find macromolecular complexes which
exhibit at least some of the favorable interactions mentioned
above. Furthermore, because chemokines block HIV-1 entry
by antagonizing the binding of viral gp120 to CCR5, we
also expected to find binding modes in which the agonists
block a considerable region of the CCR5 extracellular
surface. Considering the many millions of orientations
enumerated and evaluated by GridHex, and bearing in mind
the inevitable inaccuracies in our models, it was thus pleasing

32.67
19.53

14.87
2.80

7.80
59.80
60.40

15.47
19.67

32.23
28.33

to find that docking solutions satisfying the above criteria
were found at the relatively low cluster rank (cluster 11) for
docking RANTES to receptor model 2 and at the somewhat
higher rank (cluster 73) for docking MIP-1β to receptor
model 4. This suggests that docking model-built protein
structures is indeed feasible if SDM information is available
to help eliminate false-positive dockings.
In these SDM-compatible binding modes, the buried
solvent-accessible interface areas were calculated to be
1850.7 and 1721.2 Å2 for RANTES and MIP-1β, respectively, indicating that the two proteins make extensive
contacts compared to similar known complexes (∼1100 Å2).
Given the high sequence similarity (70%) between RANTES
and MIP-1β, we expected to find similar calculated binding
modes. This was indeed the case, with both RANTES and
MIP-1β binding to CCR5 with their antiparallel β sheets
facing ECL1 and ECL2, and with their C-terminal R helices
fully exposed to the solvent, as shown in Figure 9. This figure
also illustrates how CCR5/RANTES binding is stabilized by
the salt bridges between Asp11 and Lys45, Asp95 and Arg47,
and Glu18 and Arg17. The interaction between the charged
nitrogen of Lys191 and the aromatic ring of Phe12 provides
additional π-cation stabilization. Similar interactions are seen
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with the chemokines, which can probably be explained by
its low exposure to the solvent. The previously reported
importance of this residue might then be more related to
structural rather than functional aspects. For example, it could
still be important in stabilizing the bioactive conformation
of ECL2 necessary for agonist binding.
CONCLUSIONS

A 3D model of the human CCR5 was homology-built from
the bovine rhodopsin X-ray structure. The resulting model,
consisting of the TMHs and all ECLs and ICLs, was
validated by MD conformational analysis, which showed it
to be consistent with the currently available SDM data. To
fully exploit this model, and to give further insights into the
molecular basis of the initiation and development of HIV-1
infection, we docked one antagonist and two agonists to four
low-energy CCR5 conformations using a novel docking
protocol. These docked complexes are also compatible with
the available SDM evidence and hence provide a consistent
structural model for agonist and antagonist binding. The
results of our combined modeling, dynamics, and docking
study provide new structural insights into CCR5/chemokine
interactions, which may be useful in the rational design of
HIV-1 entry blockers.
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Searching chemical databases for possible drug leads is often one of the main activities conducted during
the early stages of a drug development project. This article shows that spherical harmonic molecular shape
representations provide a powerful way to search and cluster small-molecule databases rapidly and accurately.
Our clustering results show that chemically meaningful clusters may be obtained using only low order
spherical harmonic expansions. Our database search results show that using low order spherical harmonic
shape-based correlation techniques could provide a practical and efficient way to search very large 3D
molecular databases, hence leading to a useful new approach for high throughput 3D virtual screening. The
approach described is currently being extended to allow the rapid search and comparison of arbitrary
combinations of molecular surface properties.
INTRODUCTION

One of the main activities conducted during the early
stages of a drug development project is to identify suitable
drug leads. This often involves searching large chemical
databases which may contain hundreds of thousands or even
millions of compounds. Hence there is an ongoing need to
develop more efficient and selective high throughput virtual
screening (HTVS) algorithms.1 Currently, the most commonly used techniques are based on binary bit-string
representations of molecular properties and topologies such
as Daylight, UNITY, and MACCS fingerprints.2-4 However,
by their nature, these representations have a tendency to find
close chemical analogues to the given query, which may not
be sufficiently novel to be worth pursuing in a drug
development program (e.g., due to possible patent issues).
On the other hand, a number of chemical databases exist
which contain several hundred thousand three-dimensional
(3D) molecular structures,5 and this wealth of structural
information could be better exploited by using improved
methods of searching for similar 3D structures and substructures. For example, it is well-known that the pharmacological
action of most drug molecules is governed by their interaction
with their biological targets via ligand-receptor binding.
Therefore, molecules that are globally similar in 3D space
should share similar druglike properties. This suggests that
using 3D comparison techniques should offer a better
“scaffold-hopping” route to finding novel or unexpected drug
leads.6,7 However, comparing 3D molecular shapes and
chemical properties is significantly more computationally
expensive than comparing bit-strings. Developing methods
for more efficient 3D comparison has recently become the
subject of intense research.8-18 Additionally, although typical
* Corresponding author e-mail: d.w.ritchie@abdn.ac.uk.
† University of Aberdeen.
‡ University of Portsmouth.

corporate databases only contain a small fraction of molecules for which 3D structures have been solved crystallographically, it is common practice to store 3D structures
generated from basic atom type and connectivity information
using programs such as CORINA.19 It is also now feasible
to calculate molecular properties for entire data sets using
semiempirical quantum mechanical techniques.6 Hence it
would be desirable to be able to search such data sets
efficiently using shape-based and, ultimately, property-based
queries as well.
There are many published techniques for superposing pairs
of molecules.1 Some simply maximize the volumetric overlap
of the atoms in each molecule, but this can be expensive if
calculated explicitly.20 Other methods use reduced representations of molecular volumes,21,22 surfaces,23-25 or electrostatic properties6,23,26 in order to reduce the amount of
computation. For example, if Gaussian functions are used
to represent atomic volumes, then the overlap between a pair
of Gaussians can be calculated analytically, and molecular
superpositions can be calculated in a matter of minutes.10,27,28
As an alternative to using an explicit atom representation,
Platt and Silverman used bipolar and quadrupolar components of molecular electrostatic fields to provide an efficient
method of transforming similar molecules into a common
frame.26 Silverman extended this approach by placing a Dirac
delta function at each atom center to calculate so-called steric
multipoles which could be used as descriptors in a CoMFA
analysis.29 Steric multipoles are also used in the ROCS
algorithm.10 In ROCS, each molecule is prealigned with its
inertial coordinate frame by diagonalizing a matrix of secondorder steric multipoles calculated from atom-centered Gaussians. By minimizing atomic Gaussian overlaps for each of
the four trial inertial starting orientations, ROCS is able to
calculate up to 1000 molecular superpositions per second
on a single processor.17
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In our Hex protein docking algorithm,30 high order 3D
spherical harmonic (SH) and Laguerre-Gaussian radial functions are used to give spherical polar Fourier (SPF) representations of macromolecular steric and electrostatic properties. Because such functions provide a complete orthonormal
basis set, an infinitely high order expansion captures exactly
the original properties. However, for practical purposes our
SPF expansions are truncated at some limiting 3D polynomial
order, typically N ) 25. By exploiting the special rotational
properties of the spherical harmonics,31 Hex can evaluate
millions of 3D overlap integrals per second in what is
essentially a six-dimensional Fourier correlation search.
However, because the translational part of a SPF correlation
is relatively expensive, calculating an accurate molecular
superposition using this approach takes several seconds on
a contemporary personal computer, which is rather slow for
HTVS purposes. Additionally, there are significant practical
differences between the requirements and goals of docking
and those of superposition calculations. For example, if one
assumes that a pair of similar molecules may be adequately
superposed and, perhaps, distinguished by colocating their
centers of mass and by performing a pure rotational correlation of their shapes, then to a good first approximation
each molecule may be represented very compactly using a
two-dimensional (2D) SH surface envelope. Of course, using
2D surface envelopes assumes that the true molecular surface
is starlike, or single-valued, with respect to radial rays
projecting outward from the selected origin. Fortunately,
however, this often holds to a very good approximation for
small globular molecules. Even when this is not the case, it
is nonetheless reasonable to suppose that similar molecules
should give very similar radial projections and, therefore,
that they should share very similar SH representations. This
premise underlies our proposed SH surface based approach
for 3D HTVS. It is worth noting that spherical harmonic
surface representations are increasingly being applied to a
broad range of object recognition and registration tasks in
areas spanning, e.g., medical imaging, cryoelectron microscopy, and computer graphics.32-35 Spherical harmonic surfaces have also been used recently to model protein-ligand
shape complementarity.11,36
In this article, it is shown that the SH molecular surface
envelopes contain sufficient information to superpose and
classify small molecules rapidly and accurately, and the
utility of using this approach to search molecular databases
using simple scoring functions derived from this representation is investigated. The approach is demonstrated using a
small database of 73 common drug molecules combined with
some 1100 randomly selected decoy molecules. Our results
show that using relatively low order SH correlations gives
high recall and precision at very low computational cost.
Calculations may be further accelerated with only a moderate
reduction in precision by using rotation-invariant (RI) scoring
functions and by comparing molecules in prealigned “canonical” orientations. The SH surface comparison approach
is also compared with conventional physicochemical (PC)
property clustering of both the drug data set and an additional
data set of 46 odor molecules. In both cases, our results show
that chemically meaningful clusters may be obtained using
only low order SH expansions. The approach described has
been implemented in a Java program called SpotLight.

ET AL.

METHODS

Shape Representation. SH molecular surface envelopes
are represented as radial distance expansions of the molecular
surface with respect to a given origin, usually the center of
mass
L

r(θ,φ) ) ∑

l

∑ almylm(θ,φ)

(1)

l)0 m)-l

where (θ,φ) are the usual spherical coordinates, ylm(θ,φ) are
real spherical harmonics, L is the order or highest polynomial
power of the expansion, and alm are the expansion coefficients
which are calculated as described previously.31 The leading
zero-order coefficient, a00, essentially defines an average
radius or “sea-level” for a molecule, and subsequent coefficients encode higher order local detail or “peaks and
troughs” relative to this sea level. The leading coefficient
normally has the largest magnitude, and subsequent coefficients distinguish molecules with similar sizes but different
shapes.
Because the SH basis functions transform among themselves under rotation, it can be shown that SH molecular
surfaces may be rotated by transforming only their expansion
coefficients
l

a′lm )

(l)

∑ Rmm (R,β,γ)alm
′

′

(2)

m′)-l

(l)
where (R,β,γ) are z-y-z Euler rotation angles and Rmm
′(R,β,γ)
are real rotation matrix elements which correspond to the
Wigner rotation matrix elements for the complex harmonics.37 Hence, having calculated a vector of expansion
coefficients just once, a molecular surface may be reconstructed in an arbitrary orientation by substituting rotated
expansion coefficients, a′lm, into eq 1. In practice, however,
reconstructing such surfaces is generally unnecessary because
pairs of surfaces may be compared using the expansion
coefficients directly. For example, if the rotation-dependent
distance, DROT, between a pair of SH envelopes, A and B, is
calculated as

DROT ) ∫(rA(θ,φ) - r′B(θ,φ))2 dΩ

(3)

then due to the orthogonality of the basis functions, and for
a given limiting expansion order L, this reduces to
L

DROT ) ∑

l

∑ a2lm + b′ 2lm - 2almb′lm

(4)

l)0 m)-l

Because the SH rotation matrices are also orthogonal, the
first two squared terms are rotationally invariant. Only the
final cross-term depends on the relative molecular orientations. This scoring function clearly has units of area, and a
zero-order distance score corresponds to the difference
between a pair of molecular sea level surface areas, for
example.
Rotationally Invariant Fingerprints. Molecular superpositions can be calculated relatively quickly by minimizing
eq 4. However, it is necessary to develop even faster
comparison techniques in order to search very large 3D
structural databases (e.g., >106 molecules) for HTVS. It is
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therefore natural to use the vector interpretation of SH
coefficients to construct RI fingerprints (RIFs). Noting that
expansion coefficients with the same value of l transform
among themselves under rotation, the RIF coefficients are
defined as

∑ a2lm 1/2

( )

(5)

( )

(6)

l

Al )

m)-l

and
L

AL )

∑A2l 1/2
l)0

By analogy to eq 4, the RIF distance score is written as
L

DRIF )

A2L

+

B2L

- 2∑AlBl

(7)

l)0

An even more efficient distance score based on RI magnitudes (RIMs) can be expressed as

DRIM ) A2L + B2L - 2ALBL

(8)

Data Set Selection. In order to test our approach, three
different groups of molecules were assembled, here called
Drug, Odor, and Random. The Drug data set was compiled
from the intersection of the RxList list of top 200 prescription
drugs of 200238 and the Chembank bioactive database39 to
give a list of 73 compounds covering several of the main
pharmacological drug classes, with several representative
structures from each class. The molecules in this data set
have molecular weights (MWs) ranging from 129 to 557 Da
and are listed in Table 1. The Random data set was
assembled from the NCI database40 by randomly selecting
1108 molecules with MWs within the above range but
excluding molecules containing any metal atoms in order to
provide a reasonably comparable set of decoys. Figure 1
shows the MW distributions of the Drug and Random data
sets. The Odor data set comes from Takane and Mitchell.41
The 3D structures of all compounds were calculated using
CORINA.19
Database Search Analysis. In principle, very high order
vectors of SH expansion coefficients could be used to identify
uniquely each molecule in a database. However, because the
first few expansion coefficients are the most significant, it
follows that using truncated expansions should give a good
compromise between time efficiency and precision/recall
behavior, thus facilitating searches over potentially very large
numbers of molecules within a database. In other words, it
seems reasonable to expect that the best matches for a given
query molecule should be retrieved rapidly using only a
relatively short SH coefficient query vector. Additionally,
performing a HTVS search involves scanning a database for
molecules which are similar but not identical to the given
query. Thus a further advantage of the SH representation is
that the expansion order, L, provides a convenient way to
control the level of resolution at which different molecules
may be compared.
In order to assess the utility of the above SH scoring
functions in a simulated HTVS search, a small subset (2%)

of the Drug plus Random database were defined as “hits”
with respect to an arbitrarily selected query molecule,
lorazepam (MW)321 Da). The hits were defined by their
similarity to lorazepam when calculated using near-infinite
L ) 15 SH expansions with 5° search steps, which is treated
as our “gold standard” similarity measure. A hit threshold
value of 2% was chosen in order to provide a reasonably
large and diverse set of molecules with which to conduct
the database tests. Receiver-Operator-Characteristic (ROC)
curves42 were then used to analyze the precision/recall
behavior of the scoring functions with respect to these
predefined hits using a range of expansion orders and search
step sizes. In the ROC terminology, our gold standard hits
are treated as “positives” while the remaining 98% constitute
“negatives”. In the following database query tests, a true
positive (TP) was assigned when the calculated hit list (i.e.,
the top 2%) includes one of the original positives, and a false
positive (FP) was assigned when the hit list includes one of
the original negatives. A true negative (TN) occurs when an
original negative appears outside the calculated hit list.
Similarly, a false negative (FN) occurs when an original
positive falls beyond the calculated hit list. ROC curves are
plotted here with the true positive rate (TPR) on the y-axis
against the false positive rate (FPR) on the x-axis, where
TPR and FPR are calculated as

TPR )

TP
TP + FN

(9)

FPR )

FP
FP + TN

(10)

RESULTS

Determining Optimal Search Parameters. The two most
significant factors that control the speed and accuracy of SH
comparisons are the Euler angle search step size and the order
of the expansion. To determine a good step size, pairwise
distances of lorazepam with the remaining molecules in the
Drug database were calculated. Figure 2 shows plots of SH
distance as a function of the rotational step, S, using a
moderately high expansion order of L ) 6. This figure shows
that the distance score is almost constant for search step sizes
up to 15°. Hence this value defines the maximum step size
which should be used for reliable rotational comparisons.
In order to find the lowest value of L which still gives
good superpositions for arbitrary shape comparisons, one
large and one small molecule from the Drug data set were
selected to act as representative query molecules against the
remaining set. Those two molecules were then compared
against the remainder of the Drug data set by calculating
pairwise distances for a range of expansion orders. The
curves in Figure 3 show that the distances between the query
molecules and each of the remaining database molecules
flatten to a near-constant value when L g 5. Because none
of the curves cross each other when L g 5, it can be
concluded that L ) 6 is sufficient to rank reliably all of the
database molecules in order of distance for both large and
small query molecules. Figure 3 shows that often L ) 3 is
sufficient to identify a small number of very good matches,
but that L ) 6 should be used to cover all cases. Figure 3
also shows the corresponding curves obtained for the RIF
and RIM scoring functions. In these curves, the RI scores
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Table 1. Pharmacological Classification of the 73 Molecules of the Drug Data Seta
name

class

World Drug Index keywords

minocycline
doxycycline
tetracycline
cefprozil
clindamycin
ibuprofen
aspirin
diclofenac
naproxen
codeine
carisoprodol
loratadine
cetirizine
promethazine
triamcinolone
methylprednisolone
budesonide
prednisone
clonazepam
gabapentin
phenytoin
topiramate
sertraline
fluoxetine
nortriptyline
amitriptyline
paroxetine
citalopram
bupropion
olanzapine
risperidone
lorazepam
buspirone
diazepam
temazepam
trazodone
cyclobenzaprine
zolpidem
fenofibrate
gemfibrozil
simvastatin
pravastatin
warfarin
nifedipine
diltiazem
verapamil
triamterene
spironolactone
hydrochlorothiazide
furosemide
valsartan
terazosin
captopril
fosinopril
doxazosin
bisoprolol
carvedilol
clonidine
atenolol
metoprolol
timolol
famotidine
ranitidine
lansoprazole

AB 1
AB 1
AB 1
AB 1
AB 1
AI 1
AI 1
AI 1
AI 1
AI 1
AI 1
AI 2
AI 2
AI 2
AI 3
AI 3
AI 3
AI 3
CN 1
CN 1
CN 1
CN 1
CN 2
CN 2
CN 2
CN 2
CN 2
CN 2
CN 2
CN 3
CN 3
CN 3
CN 3
CN 3
CN 3
CN 3
CN 3
CN 3
CV 1
CV 1
CV 1
CV 1
CV 2
CV 3
CV 3
CV 3
CV 4
CV 4
CV 4
CV 4
CV 5
CV 5
CV 5
CV 5
CV 5
CV 5
CV 5
CV 5
CV 6
CV 6
CV 6
GI 1
GI 1
GI 2

antibiotics
antibiotics
antibiotics
antibiotics
antibiotics
analgesics; antiinflammatories; antipyretics
analgesics; antiinflammatories; antipyretics; anticoagulants
analgesics; antiinflammatories; prostaglandin-antagonists
analgesics; antiinflammatories; prostaglandin-antagonists; antipyretics
analgesics; antitussives; narcotics
analgesics; relaxants
antihistamines-H1
antihistamines-H1
antihistamines-H1; sedatives
corticosteroids
corticosteroids
corticosteroids
corticosteroids
anticonvulsants
anticonvulsants
anticonvulsants
anticonvulsants
antidepressants; psychostimulants
antidepressants; psychostimulants
antidepressants; psychostimulants
antidepressants; psychostimulants
antidepressants; psychostimulants
antidepressants; psychostimulants
antidepressants; psychostimulants
psychosedatives; dopamine-antagonists; neuroleptics
psychosedatives; neuroleptics; antiserotonins; dopamine-antagonists
psychosedatives; tranquilizers
psychosedatives; tranquilizers
psychosedatives; tranquilizers
psychosedatives; tranquilizers; anticonvulsants
psychosedatives; tranquilizers; psychostimulants; antidepressants
psychosedatives; tranquilizers; relaxants
psychosedatives; tranquilizers; sedatives
antiarteriosclerotics
antiarteriosclerotics
antiarteriosclerotics; HMG-COA-reductase-inhibitors
antiarteriosclerotics; HMG-COA-reductase-inhibitors
anticoagulants
cardiants; calcium-antagonists
cardiants; calcium-antagonists
cardiants; calcium-antagonists; protein-kinase-C-inhibitors
diuretics
diuretics; aldosterone-antagonists
diuretics; carbonic-anhydrase-inhibitors; hypotensives
diuretics; protein-kinase-C-inhibitors
hypotensives
hypotensives
hypotensives; angiotensin-antagonists
hypotensives; angiotensin-antagonists
hypotensives; sympatholytics-alpha
hypotensives; sympatholytics-beta; antiarrhythmics
hypotensives; sympatholytics-beta; vasodilators
hypotensives; sympathomimetics-alpha
sympatholytics-beta
sympatholytics-beta
sympatholytics-beta
gastric-secretion-inhibitors; antihistamines-H2
gastric-secretion-inhibitors; antihistamines-H2; antiulcers
gastric-secretion-inhibitors; H-K-atpase-inhibitors

a
The two-letter classification codes (AB, AI, CN, CV, GI, and OT) are defined in Figure 7. The numeric identifiers define subclasses within
each main class.

are greater than the rotation-dependent scores indicating that
these are less sensitive scoring functions. However, in both
cases the distance functions flatten after L ) 3, and it can
be seen that RI comparisons with L g 3 are sufficient to

provide a reliable ordering of the database molecules with
respect to the query molecule. This suggests that RI
comparisons could provide a fast filter to distinguish different
molecular shapes rapidly.
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Figure 1. Molecular weight distributions of the Drug and Random
data sets.

Figure 2. Plots of rotation-dependent distance scores (eq 4) as a
function of the rotational search angular step size. Each curve
represents the calculated minimum distance between lorazepam
and one of the remaining 72 molecules in the Drug data set using
L ) 6.

Database Search. Because it is relatively time-consuming
to calculate high order comparisons, different rotational and
RI parameters were tested in order to explore the extent to
which the speed of queries on large databases can be
improved while still performing accurate searches. Figure 4
shows the resulting ROC curves obtained for a range of
expansion orders and search angles when searching the Drug
plus Random database using lorazepam as the query molecule. These results show that even low-resolution rotational
searches using L ) 2 and a 15° step size give high TPRs of
80-100% with correspondingly low FPRs of 7-13%,
respectively. With expansions between L ) 3 and L ) 6,
the results improve to 100% TPR with FPRs between 1%
and 3%. Retrieval times per match range from 34 ms (ms)
for L ) 3 to 1 s for L ) 6. Figure 4 also shows the
corresponding results for RI expansions from L ) 2 to L )
15. As expected, neither of the RI scoring functions is as
accurate as the rotational search. For example, the RIF score
recovers around 50% of TPs with a FPR of 9%, although
for a higher TPR of 92%, the corresponding FPR increases
to 28%. However, comparison times are considerably faster
at ∼10 ms/match. RIM scores are essentially independent
of the expansion order, being dominated by the L ) 0 term,
and are thus considerably less sensitive than RIF scores. For
the ROT and RIF scoring functions, it can be seen that using
expansion orders above L ) 6 give little or no improvement.
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It can therefore be concluded that scoring with L ) 6 gives
the best balance between efficiency and accuracy.
Although the RI functions may be calculated rapidly, they
are significantly less accurate than the more expensive
rotational correlation searches. Therefore, the notion of
comparing molecular shapes in standard, or canonicalized,
orientations was investigated as a way of retaining much of
the precision of the rotational L ) 6 comparisons while
avoiding the computational expense of a full rotational
search. Hence, each molecule in the Drug plus Random data
set was preoriented by rotating their L ) 6 expansions such
that the largest radial extent was aligned with the global
z-axis and by then applying a pure z-axis rotation to place
the maximal equatorial extent on the positive x-axis. This
procedure is similar to aligning the moments of inertia with
the principal axes,43 but using expansions with L > 2
eliminates any ambiguity with respect to 180° axis flips.
Figure 5 illustrates the canonical orientations of four benzodiazepines. Figure 6 shows the results obtained when
querying a database of canonicalized orientations with a
canonicalized query molecule in which all distances are
calculated using eq 4. This figure shows that canonical
comparisons are significantly more accurate than the RI
functions and are almost as accurate as full rotational
comparisons, giving TPRs of from 80% to 90% with FPRs
of only 10-30%. The calculation times for canonical
comparisons are essentially identical to those of the RI
functions (i.e., a few ms).
Clustering the Drug and Odor Data Sets. In order to
compare our SH surface comparison approach with other
traditional molecular similarity measures, cluster analysis of
both the Drug and Odor data sets was performed, and results
were compared with PC based clustering of the Drug data
set and with the vibrational frequency based clustering of
the Odor data set. The Drug data set was initially classified
into six broad pharmacological categories and up to seven
subgroups based on pharmacological mechanism of action
(Table 1) to give a total of 22 drug classes. However, it
should be noted that this classification is not unique because
many of these compounds have multiple modes of action
and are used for a variety of therapeutic purposes. Nonetheless, the classification in Table 1 does provide an indication
of pharmacological similarity against which the calculated
clusters may be compared. Takane and Mitchell originally
clustered the Odor data set into ten distinct groups using
eigenvalue (EVA) descriptors derived from vibrational
frequency calculations, and the same number of clusters was
used in the present study to facilitate comparison with the
SH results.
For the PC clustering, 11 molecular descriptors (including
polarizibility, radius of gyration, molecular weight, logP, etc.)
were calculated for the Drug data set using Cerius-2,44 and
these were autoscaled and clustered using Ward’s agglomerative clustering algorithm45 to produce a total of 22 clusters,
as shown in Figure 7. For the SH clustering, a shape-only
distance matrix for the same group of molecules using L )
6 expansions was calculated, and Ward’s algorithm was
applied directly to produce 22 clusters, which are also shown
in Figure 7. This figure shows that both clustering methods
often group similar classes of drugs into the same or similar
clusters. For example, both the PC and SH clustering
approaches group the antibiotics (AB) together, and both
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Figure 3. Plots of rotation-dependent distances (eq 4) between (A) lorazepam (left), and (B) bisoprolol (right), calculated for each of the
remaining 72 drug molecules as a function of the expansion order. C, D: the corresponding plots for the RIF scoring function (eq 7); E,
F: the corresponding plots for the RIM scoring function (eq 8).

approaches group many of the tranquilizer and antidepressant
drugs (central nervous system; CN) closely together. This
would suggest that classifying molecules using SH surfaces
is at least as good as traditional methods based on overall
molecular properties. Indeed, close comparison of the two
dendrograms suggests that the SH clustering tends to place
more of the pharmacologically related molecules into more
closely related groups than the PC clustering. For example,
the SH clustering places the gastrointestinal (GI) drugs in
the same group, whereas these drugs are distributed over
four distinct groups in the PC clustering. For the CN
compounds, one group contains the benzodiazepines clonazepam, lorazepam, and diazepam. The second main CN
group primarily contains compounds related to GPCR activity
such as the serotonin reuptake inhibitors amitryptiline,
nortryptiline, citalopram, fluoxetine, and paroxetine as well

as the serotonin receptor antagonist olanzapine. These
features of the cluster analysis are not conclusive but are
nevertheless encouraging.
As a final test of the SH approach, the Odor data set was
clustered into ten groups using SH shape descriptors to L )
6. Figure 8 shows the resulting SH clusters along with the
corresponding 3D superpositions. Both methods give broadly
similar groupings. However, the SH clustering nicely distinguishes the camphoraceous and bitter almond molecules
as two separate groups, whereas the earlier EVA clustering
study splits the camphors into two subgroups, one of which
includes one jasmine and two rose odors (see Table 3 of ref
41). The EVA clustering also splits the bitter almond odors
into three distinct groups, whereas the SH clustering correctly
assigns these molecules to two neighboring subgroups. The
SH clustering also locates all but one of the rose and jasmine
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Figure 4. ROC plots of database query results for lorazepam and the Drug plus Random data set. A: rotation-dependent scoring function
(eq 4); B: close-up view of (A); C: RIF scoring function (eq 7); D: RIM scoring function (eq 8).

Figure 5. Illustration of the canonical alignment of four benzodiazepine GABA receptor agonists: lorazepam, diazepam, temazepam, and
clonazepam. Left: the L ) 6 SH molecular surface and canonicalized orientation of lorazepam. Middle: the four canonicalized benzodiazepines
together. Right: the same orientations rotated by 90° about the z-axis.

odors in two closely related subgroups. Overall, Figure 8
shows a striking correspondence between the SH shape-based
classification and the corresponding molecular shape superpositions.
DISCUSSION

It has been shown that low-resolution SH expansions
provide a reliable and fast way to superpose and compare
molecular shapes. In order to accelerate further the scoring
calculation, the use of two simple RI scoring functions was
investigated. Our database search results show that although
the RIF and RIM scores are significantly faster to calculate,
they are considerably less precise than rotational searches.
Nonetheless, these scoring functions could still provide useful
initial filters when searching very large molecular databases.

Figure 6. ROC plots of rotation-dependent (ROT), rotationinvariant (RIF and RIM), and canonical (CAN) comparison results
using lorazepam to query the Drug plus Random data set.
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Figure 7. Dendrogram of the Drug data set using Ward’s agglomerative clustering algorithm to give 22 clusters. Left: conventional
chemical clustering using 11 autoscaled macroscopic PC descriptors. Right: L ) 6 SH surface shape clustering. Each drug is assigned a
two-letter code according to its main pharmacological type as follows: AB, antibiotic; AI, anti-inflammatory; CN, central nervous system;
CV, cardiovascular; GI, gastrointestinal; OT, other. Numeric identifiers define subclasses within each of the six main pharmacological
classes.

Funkhauser et al.32 and Kazhdan et al.46 successfully used
similar SH-based RI comparisons for the recognition and
classification of diverse computer graphics objects. However,
our results show that distinguishing and classifying broadly
similar shapes such as small ligand molecules require the
use of more sensitive orientation-dependent scoring functions.
Nonetheless, comparing molecules in precalculated canonical
orientations using the full rotation-dependent scoring function
was found to give very good sensitivity without sacrificing
computational efficiency. Indeed, the computational cost of
calculating canonical distance scores is essentially identical
to the cost of the RIF scoring function. One minor drawback
of using canonical comparisons is that each molecule’s SH
expansion must be preoriented with respect to the coordinate

axes, but this can be done just once when populating the
database.
The clustering results of both the Drug and Odor data sets
show that SH shape comparisons often give chemically
meaningful groupings. Our results for the Odor data set show
a striking correspondence between the SH-based classification and the corresponding molecular shape superpositions.
Indeed, SH shape clustering achieves comparable or better
clusters than previous work based on more computationally
expensive quantum mechanics-based vibrational frequency
analysis. The analysis of the Drug data set is also encouraging
in that, despite using only shape expansions, it is possible
to identify similar pharmacological groupings which appear
to be at least as good as those produced using traditional
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Figure 8. SH canonical surface shape clustering of the Odor data set. Left: the dendrogram obtained using L ) 6 with ten clusters. Right:
the corresponding 3D molecular superpositions.

physicochemical based analysis. Because SH shape comparisons are independent of the underlying covalent structures, this suggests that SH shape matching may provide a
useful way to formulate scaffold-hopping queries to find
novel drug leads.
Finally, it is worth noting that in addition to representing
molecular shape, the ParaSurf program of Lin and Clark47
uses SH expansions to represent other molecular surface
properties, including the molecular electrostatic potential,
local ionization energy and electron affinity (which are
related to local chemical reactivity), and the local polarizability. Indeed, any property that can be described by a
surface integral model,48 e.g. the local contribution to logP,
can in principle be represented using SH expansions.
Comparing SH property expansions as well as SH surfaces
might therefore provide a more specific and sensitive way
to formulate 3D scaffold-hopping database queries. We are
collaborating to develop ParaFit,49 a highly optimized C
program which implements very rapid SH search, superposition, and clustering of arbitrary combinations of the above
molecular surface properties, thus allowing for the first time

complex medicinal chemistry based searches to be applied
to large 3D data sets. As a simple example, ParaFit permits
searching for molecules with both a similar shape and similar
distributions of hydrophobic/hydrophilic regions: such searches
have until now been impossible using existing HTVS
techniques. Details and results of ParaSurf and ParaFit will
be presented in a subsequent publication.
CONCLUSIONS

It has been shown that the SH representation provides a
powerful way to represent and compare small molecules
rapidly and accurately. Our clustering results show that
chemically meaningful clusters may be obtained using low
order SH expansions. Our database search results show that
RI comparisons can provide a fairly crude but very fast initial
filter. High accuracy superpositions may be achieved using
relatively low order SH rotational correlations. Canonical
comparisons are nearly as accurate as full rotational searches
but have almost negligible computational cost. These results
indicate that SH shape-based correlation techniques could
provide a practical and efficient way to search rapidly very
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large 3D molecular databases. The approach described is
currently being extended to allow the rapid calculation and
comparison of arbitrary combinations of SH molecular
surface properties.
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HIV infection is initiated by fusion of the virus with the target cell through binding of the viral gp120
protein with the CD4 cell surface receptor protein and the CXCR4 or CCR5 co-receptors. There is currently
considerable interest in developing novel ligands that can modulate the conformations of these co-receptors
and, hence, ultimately block virus-cell fusion. This article describes a detailed comparison of the performance
of receptor-based and ligand-based virtual screening approaches to find CXCR4 and CCR5 antagonists that
could potentially serve as HIV entry inhibitors. Because no crystal structures for these proteins are available,
homology models of CXCR4 and CCR5 have been built, using bovine rhodopsin as the template. For ligandbased virtual screening, several shape-based and property-based molecular comparison approaches have
been compared, using high-affinity ligands as query molecules. These methods were compared by virtually
screening a library assembled by us, consisting of 602 known CXCR4 and CCR5 inhibitors and some 4700
similar presumed inactive molecules. For each receptor, the library was queried using known binders, and
the enrichment factors and diversity of the resulting virtual hit lists were analyzed. Overall, ligand-based
shape-matching searches yielded higher enrichments than receptor-based docking, especially for CXCR4.
The results obtained for CCR5 suggest the possibility that different active scaffolds bind in different ways
within the CCR5 pocket.
INTRODUCTION

Acquired Immune Deficiency Syndrome (AIDS) has
become a deadly global disease. According to the World
Health Organization, some 39 million people now have AIDS
and there were 4.3 million new cases in 2006.1-3 The
principal aetiological cause of AIDS is infection of host cells
by the human immunodeficiency virus (HIV). Current antiretroviral therapies (ARTs) against AIDS are generally based
on reverse transcriptase inhibitors and protease inhibitors.
Such therapies can control the spread of the virus and can
lead to improved quality of life in patients, but they cannot
eliminate the virus from the body and can have undesirable
side effects. Several investigators have recognized that one
very promising possible alternative approach would be to
develop novel therapeutics that can prevent the entry of HIV
type 1 (HIV-1) into its target cells and, hence, block the first
crucial step of the infection process.4-6 Following the
discovery that HIV infection is initiated by fusion of the virus
with the target cell through binding of the viral gp120 protein
with the CD4 receptor protein and its co-receptors CCR5
and CXCR4, there has been considerable interest in developing novel ligands that can modulate the co-receptor conformations and, hence, ultimately block virus-cell fusion.7-11
* Author to whom correspondence should be addressed. Tel.: +44 1224
272282. Fax: +44 1224 273422. E-mail: dritchie@csd.abdn.ac.uk.
† Grup d’Enginyeria Molecular, Institut Quı́mic de Sarriá (IQS), Universitat Ramon Llull.
‡ Department of Computing Science, King’s College, University of
Aberdeen.

Several different computational and experimental approaches are currently being used to identify active compounds against the CXCR4/CCR5 co-receptors.12-14 Generally, the objective of these approaches is to screen large
numbers of candidate drug compounds rapidly. Currently,
such computational approaches are often referred to as
“virtual screening.” Virtual screening has recently become
an approximate but useful alternative to laboratory-based
high-throughput screening methods for large libraries of
compounds. In virtual screening, compounds may be selected
and filtered by performing two-dimensional (2D) or threedimensional (3D) similarity searches, by applying diversity
analysis techniques, and by computational docking against
the target protein. Compounds may also be selected based
on their predicted physical properties (e.g., administration,
distribution, metabolism, excretion and toxicity, i.e., ADMET
considerations) and their synthetic accessibility. Virtual
screening methods may be classified as “structure-based
methods” (e.g., docking), which are used when the structure
of the receptor is known or can be modeled, and “ligandbased methods”, in which the screening process is based only
on the characterization of known active compounds (e.g.,
by constructing pharmacophoric models or by performing
quantitative structure-activitiy relationship (QSAR) studies).
For example, Afantitis et al.12 and Aher et al.13 recently
performed QSAR and virtual screening studies of CCR5
antagonists derived from 1-(3,3-diphenylpropyl)-piperidinyl
amides. These studies show that the key chemical and
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structural requirements for high-affinity binders can be
identified using ligand information such as one-dimensional
(1D) physicochemical properties, two-dimensional (2D)
topological descriptors, and three-dimensional (3D) properties
such as steric, electrostatic, hydrophobic, and hydrogen bond
acceptor/donor fields around a family of aligned molecules.
In principle, structure-based methods might be expected
to give better results than ligand-based approaches, because
they try to model the physics of protein-ligand interactions.
For example, Kellenberger et al.14 used a combination of
2D and 3D structure-based screening techniques to identify
10 CCR5 binders from a library of 1.6 million compounds.
However, in the final high-throughput docking stage, they
found that the two different docking algorithms that were
used produced very few common hits, and that only a handful
of these shared compatible poses. Thus, the results of
structure-based approaches can be seen to depend critically
on the quality of the protein structure and docking protocol
applied. In general, both ligand-based and structure-based
approaches inevitably have fundamental limitations. For
example, simply finding the best way to superpose related
ligands remains an open problem. Furthermore, in highthroughput structure-based approaches, it is generally impractical to include an explicit solvation model or to fully
cover the conformational spaces of each receptor-ligand
pair, because of the high computational cost of performing
molecular dynamics (MD) simulations for each putative
complex. Indeed, if the target protein must be model-built,
its initial 3D structure will very likely contain structural
errors. Nonetheless, despite such limitations, from a purely
utilitarian point of view, it is still possible to use, e.g.,
enrichment plots to compare objectively the relative abilities
of ligand-based and structure-based approaches to identify
known binders through retrospective virtual screening studies,
and to use the knowledge gained to predict rationally new
potential actives.
This article describes, for the first time, a thorough
comparison of the utility of ligand-based and docking-based
virtual screening approaches to find entry blockers for the
CCR5 and CXCR4 co-receptors, taking into account multiple
known families of active compounds for each target. To
achieve this, a database consisting of 602 compounds which
are known to be active inhibitors of CXCR4 and CCR5 was
assembled from the literature. This database consists of 13
families of CCR5 inhibitors and 5 families of CXCR4
inhibitors, including well-known ones such as TAK-779,
SCH-C and their derivatives for CCR5, and the bicyclam
series for CXCR4.11 A similar database of some 4700
presumed inactive compounds with 1D properties that are
comparable to those of the actives was also compiled to
provide decoys for the virtual screening protocols. These
datasets constitute a valuable resource for virtual screening
studies of the CXCR4 and CCR5 co-receptors. Because no
crystal structures of CCR5 and CXCR4 currently exist, 3D
models were built by homology from the nearest available
template structure, bovine rhodopsin.15,16 A variety of docking programs were used to perform structure-based screening
of the database to determine the best methodology for
identifying active CXCR4 and CCR5 antagonists. Several
ligand-based shape-matching algorithms were also compared,
primarily using AMD3100 and TAK779 as query compounds
for the CXCR4 and CCR5 co-receptors, respectively, because
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Figure 1. Topology of rhodopsin-like G protein coupled receptors.
The three extracellular loops are labeled E1, E2, and E3, and the
three intracellular loops are labeled I1, I2, and I3.

considerable experimental data and theoretical predictions
are available for these ligands.17-21 Our results show that
CXCR4/CCR5 receptor-based and ligand-based approaches
can be used to discriminate actives from inactives in a
retrospective virtual analysis. We believe that these approaches can now be used in prospective virtual analysis to
select candidates for the rational design of HIV-1 entry
blockers.
METHODS

Construction of CXCR4 and CCR5 Models for Docking. CXCR4 and CCR5 models were built using bovine
rhodopsin (PDB code 1HZX) as a template.15 This 2.8 Å
resolution X-ray structure consists of a transmembrane (TM)
domain of seven R helices connected by three extracellular
loops (ELs) and three intracellular loops (ILs), as illustrated
schematically in Figure 1. Bovine rhodopsin is the first solved
structure of the G protein-coupled receptor (GPCR) family,
and it has been used as a template for modeling many other
GPCR drug targets. Generally, GPCR homology modeling
starts with the assumption that all GPCR family members
share a common topology to bovine rhodopsin, even when
the sequence identity is as low as 20%,16 as is the case for
CXCR4 or CCR5. Thus, as a first step, the TM segments
for both proteins were predicted using HMMTOP,22 TMHMM,23 MEMSAT,24 and DAS.24 The results were compared
to the 3D model proposed by Gerlach et al.25 for CXCR4
(SwissProt accession number P30991) and the model constructed by Paterlini et al.26 for CCR5 (SwissProt accession
number P51681). We selected the same definition of TM
segments as Gerlach et al. for CXCR4 (i.e., TM1, 39-64;
TM2, 75-98; TM3, 109-135; TM4, 152-174; TM5, 196223; TM6, 236-265; TM7, 279-308) and one very similar
to that of Paterlini et al. for CCR5 (i.e., TM1, 34-56; TM2,
69-89; TM3, 101-130; TM4, 142-163; TM5, 191-216;
TM6, 230-259; TM7, 277-312), which differs only by one
residue in the definition of TM2. The TM segments were
aligned with those of the template using the BLOSUM62
and GONNET matrices in MODELLER 627 without allowing
gaps in the helices and by requiring all highly conserved
family A GPCR residues to be aligned. The loop sequences
were aligned separately in MOE,28 using the DAYHOFF
matrix with a gap-open penalty of 3.0 and a gap-extension
penalty of 1.0. The sequence identity is 21% between
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Figure 2. Pairwise sequence alignments of bovine rhodopsin and the CXCR4 and CCR5 co-receptors. Panel a shows bovine rhodopsin (1)
and human CXCR4 (2), yielding 21% sequence identity; panel b shows bovine rhodopsin (1) and human CCR5 (2), yielding 20% sequence
identity.

CXCR4 and bovine rhodopsin, and 20% in the case of CCR5.
It is worth mentioning that the alignments matched the
conserved cysteines Cys110 and Cys187 of bovine rhodopsin
with Cys109 and Cys186 of CXCR4 and with Cys101 and
Cys178 of CCR5. This highly conserved disulfide bond
appears in all GPCRs and is structurally important in forming
the EL2 conformations.29 Figure 2 shows the final alignments
between bovine rhodopsin and CXCR4 and CCR5.
The 3D structures of CXCR4 and CCR5 were built using
MODELLER. The disulfide bonds Cys109-Cys186 of CXCR4 and Cys101-Cys178 of CCR5 were modeled from the
coordinates of the equivalent disulfide bond in bovine
rhodopsin. However, MODELLER did not automatically
identify the second disulfide bond of both CXCR4 (Cys28Cys274) and CCR5 (Cys20-Cys269); therefore, these regions
were modeled ab initio. Forty different models with rootmean-square (rms) deviations of up to (4 Å were generated
from different randomized initial coordinates and were
optimized. The model with the lowest target function was
then selected and refined by simulated annealing. For brevity,
these CXCR4 and CCR5 structures will subsequently be
called “NO-loops” models.
Loops were modeled first by homology modeling with
bovine rhodopsin, starting from the DAYHOFF alignment.
The intermediate loop regions corresponding to segments I1
(65-74), E1 (99-108), I2 (136-151), I3 (224-235), E3
(264-281) for CXCR4, and I1 (217-229), E1 (260-276),
I2 (131-141), I3 (56-68), E3 (90-100) for CCR5 were
then modeled ab initio with MODELLER.30 EL2 was initially
modeled entirely by homology, because it is a generally

conserved motif in GPCR family A.29 One hundred structures
were generated and the one with the lowest objective function
was selected and refined by simulated annealing. For brevity,
the structures built using this loop-modeling approach will
be called “MODELLER-loops” models. Visual inspection
and preliminary docking calculations of these models showed
that EL2 was not sufficiently open to allow ligand binding.
Hence, all loops including EL2 (i.e., residues 175-195 and
165-195 for CXCR4 and CCR5, respectively) were remodelled ab initio by conformational search with CONGEN,31
using a direct conformational search with disulfide bond
constraints and real space renormalization.32-36 To open the
loops, the conformation with the highest rms deviation from
the starting one was selected in each case. The loops were
then energy-minimized using steepest descent, conjugate
gradient, and truncated Newton optimization consecutively,
with a maximum number of iterations of 100, 100, and 200,
respectively, and a convergence gradient of 1000, 100, and
0.01, respectively. The CXCR4 and CCR5 structures built
using this loop-modeling approach will subsequently be
called “CONGEN-loops” models. The structural quality of
the final models was checked using PROCHECK.37 This
shows that 93.5% of CXCR4 residues and 97.5% of CCR5
residues fall within favored or allowed regions of the
Ramachandran map (CXCR4: 64% favored, 29.3% allowed;
CCR5: 71.2% favored, 26.3% allowed). Side chain χ1 and
χ2 torsion angles were found in their most favorable regions
without stereochemical conflicts. These statistics are consistent with other homology models of these receptors.26,38
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Figure 3. Chemical structures of (a) AMD3100 and (b) TAK779.

Regarding charge assignments for polar residues, a working pH of 7 was assumed. At this pH, and without
experimental evidence of protonation of acidic residues or
deprotonation of basic ones, all Asp, Glu, Arg, and Lys
residues were considered charged. His residues, having a pKa
of 6.6, were considered neutral. Polar hydrogens were added
to each protein, and their positions were relaxed using the
AMBER force field in MOE with Amber9939 partial charges.
Receptor Binding-Site and Binding-Mode Analyses. It
is reasonable to assume that if a good 3D model of a receptor
can be built, then an automatic docking protocol should be
able to locate a high affinity ligand within the binding site
correctly. Hence, to validate our receptor models, blind
docking was initially performed with AUTODOCK.40 Ligand
binding within the site-directed mutagenesis (SDM) defined
binding pocket was subsequently analyzed in detail using
AUTODOCK and GOLD.41 AMD3100 and TAK779 inhibitor structures were built, assigned Gasteiger partial charges,42
and minimized in MOE with the MMFF94 force field.
AMD3100 was docked against CXCR4, and TAK779 against
CCR5, respectively. The structures of these ligands are
shown in Figure 3. The results obtained were assessed using
knowledge of the SDM data. For example, mutagenic
substitutions of 16 CXCR4 amino acids located in TM
helices TM3, TM4, TM5, TM6, and TM7 have identified
three acidic residuessAsp171, Asp262, and Glu288sas the
main interaction points for AMD3100 binding.25,43-49 Two
of these residues (Asp262 of TM6 and Glu288 of TM7) are
in one extreme, whereas the third (Asp171 in TM4) is in
the opposite extreme of the ligand binding pocket. Similarly,
mutagenic substitutions in CCR5 have implicated Glu283,
Trp86, Tyr37, Tyr108, Leu33, Val83, Ala90, and Gly286
(located within TM helices TM1, TM2, TM3, and TM7) as
comprising the binding site for the TAK779, AD101, and
SCH-C ligands. These results also suggest that Glu283 acts
as a counterion for the positively charged N atom common
to the TAK779, AD101, and the SCH-C ligands.50-53
For the AUTODOCK blind docking experiment, a 181 ×
181 × 181 grid with a grid spacing of 0.375 Å was used,
centered on the SDM-defined ligand binding site. This grid
enclosed the entire protein structure, with the ligand initially
placed far from the protein, to avoid excluding the possibility
of finding other binding sites. A smaller (61 × 61 × 61)
grid was used for the subsequent binding mode analysis
calculations. In each case, 100 independent Lamarckian
genetic algorithm (LGA) runs were performed and pseudoSolis and Wets minimization methods were applied using
default parameters. Each docking run was repeated five
times.

Table 1. Families of CXCR4 and CCR5 Inhibitors Compiled in the
Current Study
family

number of
compounds

CXCR4 Inhibitors
tetrahydroquinolinamines
123
KRH derivatives
23
macrocycles
4
AMD derivatives
94
cyclic peptides
2
other
2
total
248
CCR5 Inhibitors
SCH derivatives
120
diketopiperazines
9
anilide piperidine N-oxides
22
AMD derivatives
3
4-piperidines
10
4-aminopiperidine or tropanes
26
1,3,4-trisubstituted
9
pyrrolidinepiperidines
phenylcyclohexilamines
9
TAK derivatives
66
1-phenyl-1,3-propanodiamines
57
1,3,5-trisubstituted pentacyclics
10
N,N′-diphenylureas
4
5-oxopyrrolidine-3-carboxamides
5
other
4
total
354

references
11, 54-58
11, 59-62
63
11, 63-68
69
70

71-73
74-78
79
68
80, 81
80, 82, 83
84
85-90
91, 92
93-95
96
97
98
99

For the GOLD binding mode docking runs, the ligand
binding site was limited to all protein atoms within 20 Å
from the centroid of the SDM-defined binding residues. The
GOLD cavity-detection algorithm was used to confine the
calculation to concave regions in the vicinity of the binding
site. GOLD uses a genetic algorithm (GA) to explore the
possible binding modes. As with AUTODOCK, 100 docking
runs per experiment were performed, with each run consisting
of a maximum of 100 000 GA operations. All other GA
parameters used default values. Cutoff distances of 2.5 Å
for hydrogen bonds and 4.0 Å for nonbonded contacts were
set.
Virtual Screening Data Preparation. We compiled a
large set of 248 CXCR4 and 354 CCR5 antagonist inhibitors
from the literature, which mainly consists of 5 representative
families of CXCR4 inhibitors and 13 representative families
of CCR5 inhibitors, as listed in Table 1. In the compiled
dataset, 94% of the molecules have activity values of <0.1
µM against CXCR4 or CCR5. The remaining 6% have
activities in the range of 0.1-1 µM (4%), 1-10 µM (1%),
and 10-100 µM (1%). Figure 4 shows some representative
members of each family.
To avoid potential bias of the virtual screening results due
to large differences in basic properties (molecular weight,
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Figure 4. Representative structures of (a) 5 families of CXCR4 inhibitors, and (b) 13 families of CCR5 inhibitors.
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Table 2. Summary of the 1D Physicochemical Properties of Active and Inactive Molecules in the Screening Databasea

molecule

molecular
weight

number of
rotatable single
bonds, b_1rotN

number of
hydrogen-bond
acceptor atoms, a_acc

number of
hydrogen-bond
donor atoms, a_don

number of
hydrophopic
atoms, ahyd

octanol-water
partition coefficient,
SlogP

248 CXCR4 actives
354 CCR5 actives
4696 inactives

507.3 (74.4)
559.6 (86.8)
497.4 (45.6)

9.2 (4.9)
12.9 (4.1)
6.2 (2.4)

4.9 (1.1)
4.7 (1.6)
3.6 (1.6)

1.7 (1.3)
0.9 (0.8)
0.9 (1.0)

27.6 (4.2)
28.9 (4.2)
21.8 (4.1)

4.3 (3.0)
5.7 (1.4)
5.5 (1.9)

a

The average value is given in normal font, and the standard deviation is given in parentheses.

etc.), it is important to work with focused screening libraries.100 Hence, a set of 4696 presumed inactive compounds
was assembled from the Maybridge Screening Collection
database101 in such a way that several 1D properties were
similar to those of the active compounds (molecular weight,
number of rotatable single bonds, number of hydrogen-bond
acceptor atoms, number of hydrogen-bond donor atoms,
octanol-water partition coefficient, and number of hydrophobic atoms). Table 2 shows that the average and standard
deviations of these properties calculated by MOE28 are quite
similar for the active and inactive pools. The 3D structures
of all ligands also were built using MOE. The structures were
protonated at physiological pH (i.e., pH 7), Gasteiger partial
charges were assigned, and the geometry was optimized
using the MMFF94 force field. The ligands were then
approximately located into their respective receptor binding
pockets with the MOE FlexAlign module,102 using the
docked TAK779 and AMD3100 conformations as superposition templates for CCR5 and CXCR4, respectively.
Docking-Based Virtual Screening. Docking-based screening against CXCR4 and CCR5 was performed using AUTODOCK 3.0,40 GOLD 3.0.1,41 FRED 2.2.1,103 and HEX
4.8.104,105 In AUTODOCK, 10 independent LGA runs were
performed, using the same protocol as that applied in the
binding mode analysis described previously. The Docked
Energy scoring function was used to rank the ligand
databases. In GOLD, 10 independent GA runs were performed, also using the same protocol as that applied in the
binding mode analysis calculations, but allowing early
termination when the top three docking solutions for each
ligand were within 1.5 Å of each other. Protein hydrogen
bond constraints with a weighting factor of 10 were specified
to obtain binding modes that involved key SDM-defined
binding residues. In the case of CXCR4, the ligands were
constrained to form a hydrogen bond to one of the Glu288,
Asp171, or Asp262 carbonyl oxygens. The GoldScore and
ChemScore scoring functions were then used to rank the
ligand databases. A consensus “Rank-by-Rank”106 score was
also calculated by determining the final rank of every
compound in the database as the average rank of the
AUTODOCK and the two GOLD scoring functions. In
FRED, exhaustive rigid body optimization, pose ranking, and
force field refinement were performed using default parameters. The search space was specified using a shape-based
site detection algorithm and the position of a given bound
ligand (docked AMD3100 and TAK779 for CXCR4 and
CCR5, respectively). Because all the ligands in our database
had already been flexibly aligned by MOE to the docked
AMD3100 and TAK779 conformations, their conformations
were suitable to be rigidly docked with FRED. Multiple
FRED scoring functions were calculated (PLP, Chemgauss3,
Shapegauss, OEChemScore, ScreenScore and ChemScore).
A consensus scoring hit list was also calculated over all the

selected scoring functions. In HEX, docking was performed
using a six-dimensional shape-only superposition correlation
search with a translational distance range of 10 Å from the
SDM-defined active site center.
Shape-Matching-Based Virtual Screening. Ligand-based
virtual screening was performed using PARASHIFT 06,104,107
ROCS 2.2,108 and HEX 4.8104,105 by superposing each of the
database compounds onto a given query molecule (i.e., the
docked TAK779 and AMD3100 conformations for CCR5
and CXCR4, respectively). PARASHIFT uses two software
modules: PARASURF and PARAFIT. PARASURF107 was
used to calculate, from semiempirical quantum mechanics
theory, the molecular shape and electronic properties of all
ligands and to encode these properties as spherical harmonic
(SH) expansions. PARAFIT104 was then used to superpose
every database compound onto the query by exploiting the
special rotational properties of the SH expansions. These
superpositions used the SH shape Tanimoto as the objective
function, which was also used to rank the ligand database.
Similarly, HEX 3D shape Tanimoto scores were calculated
by maximizing the 3D density overlap between pairs of colocated molecules using default HEX search parameters.
PARASHIFT and HEX superpositions were performed
using the conformation computed by the MOE FlexAlign
option for each database compound. However, ROCS shapematching calculations were performed using different conformers to study the influence of different query and database
compound conformations. OMEGA109 was used to calculate
10 further conformations of each query molecule, starting
from the docked conformations, as well as 10 different
conformations of every compound in the ligand database.
Superposition of atom-centered Gaussian functions108 was
then performed with ROCS to compute shape-based overlays
of all conformers of every compound in the database using
AMD3100 and TAK779 as query molecules in one or more
conformations. Database molecules were then ranked according to their shape Tanimoto scores for each query
molecule. ROCS was also used in “color optimization” mode
to maximize both the shape and chemical property overlays
obtained by aligning fragments with similar chemical properties (e.g., proton donor/acceptor, cationic/anionic, and hydrophobicity/aromaticity).
Enrichment Factors. Following the docking and shapematching calculations, all compounds were sorted into ranked
lists based upon their docking and shape-matching scores.
These lists were then used to plot the percentage of known
actives found versus the percentage of the ranked database
screened and to calculate the enrichment factor (EF) at 1%,
5%, and 10% of the screened database. The EF measures
the number of known ligands in the top-ranked list, relative
to a random selection. Thus, for a library built with the
Nsampled top compounds of the ranked library, the EF is
defined as
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where Hitssampled correspond to the number of active compounds in the subset (Nsampled), and Hitstotal represents the
total number of actives in the entire database (Ntotal). It can
be observed that the EF has a fixed maximum at any given
percentage of the database screened, given by Ntotal/Hitstotal.
At 1%, the maximum is 100, at 2% the maximum is 50, and
at 10% screened the maximum obtainable enrichment is 10.
An EF of 1 corresponds to a random distribution of active
molecules in the ranked database.
Some authors have previously noted the importance of the
ability to identify diverse chemotypes as a measure of
algorithm robustness.110 In other words, a virtual screening
procedure that can retrieve a high number of representative
compounds of each scaffold within the first percentages of
the database is more desirable than a procedure that gives a
high EF obtained by identifying multiple compounds from
the same chemical series. Hence, the ability of docking and
shape-matching techniques to retrieve a diverse scaffold pool
that might facilitate lead structure identification was also
assessed. For this purpose, plots were made to determine
how many compounds must be screened before at least one
member of each active scaffold class is identified.
RESULTS

CXCR4 Binding Site and Binding Mode Analysis. In
the blind docking of AMD3100 against CXCR4, AUTODOCK was able to recognize the SDM-defined binding
site around Asp171, Asp262, and Glu288 for all repetitions
using the NO-loops model, none for the MODELLER-loops
model, and three out of five repetitions for the CONGENloops model. These results are shown in Figure 5. Visual
inspection of this figure suggests that the CXCR4 NO-loops
model allows all ligand conformations clash-free access to
the binding site, whereas the MODELLER-loops model
hinders ligand binding, because of the closed conformation
of EL2. However, the more-open EL2 conformation in the
CONGEN-loops model is able to accommodate ligand access
to the cavity. To quantify these differences systematically,
for each docking run, the closest distances from the carboxylic oxygens of the three key binding residues Asp171,
Asp262, and Glu288 and any of the eight AMD3100
nitrogens were recorded. Table 3 shows these distances,
along with the corresponding AUTODOCK binding energy
and the experimentally determined ∆G value.
Considering the AMD3100 binding mode calculations,
both AUTODOCK and GOLD were able to find satisfactory
binding modes within the SDM-defined cavity. Visual
inspection of the resulting poses and consideration of the
key interatomic distances listed in Table 3 show that the
expected ligand-receptor binding interactions are indeed
present in the docked complexes. Hence, our results generally
agree with previous computational studies. For example,
Schwartz et al.49 and Sadler et al.111 (using AMD3100-Zn2)
found a “sandwich” conformation in which two nitrogens
of one cyclam ring interact with the two carboxyl oxygens
of Asp171 (TM4), and where one face of the other cyclam
ring interacts with the two carboxyl oxygens of Asp262
(TM6) and the opposite face interacts similarly with Glu288

(TM7). In the present study, AMD3100 is not complexed
with a metal, so our results are more comparable to those of
Schwartz et al.25 and Trent et al.112 Schwartz et al.25 found
a docked conformation in which two nitrogens of one cyclam
ring interact with the two carboxylic oxygens of Asp171 and
two nitrogens of the other cyclam ring interact with the two
carboxylic oxygens of Asp262. Trent et al.112 found a docked
conformation in which two nitrogens of one cyclam ring
interact with the two carboxylic oxygens of Asp262, and
two nitrogens of the other cyclam ring interact with the two
carboxylic oxygens of Glu288. As before, to analyze the
calculated binding modes in more detail, distances were
measured between the Asp171, Asp262, and Glu288 carboxylic oxygens and all of the eight AMD3100 nitrogens
for the nearest and lowest energy conformations found by
AUTODOCK for each of the NO-loops, MODELLER-loops,
and CONGEN-loops models. In the latter case, distances
were also measured for the conformations obtained using
GoldScore. The distances in Tables 4-6 indicate that our
binding mode is most similar to that of Trent et al.,112 because
the distances between two nitrogens of one cyclam ring with
the two carboxylic oxygens of Asp262 and two nitrogens of
the other cyclam ring with the two carboxylic oxygens of
Glu288 are shorter than the distances between two nitrogens
of one cyclam ring with the two carboxylic oxygens of
Asp171. Figure 6 shows the corresponding binding conformation. Furthermore, the CONGEN-loops model gives better
results than MODELLER-loops, because EL2 does not cause
steric clashes in this case. This suggests that the aforementioned blind docking and binding site docking analyses have
validated our CXCR4 model, and that, therefore, its use
would be suitable in structure-based virtual screening.
CCR5 Binding Site and Binding Mode Analysis. As
with CXCR4, blind docking was performed with the CCR5
NO-loops, MODELLER-loops, and CONGEN-loops models,
this time using TAK779 as the high-affinity probe ligand.
Previous SDM results show that the substitution of Glu283,
Trp86, Tyr37, Tyr108, Leu33, Arg31, Ile198, and Thr82
residues by alanine causes the greatest inhibition of antiviral
activity of TAK779.26 In this case, AUTODOCK was also
able to recognize the supposed binding site within the cavity
formed by these key SDM residues for all the repetitions
with the NO-loops model, none for the MODELLER-loops
model, and three out of five repetitions with the CONGENloops model. Figure 7 summarizes these results. As with
CXCR4, it can be observed that the CCR5 NO-loops and
CONGEN-loops structures allow several conformations
inside the binding site, whereas the closed conformation of
EL2 in the MODELLER-loops model sterically prohibits
ligand entry to the binding site. Table 7 lists the key polar
and hydrophobic interatomic distances between TAK779 and
the key SDM residues, calculated using HBPLUS,113 along
with the AUTODOCK docking energy and experimental ∆G
value for this complex.
Analysis of the TAK779 docking binding mode results
shows that AUTODOCK was able to recognize the main
binding interactions, according to the SDM data. As in the
blind docking case, distances were measured between key
SDM residues and TAK779 (the nearest conformations and
lowest energy conformations found by AUTODOCK) for
the three CCR5 receptor models. These results are shown in
Tables 8 and 9. Overall, the low distances found between
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Figure 5. Blind docking results for AMD3100-CXCR4 obtained using AUTODOCK. The starting conformation is shown as black sticks,
and the resulting best 100 docked conformations are shown as colored sticks. Key receptor binding site residues are shown as balls and
sticks: (a) NO-loops model (many conformations are found within the binding pocket); (b) MODELLER-loops model (closed-loop
conformation) (no ligand conformations are found in the binding pocket due to the steric clashes with EL2); and (c) CONGEN-loops model
(open-loop conformation; the lowest energy docked conformation, shown as a red ball and stick structure, is found within the binding
pocket).

Glu238 and the TAK779 ammonium nitrogen agree with the
SDM data,51,72,114,115 although short distances are also found
between Glu283 and TAK779 peptide nitrogen for the lowest
energy conformations. In addition, the hydrophobic interactions of TAK779 with Trp86, Tyr37, Tyr108, and Leu33
are more favored than those of TAK779 with Arg31, Ile198,
and Thr82 residues. This agrees well with the SDM data,
which shows that alanine substitutions of Trp86, Tyr37,
Tyr108, and Leu33 strongly inhibit the antiviral activity of
TAK779, whereas mutations of Arg31, Ile198, and Thr82
only moderately inhibit TAK779 antiviral activity.26 As in
the CXCR4 case, the CCR5 CONGEN-loops model gives
better results than the MODELLER-loops model. Therefore,
our results seem to agree with the earlier computational
studies of Dragic et al.,52 Seibert et al.,50 Zhou et al.,51
Paterlini et al.,26 and Fano et al.116 All of these studies
indicate (a) the importance of the interaction between Glu283
and the TAK779 ammonium nitrogen due to the absence of
other nearby positively charged counterions; (b) the main
hydrophobic interactions existing with Tyr37, Tyr108, Leu33,
and Ile198; and (c) the influence of EL2, with respect to
ligand binding. Specifically, our binding mode conformation
that is shown in Figure 8 is oriented in a manner similar to
that of Paterlini et al.,26 with the TAK779 benzyl pyran
ammonium group interacting with helices TM1, TM2, and
TM7, with a near contact between ammonium nitrogen of
TAK779 and Glu283, and with a hydrophobic interaction
with Tyr37. Like the model of Paterlini et al., the methylphenylbenzocycloheptenyl moiety is also buried in the TM
barrel and has hydrophobic interactions with Tyr108 and
Ile198. These observations support the validity of our CCR5
model and therefore suggest its suitability for its use in
structure-based virtual screening.
It is worth mentioning that, using MD, it is possible to
refine the CXCR4 and CCR5 docking poses to obtain ligand
conformations more similar to the key SDM residues.26,38,116-119

For example, applying 200 ps of AMBER MD to our
docking poses, using the protocol described in Orozco et
al.,120 gives ligand conformations with an average distance
of 2 Å closer to the key binding residues. However,
performing MD on every ligand in a database as large as
ours would currently require a supercomputer.
Docking Enrichments. To analyze the ability of our
receptor model structures to discriminate active compounds
from decoys, enrichment curves were calculated using
AUTODOCK docking energies and FRED PLP, Chemgauss3, Shapegauss, OEChemScore, ScreenScore, ChemScore, and Consensus scoring functions for CXCR4 and
CCR5. In addition, enrichment curves were also calculated
using the GOLD GoldScore, ChemScore, and Rank-by-Rank
Consensus scoring functions for CXCR4. Figure 9 shows
the enrichment curves obtained using these docking-based
scoring functions. Inspection of these results shows that the
enrichments obtained with the AUTODOCK Docked Energy
scoring function with CCR5 surpass those with CXCR4. Note
that the CCR5 ligand database without physiological pH
charges gives poorer enrichments than using ligands that have
been charged at pH 7. This is because the SCH derivatives
require the ionizable piperidine nitrogen to be positively
charged in order to interact with the binding site carboxylic
oxygens.50 Hence, the SCH family only appears in the last
percentages of database screened, unless physiological pH
charges are used (see the screening diversity analysis given
below). With physiologically charged ligands, the AUTODOCK enrichments also show many actives at the first
percentages of the database screened.
Looking at the FRED scoring functions, it can be seen
that Chemgauss3 is the best scoring function for both CXCR4
and CCR5. Shapegauss also performs well for the CCR5
inhibitors. For both receptors, Screenscore and PLP perform
similarly but worse than Chemgauss3, ChemScore, and

8.12(N23)
13.74(N15)
9.18(N26)
11.73(N23)
15.27(N23)

14.94(N15)
10.63(N15)
14.42(N15)
15.08(N11)
15.04(N11)

5.65(N8)
5.97(N23)
3.63(N33)
5.00(N26)
4.19(N26)

11.21(N26)
11.63(N18)
8.97(N23)
10.62(N33)
15.09(N26)

15.73(N11)
13.44(N11)
14.69(N11)
17.29(N8)
15.94(N8)

5.74(N18)
6.00(N30)
6.17(N30)
6.87(N30)
5.78(N30)

distance to
O (sp2) Glu288
(Å)

inside
binding
cavity?
computational
free energy of binding,
∆G (kcal/mol)

4.46(N23)
2.72(N11)
5.57(N8)
6.46(N11)
4.61(N8)

standard deviations:

5.57(N26)
3.12(N15)
4.20(N18)
4.28(N8)
4.01(N11)

16
50
21
1
18

0.75

-11.32
-11.36
-13.17
-12.14
-11.99

a

This table shows the distances from the carboxylic oxygens of the three key binding residues (Asp171, Asp262, and Glu288) to the eight AMD3100 nitrogens (N8, N18, N15, N11, N23, N26, N30, N33).
All distances refer to the AUTODOCK pose with the lowest overall distance between the AMD nitrogens and the three key receptor residues. The AMD3100 nitrogens are charged according to physiological
pH.

-10.58

1.52

-10.71
-8.05
-11.21
-12.14
-10.56

0.76

0.80

standard deviations:
AMD3100-CXCR4 without LOOPS
6.60(N23)
8.57(N33)
yes
8.04(N8)
6.46(N18)
yes
5.29(N8)
4.70(N11)
yes
6.90(N8)
6.16(N18)
yes
5.10(N8)
3.90(N18)
yes

-10.53
-11.83
-11.43
-12.15
-10.47

32
30
20
76
55

13.30(N30)
14.74(N30)
12.42(N33)
13.89(N26)
12.78(N30)

13.70(N33)
14.26(N26)
14.30(N30)
11.76(N30)
12.58(N33)

0.84

-11.66
-12.64
-12.65
-12.76
-10.83

computational free energy of
binding (∆G) for the lowest Docked
Energy conformation (kcal/mol)

1.21

1
39
61
73
42

relative position to
the lowest Docked
Energy conformation

AMD3100-CXCR4 LOOPS Modeled with MODELLER
24.23(N33)
24.32(N30)
no
-7.41
24.13(N26)
24.76(N30)
no
-7.17
23.48(N33)
24.33(N30)
no
-7.89
24.45(N26)
22.91(N30)
no
-5.87
22.76(N33)
23.62(N30)
no
-6.46

4.43(N11)
7.41(N30)
13.84(N30)
16.81(N15)
5.67(N15)

standard deviations:

distance to
O- (sp3) Glu288
(Å)
AMD3100-CXCR4 LOOPS Modeled with CONGEN
4.56(N23)
3.90(N26)
yes
-11.66
7.82(N33)
6.94(N30)
yes
-9.93
15.86(N8)
16.89(N18)
no
-8.54
16.90(N15)
18.03(N11)
no
-8.93
7.73(N8)
6.96(N18)
yes
-10.01

distance to
O (sp2) Asp262
(Å)
6.52(N8)
6.98(N33)
14.72(N26)
17.28(N11)
6.74(N18)

distance to
O- (sp3) Asp262
(Å)
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experimental ∆G AMD3100-CXCR4 (EC50) (kcal/mol):

distance to
O (sp2) Asp171
(Å)

OF

distance to
O- (sp3) Asp171
(Å)

Table 3. Blind Docking Atomic Contact Statistics for the Calculated CXCR4-AMD3100 Complexa
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Table 4. Binding Pocket Docking Analysis (Conformation Closest to Known SDM Residues) for the CXCR4 Modelsa

average

distance to
O- (sp3)
Asp171 (Å)

distance to
O (sp2)
Asp171 (Å)

11.84(N26)
8.28(N26)
10.27(N30)
11.90(N11)
11.50(N26)
10.76

8.86(N23)
7.89(N23)
8.27(N26)
12.70(N8)
8.54(N23)
9.25

AMD3100-CXCR4 Loops Modeled with CONGEN
4.58(N11)
4.58(N11)
4.30(N23)
3.95(N26)
3.92(N11)
6.19(N8)
4.08(N30)
4.06(N33)
7.16(N11)
6.20(N8)
3.35(N33)
4.38(N23)
3.66(N30)
5.29(N26)
3.79(N15)
4.77(N18)
4.41(N11)
7.74(N8)
7.66(N11)
4.96(N8)
4.75
6.00
4.64
4.42

19.60(N30)
25.93(N8)
19.58(N30)
22.95(N18)
23.76(N18)
22.36

AMD3100-CXCR4 Loops Modeled with MODELLER
11.50(N8)
7.09(N15)
20.40(N11) 10.18(N18)
5.59(N15)
5.98(N11)
15.18(N33) 14.31(N30)
8.85(N15)
7.79(N18)
20.55(N11) 21.04(N8)
4.83(N15)
5.62(N11)
14.39(N30) 13.54(N26)
5.25(N15)
5.68(N11)
20.90(N33) 19.19(N23)
7.20
6.43
18.28
15.65

distance to
O- (sp3)
Asp262 (Å)

distance to
O (sp2)
Asp262 (Å)

distance to
O- (sp3)
Glu288 (Å)

distance to
O (sp2)
Glu288 (Å)

computational free
energy of binding,
∆G (kcal/mol)

relative position to
the lowest Docked
Energy conformation

-13.28
-11.76
-9.70
-9.27
-12.65

1
48
86
82
1

standard deviation:

average

19.17(N26)
24.47(N18)
19.29(N26)
25.96(N8)
26.37(N8)
23.05

1.78
-8.74
-8.53
-8.77
-8.23
-6.71

standard deviation:

average

5.38(N23)
6.99(N8)
6.29(N30)
6.89(N23)
6.39(N8)
6.39

5.11(N26)
3.89(N11)
3.18(N33)
3.30(N26)
3.87(N18)
3.87

5.79(N15)
6.38(N30)
5.54(N15)
4.26(N8)
5.28(N26)
5.45

22
46
36
24
82

0.86

AMD3100-CXCR4 without Loops
3.36(N11)
4.23(N8)
3.89(N18)
3.23(N26)
5.89(N23)
7.79(N33)
3.51(N11)
4.12(N8)
3.80(N18)
3.87(N18)
5.84(N15)
3.34(N11)
3.25(N23)
6.61(N23) 10.13(N30)
3.44
5.34
5.79

-10.67
-10.61
-11.27
-10.41
-10.33

standard deviation:

29
38
16
33
36

0.37

experimental ∆G AMD3100-CXCR4(EC50) (kcal/mol):

-10.58

a
This table shows the distances from the carboxylic oxygens of the three key binding residues (Asp171, Asp262, and Glu288) to the eight
AMD3100 nitrogens (N8, N18, N15, N11, N23, N26, N30, N33) measured for the AUTODOCK binding pose with the lowest overall distance
between the AMD nitrogens and the key SDM residues.

Table 5. Binding Pocket Docking Analysis (Lowest Docked Energy Conformation) for the CXCR4 Modelsa

average

distance to
O- (sp3) Asp171
(Å)

distance to
O (sp2) Asp171
(Å)

11.84(N26)
10.44(N23)
10.54(N23)
11.94(N26)
11.50(N26)
11.25

8.86(N23)
9.59(N26)
9.62(N26)
8.86(N23)
8.54(N23)
9.09

distance to
O- (sp3) Asp262
(Å)

distance to
O (sp2) Asp262
(Å)

distance to
O- (sp3) Glu288
(Å)

AMD3100-CXCR4 Loops Modeled with CONGEN
4.58(N11)
4.58(N11)
4.30(N23)
4.25(N11)
7.56(N8)
7.45(N11)
6.44(N15)
5.61(N11)
7.68(N11)
6.60(N15)
5.91(N11)
7.66(N11)
4.41(N11)
7.74(N8)
7.66(N11)
5.26
6.28
6.95

distance to
O (sp2) Glu288
(Å)

computational free
energy of binding,
∆G (kcal/mol)

3.95(N26)
4.79(N8)
4.94(N8)
5.06(N8)
4.96(N8)
4.74

-13.28
-12.25
-12.24
-13.28
-12.65

standard deviation:

average

23.29(N18)
23.02(N18)
18.38(N11)
22.81(N18)
24.17(N33)
22.33

0.52

AMD3100-CXCR4 Loops Modeled with MODELLER
24.77(N15)
9.97(N33)
9.59(N23)
13.42(N18)
23.90(N8)
10.23(N33)
9.75(N23)
13.25(N18)
19.50(N8)
10.01(N33)
8.62(N30)
20.88(N30)
23.51(N8)
11.47(N23)
9.05(N33)
13.10(N15)
23.87(N23)
9.69(N15)
8.15(N18)
19.58(N15)
23.11
10.27
9.03
16.05

12.49(N8)
12.00(N8)
20.10(N26)
11.65(N8)
19.11(N18)
15.07

standard deviation:

average

6.44(N30)
6.42(N15)
6.48(N15)
6.54(N15)
6.54(N15)
6.48

6.53(N26)
5.04(N18)
5.34(N18)
6.32(N18)
5.39(N18)
5.72

AMD3100-CXCR4 without Loops
5.29(N11)
5.86(N8)
5.01(N26)
5.26(N23)
4.63(N26)
4.88(N23)
4.63(N26)
4.93(N23)
4.40(N26)
4.79(N23)
4.79
5.14

-10.10
-10.36
-9.39
-10.01
-8.77
0.64

5.77(N8)
6.79(N23)
7.24(N23)
7.04(N23)
7.27(N23)
6.82

standard deviation:
experimental ∆G AMD3100-CXCR4(EC50) (kcal/mol):

5.29(N18)
6.31(N33)
6.60(N33)
6.43(N33)
6.76(N33)
6.28

-12.70
-13.32
-13.40
-13.31
-13.20
0.28
-10.58

a
This table shows the distances from the carboxylic oxygens of the three key binding residues Asp171, Asp262 and Glu288 to the eight nitrogens
in AMD3100 (N8, N18, N15, N11, N23, N26, N30, N33) measured for the lowest energy AUTODOCK pose.

OEChemScore. This would seem to be because Chemgauss3
and Shapegauss are shape-based scoring functions that use

smooth Gaussian functions to represent the shapes of
molecules, whereas Chemgauss3 also includes a model of
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Table 6. Binding Pocket Docking Analysis (Conformation Closest to Known SDM Residues and Highest GoldScore Conformation) for
CXCR4a
AMD3100-CXCR4 LOOPS modeled
with CONGEN
Without constraints
nearest conformation
highest GoldScore conformation
With constraints
nearest conformation
highest GoldScore conformation

distance to
O- (sp3)
Asp171 (Å)

distance to
O (sp2)
Asp171 (Å)

distance to
O- (sp3)
Asp262 (Å)

distance to
O- (sp2)
Asp262 (Å)

distance to
O (sp3)
Glu288 (Å)

distance to
O (sp2)
Glu288 (Å)

relative position to
the highest GoldScore
conformation

16.86(N30)
8.26(N26)

15.80(N33)
5.68(N30)

4.97(N33)
5.48(N11)

6.24(N30)
5.22(N23)

9.24(N33)
4.98(N23)

5.72(N30)
5.73(N8)

1
10

12.31(N8)
14.08(N30)

11.20(N18)
10.93(N33)

6.75(N23)
7.01(N15)

6.30(N11)
5.20(N11)

3.82(N8)
2.82(N11)

2.60(N18)
3.95(N23)

1
9

a
This table shows the distances from the carboxylic oxygens of the three key binding residues (Asp171, Asp262, and Glu288) to the eight
nitrogens in AMD3100 (N8, N18, N15, N11, N23, N26, N30, N33) calculated with and without protein hydrogen bond constraints. Each table
element shows the results obtained for both the Gold pose with the lowest overall distance to the key SDM residues and for the conformation with
the best GoldScore energy.

Figure 6. Close-up view of the lowest energy AMD3100-CXCR4 binding conformation. The view on the left shows AMD3100 docked
within the CXCR4 pocket. The AMD3100 molecular volume is depicted using a spherical harmonic surface. The view on the right shows
in detail the calculated binding conformation. In this docking prediction, two nitrogens of one cyclam ring interact with the two carboxylic
oxygens of Asp262, and two nitrogens of the other cyclam ring interact with the two carboxylic oxygens of Glu288.

the molecular chemical properties. If the protein structures
contain errors, as is likely with model-built structures, those
scoring functions that include a chemical description of
known binders might be expected to be more resilient to
structural errors in the receptor. Therefore, it is perhaps not
surprising that Chemgauss3 (shape plus chemistry) gives
better enrichments than Shapegauss (shape-only), especially
in the case of CXCR4. In this case, all screening compounds
have generally similar shapes, and it is largely chemical
properties that distinguish the actives from the inactives. On
the other hand, CCR5 has many different families of
antagonists, each with rather different shapes, so Shapegauss
distinguishes them well from the decoys. The FRED
Consensus Scoring improves the enrichment of FRED
scoring functions used in both cases. The CXCR4 FRED

Consensus Scoring enrichments are better than the CCR5
EFs in first percentages of database screened, but in both
cases all the actives are found at 10% database screened.
The HEX docking function gives similar enrichments to
Chemgauss3, which are better for CXCR4 than for CCR5.
For the GOLD GoldScore and ChemScore scoring functions
with CXCR4, ChemScore is observed to give a better
enrichment than GoldScore. Consensus Rank-by-Rank scoring improves the enrichment of the GoldScore, ChemScore,
and Docked Energy scoring functions, giving enrichments
similar to Chemgauss3. Overall, the theoretical maximum
EF for these databases are 19.9% for CXCR4 inhibitors and
14.3% for CCR5 inhibitors. Thus, the results obtained here
are, in fact, rather respectable, compared to other dockingbased virtual screening exercises that use modeled GPCR
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Figure 7. Blind docking results for TAK779-CCR5 obtained using AUTODOCK. Top row: the starting conformation is shown as yellow
sticks, and the resulting 100 conformations are shown as colored sticks. Bottom row: the complexes are rotated to give a good view of the
ligand-bound binding site. The lowest energy docked conformations are shown in each case as balls and sticks. Key binding residues are
shown as orange balls and sticks. Panel a shows the NO-loops model (the lowest energy docking conformation is found within the binding
pocket); panel b shows the MODELLER-loops model (no low energy conformations are found in the binding pocket, because of steric
clash with EL2); and panel c shows the CONGEN-loops model (the lowest energy docking conformation is found within the binding
pocket).

structures.14,118,121
Shape-Matching Enrichments. In many virtual screening
endeavors, the crystallographic ligand from the complex is
often used as the query molecule.122 In the current study, no
crystal structure information is available, so the query
molecule was selected as the SDM-compatible binding
conformation found from computational docking, as described previously. Figure 10 shows some example superpositions of the docked AMD3100 and TAK779 conformations from the shape-matching virtual screening procedure.
In this example, ROCS, PARAFIT, and HEX all produce
rather similar superpositions between the query compound
and the database ligand (AMD3167 CXCR4 inhibitor and
SCH417690 derivative CCR5 inhibitor). Figure 11 shows
that, overall, the ROCS Combo Score gives the best EFs
when using the docked AMD3100 and TAK779 conformations as queries. However, it can also be observed that the
PARAFIT Shape Tanimoto gives generally better results than
ROCS Shape Tanimoto and often gives results comparable
to the ROCS Combo Score for both CXCR4 and CCR5
inhibitors. The HEX Shape Tanimoto functions performs well

for the CXCR4 inhibitors at the first percentages of the
database screened, but the EFs are considerably lower for
the CCR5 inhibitors. For the CXCR4 inhibitors, the HEX
Shape Tanimoto and ROCS Combo Score give EFs comparable to the theoretical maximum (19.9%) at the first
percentage of database screened. For the CCR5 inhibitors,
ROCS Combo Score and PARAFIT give EFs comparable
to the theoretical maximum (14.3%) at the first percentage
of the database screened. Moreover, for CXCR4 inhibitors,
the four shape-matching scoring functions perform well at
the next percentages of database screened. However, the
CCR5 inhibitor EFs are generally not as good as the CXCR4
EFs, although the relative utility of the different scoring
functions is similar in both cases.
The lower EFs obtained for CCR5 seem to be due to the
fact that the query conformation is not able to superpose all
of the CCR5 ligand families well. The query superposes well
onto actives from the same scaffold (which are retrieved first)
but it cannot superpose well to actives with different
scaffolds. To investigate this phenomenon further, the
enrichments obtained using our docked TAK779 conforma-

12.92
12.27
14.39
12.29
12.29

5.24
3.15
3.89
4.06
4.73
4.34

10.94
10.27
14.43
10.44
10.82

6.03
4.47
4.00
4.17
3.97
4.66

distance
to Trp86

C-OH(3.22)

C-OH(2.93)

standard deviations:

standard deviations:

O-CE1(2.78)

distance
to Ile198
yes
no
yes
yes
yes

C-NE(3.09)

C-CG2(2.88)

TAK779-CCR5 without Loops
yes
yes
yes
yes
yes
yes

TAK779-CCR5 Loops Modeled with MODELLER
C-CD1(2.87)
no
C-CD1(3.10)
no
no
C-CG(3.11)
no
no

experimental ∆G TAK779-CCR5(IC50) (kcal/mol):

C-O(2.80)

distance
to Arg31

TAK779-CCR5 Loops Modeled with CONGEN

distance
to Leu33

standard deviations:

C-CD2(3.15)

C-CD2(3.24)

C-OH(3.20)

distance
to Tyr108

C-CD2(3.41)
C-OH(3.25) C-CZ3(2.89) C-OH(2.64)

distance
to Tyr37

-12.08

1.83

-13.64
-17.72
-15.52
-16.87
-14.82
-18.47

1.77

-16.40
-14.64
-19.34
-15.92
-15.66

0.49

-11.56
-12.2
-11.3
-11.04
-12.05

87
43
44
35
49
42

27
93
3
31
51

1
7
14
28
40

inside computational free relative position to
distance binding energy of binding, the lowest Docked
Energy conformation
∆G (kcal/mol)
to Thr82 cavity?

0.50

-18.50
-18.78
-19.82
-19.52
-19.44
-19.44

2.13

-24.43
-22.21
-19.37
-19.88
-19.95

1.45

-11.56
-8.74
-9.33
-12.12
-10.90

computational free energy
of binding (∆G) for the
lowest Docked Energy
conformation (kcal/mol)
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a
This table shows the distances from the carboxylic oxygens of Glu283 to TAK779 ammonium nitrogen and hydrophobic interactions between TAK779 and Trp86, Tyr37, Tyr108, Leu33, Arg31, Ile198
and Thr82 residues. All distances are measured for the AUTODOCK binding pose with the lowest overall distance between the TAK779 and the key SDM residues.

5.11
9.29
7.30
8.39
8.26

7.23
10.40
6.33
6.31
7.66

distance to distance to
O- (sp3)
O (sp2)
Glu283 (Å) Glu283 (Å)

OF

Hydrophobic Interactions (Å)
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10.50
11.64
11.83
11.82
11.82
11.52

3.89
3.65
3.53
3.54
3.07
3.54

10.00
10.14
10.29
10.60
10.59
10.32

4.31
4.31
3.92
4.68
4.6
4.36

average

average

average

7.98
7.99
8.07
6.78
7.49
7.66

13.96
13.15
13.09
14.12
14.38
13.74

7.65
6.14
7.41
10.79
10.04
8.41

distance
to Tyr108

distance
to Leu33

standard deviation:

TAK779-CCR5 without Loops
C-OH(2.91)
C-OH(2.80)
C-CE2(2.96)
O-CD1(2.96)
C-OH(3.54)
C-CE1(3.12)
C-OH(3.59) C-CZ3(3.06) C-OH(3.21)
2.89
3.06
3.10

standard deviation:

TAK779-CCR5 Loops Modeled with MODELLER

standard deviation:

TAK779-CCR5 Loops Modeled with CONGEN
C-OH(3.06)
C-OH(2.20)
C-CE2(2.89)
C-OH(2.87)
C-CE2(3.00)
C-CD2(3.25)
C-CD2(3.05)
2.71
3.05

distance
to Trp86

experimental ∆G TAK779-CCR5(IC50) (kcal/mol):

8.78
8.87
9.12
7.30
7.67
8.35

13.45
15.18
15.12
15.72
15.95
15.08

6.72
6.27
6.99
9.61
8.82
7.68

distance
to Tyr37

3.15

C-NE(3.32)
C-NE(2.94)
C-CA(3.19)

distance
to Arg31

Hydrophobic Interactions (Å)

C-CD1(3.17)
C-CD1(3.42)
3.32

C-CD1(3.37)

distance
to Ile198

-12.08

0.70

-17.75
-18.27
-17.92
-18.99
-17.09

1.54

-18.04
-18.02
-14.52
-15.99
-15.72

1.08

-11.28
-13.06
-11.71
-13.30
-13.79

61
32
29
19
75

42
17
48
69
78

14
26
57
60
73

computational relative position
free energy of
to the lowest
distance binding, ∆G Docked Energy
conformation
(kcal/mol)
to Thr82

a
This table shows the distances from the carboxylic oxygens of Glu283 to TAK779 ammonium and peptide nitrogens and hydrophobic interactions between TAK779 and Trp86, Tyr37, Tyr108, Leu33,
Arg31, Ile198 and Thr82 residues. All distances refer to the AUTODOCK pose with the lowest overall distance between TAK779 and the key SDM residues.

5.46
4.46
3.95
5.45
4.59
4.78

4.13
4.37
5.70
5.25
6.37
5.16

distance
distance
distance
distance
between
between
between
between
ammonium N+ ammonium N+
peptide N
peptide N
and O- (sp3)
and O (sp2)
and O- (sp3) and O (sp2)
Glu283 (Å)
Glu283 (Å)
Glu283 (Å)
Glu283 (Å)
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15.93
16.23
14.95
17.50
15.60
16.04

8.32
8.20
7.97
8.29
8.28
8.21

13.86
14.86
13.59
15.43
14.23
14.39

10.02
9.83
9.51
9.98
9.92
9.85

average

average

average

5.59
5.38
5.08
5.51
4.86
5.28

6.17
4.63
7.95
7.71
7.82
6.86

distance
to Tyr108

standard deviation:

TAK779-CCR5 without Loops
C-OH(2.88)
C-OH(2.99)
C-OH(2.89)
C-OH(2.85)
C-OH(2.98)
2.92

C-CZ(3.17)
C-CZ(3.29)
C-CZ(3.46)
C-CE1(3.11)
C-CZ(3.35)
3.28

experimental ∆G TAK779-CCR5(IC50) (kcal/mol):

3.39
3.17
2.88
3.32
2.65
3.08

standard deviation:

TAK779-CCR5 Loops Modeled with MODELLER

standard deviation:

TAK779-CCR5 Loops Modeled with CONGEN
4.48
C-OH(3.06)
4.86
C-OH(2.97)
C-CZ(3.25)
6.98
C-OH(2.86)
7.05
5.69
C-OH(2.30)
C-CD2(3.40)
5.81
2.68
3.33

distance
to Trp86

3.55

C-CG(3.55)

distance
to Leu33

C-NH2(3.04)
C-NE(3.20)
C-N(3.07)
O-CB(3.18)
3.12

distance
to Arg31

C-CG2(3.12)
C-CG2(3.34)
C-CD1(3.65)
C-CG2(3.07)
C-CD1(3.08)
3.25

3.54

C-CD1(3.48)
C-CD1(3.51)

C-CD1(3.62)

distance
to Ile198

-12.08

0.12

-19.97
-19.93
-19.75
-20.07
-19.83

3.26

-18.43
-23.91
-24.52
-19.73
-26.01

0.94

-12.36
-13.06
-12.08
-13.40
-14.45

computational
free energy
distance of binding, ∆G
(kcal/mol)
to Thr82
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a
This table shows the distances from the carboxylic oxygens of Glu283 to TAK779 ammonium and peptide nitrogens and hydrophobic interactions between TAK779 and Trp86, Tyr37, Tyr108, Leu33,
Arg31, Ile198 and Thr82 residues in the lowest energy AUTODOCK pose.

7.01
3.68
7.34
4.62
4.63
5.46

6.50
5.44
6.45
6.55
5.90
6.17

distance
to Tyr37

Hydrophobic Interactions (Å)

OF

distance between
distance between
distance between
distance between
ammonium N+ and ammonium N+ and
peptide N and
peptide N and
O- (sp3) Glu283 (Å) O (sp2) Glu283 (Å) O- (sp3) Glu283 (Å) O (sp2) Glu283 (Å)
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Figure 8. Close-up view of the lowest energy TAK779-CCR5 binding mode. The view on the left shows TAK779 docked within the
CCR5 pocket. The TAK779 molecular volume is depicted using a spherical harmonic surface. The view on the right shows in detail the
calculated binding mode conformation. The TAK779 benzyl pyran ammonium group interacts with helices TM1, TM2, and TM7 with a
near contact between ammonium nitrogen of TAK779 and Glu283 and a hydrophobic interaction with Tyr37, whereas the methylphenylbenzocycloheptenyl moiety is buried in the TM barrel and makes hydrophobic interactions with Tyr108 and Ile198.

tion (calculated as described previously) were compared to
those calculated for the ligand conformation used by Fano
et al.116 (minimized using the AMBER/MM2 force field and
docked using the QXP DYNDOCK module). The influence
of different conformations of the query, as well as different
conformations of the database compounds, using ROCS
Shape Tanimoto and ComboScore functions, was also
analyzed. These results are shown in Figure 12. Regarding
the two ligand conformations, the conformation of Fano et
al. gives slightly better EFs with the PARAFIT Shape
Tanimoto, whereas the ROCS Shape Tanimoto, ROCS
Combo and HEX Shape Tanimoto scores give slightly better
EFs with our TAK779 conformation at the first percentages
of database screened. At the last percentages of database
screened, the Fano et al. query seems to discriminate more
actives from decoys than our query. Nonetheless, both
queries give generally similar overall EFs. Regarding the
diversity of query conformations, the ROCS Shape Tanimoto
and ROCS Combo functions both perform similarly with one
or ten query conformations. In both cases the EFs improve
a little in the first percentages of the screened database but
subsequently decline at the lower percentages. Moreover,
using 10 query conformations and 10 conformations of every

database compound does not substantially improve the EFs
compared to using only one query conformation. These
results suggest that no single active is able to superpose the
remaining inhibitor families well. Consequently, this implies
that there is probably more than one binding mode within
the CCR5 pocket.
Comparison of Docking and Shape-Matching Results.
Figure 13 shows a comparison of the docking-based and
ligand-based enrichments obtained for the CXCR4 and CCR5
inhibitors. This figure shows that the similarity-based functions give much better enrichments for CXCR4 than for
CCR5, because of the difficulty in finding good CCR5
inhibitor conformations as mentioned previously. For shapeonly comparisons, PARAFIT generally gives better EFs than
the ROCS Shape Tanimoto and often gives comparable EFs
to the ROCS Combo Score in both cases. Results for CCR5
show that the ROCS Combo Score and PARAFIT Shape
Tanimoto give similar but somewhat modest enrichments,
being comparable to the FRED Chemgauss3, Consensus,
Shapegauss, and AUTODOCK Docked Energy functions at
the first percentages of screened database. Of the docking
algorithms, the highest enrichments at the first percentages
of database screened are found using FRED Consensus and
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Figure 9. CXCR4 and CCR5 docking-based enrichments: (a) enrichment results for several docking protocols applied to CXCR4 and
CCR5 receptors (the dotted black line represents the values expected if actives were selected at random), and (b) enrichment factor for
actives found within the top-ranking 1%, 5%, and 10% fractions of the CXCR4 and CCR5 screened databases.

Docked Energy. The corresponding results for CXCR4 show
that Consensus Scoring, Chemgauss3, and FRED Consensus
are the best of the docking methods; however, they are
nonetheless worse than the ligand-based methods. It is also
worth mentioning that, for both receptors, the Shapegauss
docking scoring function performs similarly, although with
lower EFs, to the ROCS Shape Tanimoto, and the Chemgauss3 docking function performs similarly to the ROCS
Combo Score.
Screening Diversity Analysis. The ability of the dockingbased and ligand-based approaches to retrieve a diverse
scaffold pool that might facilitate the identification of novel
lead structures was assessed by determining the number of
actives found for each scaffold class at several percentages
of the ranked database. Figure 14 summarizes the retrieval
rates for the 13 families of CCR5 and 4 families of CXCR4
ligands, as listed in Table 1. This figure shows that, at 5%
screened database, all of the CXCR4 scaffolds are found by
the ROCS Combo, FRED Consensus, and FRED Chemgauss3 scoring functions, whereas for CCR5, only AU-

TODOCK Docked Energy and FRED Consensus found them
all. At 10% screened database, all of the CXCR4 scaffolds
are found by the various docking and shape-matching scoring
functions. However, for CCR5, the docking scoring functions
found all of the scaffolds at 20% screened database, whereas
the shape-matching functions do not recognize 4 of the 13
families (i.e., AMD derivatives, piperidine, aminopiperidine,
N,N′-diphenylurea and 5-oxopyrrolidine-3-carboxamide scaffolds).
Results for CCR5 show that, at 1% database screened, the
first scaffolds retrieved are the TAK derivatives, some SCH
derivatives, some 1-phenyl-1,3-propanodiamine, and some
anilide piperidine N-oxide compounds. Considering the total
number of compounds of every family in the database, it
can be observed that the SCH derivatives, TAK derivatives,
1-phenyl-1,3-propanodiamines, aminopiperidines, and anilide
piperidine N-oxide families have more representatives, so it
is natural to find more actives from these families within
the first percentages of the database. Moreover, results for
CCR5 show that using AUTODOCK with compounds not
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Figure 10. Example superpositions from the shape-matching virtual screening procedure. Each database compound is shown in blue/red,
and the color of the query molecule is dependent on the atom type (blue, nitrogen; green, carbon; red, oxygen). Images a, b, and c show
a database compound (AMD3167) superposed to AMD3100 with PARAFIT, ROCS, and HEX, respectively; images d, e, and f show a
database compound (SCH417690 derivative) superposed to TAK779 using the same software, respectively. All images are drawn using
HEX SH surface overlays.

Figure 11. CXCR4 and CCR5 shape-matching-based enrichments: (a) enrichment curves obtained using several shape-matching protocols
with the CXCR4 and CCR5 inhibitors (the dotted line represents the expected enrichment if actives were selected at random), and (b)
enrichment curves for actives found within the top-ranking 1%, 5%, and 10% of compounds of the CXCR4 and CCR5 screened databases.

charged at physiological pH gives poorer enrichments than
with charged compounds (i.e., by not finding, e.g., SCH,
AMD, or diketopiperazine families in the first percentages
of database screened). Conversely, the results for CXCR4

show that the shape-matching functions retrieve most of the
scaffolds within the first percentages of database screened.
This is consistent with the high enrichments found for the
CXCR4 inhibitors, confirming that ligand-based screening
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Figure 12. Comparison of enrichments for different TAK779 query conformations. Enrichment curve and enrichment factor plots obtained
in shape-matching virtual screening using as query: (a) TAK779 minimized with MMFF94 force field and docked with AUTODOCK, (b)
TAK779 minimized with AMBER/MM2 force field and docked with QXP, and (c) multiple conformations of TAK779 calculated by
OMEGA.

is superior to docking-based approaches in this case.
Nonetheless, the docking-based approaches also find diverse
scaffolds for CXCR4. Indeed, the Rank-by-Rank approach
identifies the same scaffolds as the Docked Energy, Gold-

Score, and ChemScore scoring functions. FRED Consensus
identifies all CXCR4 compounds at 10% database screened
and finds all CCR5 ligands at 20% database screened.
Finally, it is also worth noting that, for both receptors, the
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Figure 13. Comparison of docking and shape-matching enrichments for CXCR4 and CCR5 receptors: (a) enrichment curves obtained
using several docking and shape-matching protocols applied to CXCR4 and CCR5 receptors (the dotted black line represents the values
expected if actives were selected at random), and (b) enrichment factor for actives found within the top-ranking 1%, 5%, and 10% compounds
of the CXCR4 and CCR5 screened databases.

shape-matching methods always first find those compounds
with scaffolds from the same family as the query.
DISCUSSION

The results of this study indicate that our CXCR4 receptor
model and the supposed binding mode for active molecules
are broadly correct, inasmuch as our enrichment plots exhibit
very good recognition of the known actives. Hence, it is now
feasible to use our receptor model and database to perform
prospective virtual screening to find new active CXCR4
antagonist compounds.123,124 Overall, the enrichment results
for this receptor show that ligand-based shape-matching
approaches provide better performance than structure-based
docking tools. However, the enrichments obtained for CCR5
are not as good as those for CXCR4. The CCR5 co-receptor
seems to have a larger binding pocket than CXCR4 and, for
this reason, it is difficult for docking algorithms to locate

feasible binding modes of the known actives. In addition,
MD analyses of the EL2 of CCR5 suggest that this region
is highly flexible and may serve as a flexible lid or latch
that constrains the ligand within the adjoining pocket. A
comparison of the docking results obtained with our CCR5
co-receptor models with those of Fano et al.116 support the
notion that the EL2 conformation has a critical effect on
ligand recognition. Although the model of Fano et al.
recognizes the TAK derivatives well, it cannot accommodate
some of the other known actives, whereas our model has a
more open pocket which accepts many more of the actives
but also more inactives. The available SDM data for CCR5
shows that at least eight residues (Glu283, Tyr108, Tyr37,
Trp86, Leu33, Ile198, Arg31, Thr82) are critical for antagonist binding. In our model-built receptor binding site these
residues form a pocket between the EL loops and the TM
framework region. However, using these residues to constrain
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Figure 14. Scaffold diversity retrieval analysis for CXCR4 and CCR5 inhibitors. Left column shows a scaffold diversity retrieval analysis
for CXCR4 inhibitors, showing the number of actives for each of 4 scaffold structures (tetrahydroquinolinamines, KRH derivatives,
macrocycles, and AMD derivatives) found at 1%, 5%, and 10% of the ranked database. Right column shows a scaffold diversity retrieval
analysis for CCR5 inhibitors showing the number of actives for each of 13 scaffold structures (SCH derivatives, diketopiperazines, anilide
piperidine N-oxides, AMD derivatives, 4-piperidines, 4-aminopiperidines, 1,3,4-trisubstituted pyrrolidinepiperidines, phenylcyclohexilamines,
TAK derivatives, 1-phenyl-1,3-propanodiamines, 1,3,5-trisubstituted pentacyclics, N,N′-diphenylureas, and 5-oxopyrrolidine-3-carboxamides)
found at 1%, 5% and 20% of the ranked database.
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the docking search space does not improve the results
substantially. This indicates that inaccuracies exist in both
receptor models, and that ligand-based techniques are needed
to help identify new inhibitors for this system.
The general problem of how to select suitable query
conformations is one of the confounding questions in ligandbased shape-matching virtual screening.125 Our ligand-based
shape-matching results show that it is difficult to obtain
satisfactory superpositions of all of the known CCR5
antagonists. None of the multiple TAK779 query conformations individually superpose well onto all of the known
actives. Nonetheless, multiple actives are known for CCR5,
and all of these compounds must ultimately fit physically
into the same pocket. On the other hand, the key SDM
residues are spatially well-distributed around the CCR5
pocket, which suggests a large binding region. One way to
unify these observations is to hypothesize that there may, in
fact, be more than one binding region within the CCR5
pocket and that the actives distribute around this pocket in
more than one cluster. This would explain the difficulty of
finding a satisfactory global superposition of all of the known
binders. This multilple-binding-region hypothesis is also
supported by Castonguay et al.,126 who determined that the
binding site for the 2-aryl-4-(piperidin-1-yl)butanamine and
1,3,4-trisubstituted pyrrolidine inhibitors is located in a region
similar to that proposed for other GPCR small molecule
binding sites and partially overlaps the proposed TAK-779
binding site. Kellenberg et al.14 also have cited experimental
evidence for a delocalized CCR5 antagonist binding site. We
are working to investigate the distributed binding site
hypothesis by extending the SH-base shape-matching algorithm, to be able to identify clusters of structural scaffolds
from a large set of known actives.
Overall, this study shows that homology models of the
CXCR4 and CCR5 receptors built from the antagonist-bound
rhodopsin template have proven to be suitable for structurebased virtual screening of HIV entry inhibitors. However,
the quality of the receptor models, especially in the modeled
loop regions, is critical for recognition of known binders.
Our results show that if a good receptor model can be built,
as in the case of CXCR4, then good enrichments can be
obtained. On the other hand, homology-built protein structures will inevitably contain some errors or inaccuracies. Our
ligand-based screening results show that if a set of known
actives are available, then ligand shape-matching searches
give better enrichments than structure-based docking, especially for CXCR4.
CONCLUSION

Molecular models of the human CXCR4 and CCR5 coreceptors were homology-built from the bovine rhodopsin
X-ray crystal structure. The resulting 3D structures have good
PROCHECK stereochemical statistics, and both were validated by blind docking of high-affinity antagonists. The
docking modes obtained with these ligands are compatible
with the available SDM data on key ligand binding residues.
A large database of CXCR4/CCR5 inhibitors and similar
presumed inactive compounds was compiled from the
literature to perform retrospective virtual screening of
antagonists against these co-receptors. This database was
used to compare docking-based and ligand-based virtual
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screening approaches. The enrichment and diversity results
obtained show that ligand-based searches are superior to
docking-based approaches, especially in the case of the
CXCR4 inhibitors. The virtual screening enrichments found
for CCR5 were generally lower than for CXCR4 for both
docking-based and ligand-based protocols. Analysis of our
results suggests that there is probably more than one binding
region within the CCR5 pocket and that the known antagonists distribute over this region in more than one cluster.
The SH superposition approach is being extended to identify
multiple scaffold superpositions to explore this hypothesis.
Developing more-sophisticated 3D ligand-based screening
approaches will help develop a better molecular model of
CCR5-antagonist binding and will be useful for prospective
virtual screening of novel scaffolds for the rational design
of HIV entry blockers.
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(22) Tusnády, G. E.; Simon, I. Principles Governing Amino Acid Composition of Integral Membrane. Proteins: Application to Topology
Prediction. J. Mol. Biol. 1998, 283, 489-506.
(23) Krogh, A.; Larsson, B.; von Heijne, G.; Sonnhammer, E. L. Predicting
Transmembrane Protein Topology with a Hidden Markov Model:
Application to Complete Genomes. J. Mol. Biol. 2001, 305, 567580.
(24) Jones, D. T.; Taylor, R.; Thornton, J. M. A Model Recognition
Approach to the Prediction of All-Helical Membrane Protein Structure
and Topology. Biochemistry 1994, 33, 3038-3049.
(25) Gerlach, L. O.; Skerlj, R. T.; Bridger, G. J.; Schwartz, T. W. Molecular
Interaction of Cyclam and Bicyclam Non-peptide Antagonists with
the CXCR4 Chemokine Receptor. J. Biol. Chem. 2001, 276, 1415414160.
(26) Paterlini, M. G. Structure Modeling of the Chemokine Receptor
CCR5: Implications for Ligand Binding and Selectivity. Biophys. J.
2002, 83, 3012-3031.
(27) Sali, A.; Blundell, T. L. Comparative protein modelling by satisfaction
of spatial restrains. J. Mol. Biol. 1993, 234, 779-815.
(28) MOE (Molecular Operating EnVironment), 2006.08 Release; Chemical
Computing Group, Inc.: Montreal, Canada, 2004.
(29) Im, D.-S. Orphan G Protein-Coupled Receptors and Beyond. Jpn. J.
Pharmacol. 2002, 90, 101-106.
(30) Fiser, A.; Sali, A. Modeling of loops in protein structures. Protein
Sci. 2000, 9, 1753-1773.
(31) Bruccoleri, R. E. Application of Systematic Conformational Search
to Protein Modeling. Mol. Simul. 1993, 10, 151-174.
(32) Bruccolieri, R. E.; Karplus, M. Chain closure with bond angle
variations. Macromolocules 1985, 18, 2767-2773.
(33) Bruccolieri, R. E.; Karplus, M. Prediction of the Folding of Short
Polypeptide Segments by Uniform Conformatinal Sampling. Biopolymers 1987, 26, 137-168.
(34) Brooks, B. R.; Bruccolieri, R. E.; Olafson, B. D.; States, D. J.;
Swamminathan, S.; Karplus, M. CHARMM: A Program for Macromolecular Energy, Minimization, and Dynamics Calculations. J.
Comput. Chem. 1983, 4, 187-217.
(35) Li, H.; Tejero, R.; Monleon, D.; Bassolino-Klimas, D.; Abate-Shen,
C.; Bruccolieri, R. E.; Montelione, G. T.; Homology modeling using
simulated annealing of restrained molecular dynamics and conformational search with CONGEN: aplication in predicting the threedimensional structure of murine homeodomain Msx-1. Protein Sci.
1997, 6, 956-970.
(36) Bruccolieri, R. E.; Haber, E.; Novotny, J. Structure of antibody
hypervariable loops reproduced by conformational search algorithm.
Nature 1988, 335, 564-568.
(37) Laskowski, R. A.; McArthur, M. W.; Moss, D. S.; Thornton, J. M.
PROCHECK: a program to check the stereochemical quality of protein
structures. J. Appl. Crystallogr. 1993, 26, 283-291.
(38) Huang, X.; Shen, J.; Cui, M.; Shen, L.; Luo, X.; Ling, K.; Pei, G.;
Jiang, H.; Chen, K. Molecular Dynamics Simulations on SDF-1R:
Binding with CXCR4 Receptor. Biophys. J. 2003, 84, 171-184.
(39) Cornell, W. D.; Cieplack, P.; Bayly, C. I.; Gould, I. R.; Merz, K. M.;
Ferguson, Jr.; Spellmeyer, D. C.; Fox, T.; Caldwell, J. W.; Kollman,
P. A. A second generation force field for the simulation of proteins,
nucleic acids and organic molecules. J. Am. Chem. Soc. 1995, 117,
5179-5197.
(40) Morris, G. M.; Goodsell, D. S.; Halliday, R. S.; Hart, W.; Belew, R.
K.; Olson, A. J. Automated Docking Using a Lamarckian Genetic

J. Chem. Inf. Model., Vol. 48, No. 3, 2008 531

(41)
(42)
(43)

(44)

(45)

(46)

(47)

(48)
(49)

(50)

(51)

(52)

(53)

(54)
(55)
(56)
(57)
(58)
(59)

(60)

Algorithm and Empirical Binding Free Energy Function. J. Comput.
Chem. 1998, 19, 1639-1662.
Verdonk, M. L.; Cole, J. C.; Hartshorn, M. J.; Murray, C. W.; Taylor,
R. D. Improved Protein-Ligand Docking Using GOLD. Proteins:
Struct., Funct., Genet. 2003, 52, 609-623.
Gasteiger, J.; Marsili, M. Iterative Partial Equalization of Orbital
ElectronegativitysA Rapid Access To Atomic Charges. Tetrahedron
1980, 36, 3219-3228.
Zhang, W. B.; Navenot, J. M.; Haribabu, B.; Tamamura, H.; Hiramatu,
K.; Omagari, A.; Pei, G.; Manfredi, J. P.; Fujii, N.; Broach, J. R.;
Peiper, S. C. A. Point Mutation That Confers Constitutive Activity to
CXCR4 Reveals That T140 Is an Inverse Agonist and That AMD3100
and ALX40-4C Are Weak Partial Agonists. J. Biol. Chem. 2002,
277, 24515-24521.
Brelot, A.; Heveker, N.; Montes, M.; Alizon, M. Identification of
Residues of CXCR4 Critical for Human Immunodeficiency Virus
Coreceptor and Chemokine Receptor Activities. J. Biol. Chem. 2000,
275, 23736-23744.
Donzella, G. A.; Schols, D.; Lin, S. W.; Este, J. A.; Nagashima, K.
A.; Maddon, P. J.; Allaway, G. P.; Sakmar, T. P.; Henson, G.; De
Clercq, E.; Moore, J. P. AMD3100, a small molecule inhibitor of
HIV-1 entry via the CXCR4 co-receptor. Nat. Med. 1998, 4, 72-77.
Hatse, S.; Princen, K.; Gerlach, L. O.; Bridger, G.; Henson, G.; Clercq,
E.; Schwartz T. W.; Schols, D. Mutation of Asp171 and Asp262 of
the chemokine receptor CXCR4 impairs its coreceptor function for
human immunodeficiency virus-1 entry and abrogates the antagonistic
activity of AMD3100. Mol. Pharmacol. 2001, 60, 164-173.
Hatse, S.; Princen, K.; Vermeire, K.; Gerlach, L.-O.; Rosenkilde, M.
M.; Schwartz, T. W.; Bridger, G.; De Clercq, E.; Schols, D.; Mutations
at the CXCR4 interaction sites for AMD3100 influence anti-CXCR4
antibody binding and HIV-1 entry. FEBS Lett. 2003, 546, 300-306.
Ho, S. N.; Hunt, H. D.; Horton, R. M.; Pullen, J. K.; Pease, L. R.
Site-directed mutagenesis by overlap extension using polymerase chain
reaction. Gene 1989, 77, 51-59.
Rosenkilde, M. M.; Gerlach, L. O.; Jacobsen, J. S.; Skerlj, R. T.;
Bridger, G. J.; Schwartz, T. W. Molecular Mechanism of AMD3100
Antagonism in the CXCR4 Receptor. J. Biol. Chem. 2004, 279, 30333041.
Seibert, C.; Ying, W.; Gavrilov, S.; Tsamis, F.; Kuhmann, S. E.; Palani,
A.; Tagat, J. R.; Clader, J. W.; McCombie, S. W.; Baroudy, B. M.;
Smith, S. O.; Dragic, T.; Moore, J. P.; Sakmar, T. P.; Interaction of
small molecule inhibitors of HIV-1 entry with CCR5. Virology 2006,
349, 41-54.
Zhou, N.; Luo, Z.; Hall, J. W.; Luo, J.; Han, X.; Huang, Z.; Molecular
modeling and site-directed mutagenesis of CCR5 reveal residues
critical for chemokine binding and signal transduction. Eur. J.
Immunol. 2000, 30, 164-173.
Dragic, T.; Trkola, A.; Thompson, D. A.; Cormier, E. G.; Kajumo, F.
A.; Maxwell, E.; Lin, S. W.; Ying, W.; Smith, S. O.; Sakmar, T. P.;
Moore, J. P. A binding pocket for a small molecule inhibitor of HIV-1
entry within the transmembrane helices of CCR5. Proc. Natl. Acad.
Sci., U.S.A. 2000, 97, 5639-5644.
Baba, M.; Nishimura, O.; Kanzaki, N.; Okamoto, M.; Sawada, H.;
Iizawa, Y.; et al. A small-molecule, nonpeptide CCR5 antagonist with
highly potent and selective anti-HIV-1 activity. Proc. Natl. Acad. Sci.,
U.S.A. 1999, 96, 5698-5703.
Bridger, G.; Skerlj, R.; Kaller, A.; Harwing, C.; Bogucki, D.; Wilson,
T. R.; Crawford, J.; McEachern, E. J.; Atsma, B.; Nan, S.; Zhou, Y.
World Patent WO 0022600, 2002.
Bridger, G.; Skerlj, R.; Kaller, A.; Harwing, C.; Bogucki, D.; Wilson,
T. R.; Crawford, J.; McEachern, E. J.; Atsma, B.; Nan, S.; Zhou, Y.
World Patent WO 0022599, 2002.
Bridger, G.; Skerlj, R.; Kaller, A.; Harwing, C.; Bogucki, D.; Wilson,
T. R.; Crawford, J.; McEachern, E. J.; Atsma, B.; Nan, S.; Zhou, Y.
World Patent WO 00234745, 2002.
Bridger, G.; Skerlj, R.; Kaller, A.; Harwing, C.; Bogucki, D.; Wilson,
T. R.; Crawford, J.; McEachern, E. J.; Atsma, B.; Nan, S.; Zhou, Y.
World Patent WO 055876, 2003.
Bridger, G.; Skerlj, R.; Kaller, A.; Harwig, C.; Bogucki, D.; Wilson,
T. R.; Crawford, J.; McEachern, E. J.; Atsma, B.; Nan, S.; Zhou, Y.;
Schools, D.; Smith, C. D.; Di Fluir, R. M. U.S. Patent 7091217, 2004.
Ichiyama, K.; Yokohama-Kumakura, S.; Tanaka, Y.; Tanaka, R.;
Hirose, K.; Bannai, K.; Edamatsu, T.; Yanaka, M.; Niitani, Y.; MiyakoKurosaki, N.; Takaku, H.; Koyanagi, Y.; Yamamoto, N. A duodenally
absorbable CXC chemokine receptor 4 antagonist, KRH-1636, exhibits
a potent and selective anti-HIV-1 activity. Proc. Natl. Acad. Sci., U.S.A.
2003, 100, 4185-4190.
Murakami, T.; Yoshida, A.; Tanaka, R.; Mitsuhashi, S.; Hirose, K.;
Yanaka, M.; Yamamato, N.; Tanaka, Y. KRH-2731: An Orally
Bioavailable CXCR4 Antagonist Is a Potent Inhibitor of HIV-1
Infection. In 2004 AntiVirals Pipeline Report; Camp, R., Ed.; Proceedings of the 11th Conference on Retroviruses and Opportunistic

532 J. Chem. Inf. Model., Vol. 48, No. 3, 2008

(61)
(62)
(63)

(64)
(65)

(66)

(67)

(68)

(69)

(70)

(71)

(72)

(73)

(74)

(75)
(76)
(77)
(78)
(79)
(80)
(81)
(82)
(83)
(84)

Infection, San Francisco CA, Feb. 8-11, 2004; Treatment Action
Group: San Francisco, CA, 2004; Abstract No. 541.
Yamazaki, T.; Saitou, A.; Ono, M.; Yokohama, S.; Bannai, K.;
Hiroswe, K.; Yanaka, M. World Patent WO 029218, 2003.
Yamazaki, T.; Kikumoto, S.; Ono, M.; Saitou, A.; Takahashi, H.;
Kumakura, S.; Hirose, K. World Patent WO 024697, 2004.
Bridger, G. J.; Skerlj, R. T.; Padmanabhan, S.; Martellucci, S. A.;
Henson, G. W.; Struyf, S.; Witvrouw, M.; Schols, D.; De Clercq, E.
Synthesis and Structure-Activity Relationships of Phenylenebis(methylene)-Linked Bis-azamacrocycles That Inhibit HIV-1 and HIV-2
Replication by Antagonism of the Chemokine Receptor CXCR4. J.
Med. Chem. 1999, 42, 3971-3981.
De Clercq, E. Inhibition of HIV Infection by Bicyclams, Highly Potent
and Specific CXCR4 Antagonists. Mol. Pharmacol. 2000, 57, 833839.
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Recent Progress and Future Directions in Protein-Protein Docking
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Abstract: This article gives an overview of recent progress in protein-protein docking and it identifies several directions
for future research. Recent results from the CAPRI blind docking experiments show that docking algorithms are steadily
improving in both reliability and accuracy. Current docking algorithms employ a range of efficient search and scoring
strategies, including e.g. fast Fourier transform correlations, geometric hashing, and Monte Carlo techniques. These approaches can often produce a relatively small list of up to a few thousand orientations, amongst which a near-native binding mode is often observed. However, despite the use of improved scoring functions which typically include models of
desolvation, hydrophobicity, and electrostatics, current algorithms still have difficulty in identifying the correct solution
from the list of false positives, or decoys. Nonetheless, significant progress is being made through better use of bioinformatics, biochemical, and biophysical information such as e.g. sequence conservation analysis, protein interaction databases, alanine scanning, and NMR residual dipolar coupling restraints to help identify key binding residues. Promising
new approaches to incorporate models of protein flexibility during docking are being developed, including the use of molecular dynamics snapshots, rotameric and off-rotamer searches, internal coordinate mechanics, and principal component
analysis based techniques. Some investigators now use explicit solvent models in their docking protocols. Many of these
approaches can be computationally intensive, although new silicon chip technologies such as programmable graphics
processor units are beginning to offer competitive alternatives to conventional high performance computer systems. As
cryo-EM techniques improve apace, docking NMR and X-ray protein structures into low resolution EM density maps is
helping to bridge the resolution gap between these complementary techniques. The use of symmetry and fragment assembly constraints are also helping to make possible docking-based predictions of large multimeric protein complexes. In the
near future, the closer integration of docking algorithms with protein interface prediction software, structural databases,
and sequence analysis techniques should help produce better predictions of protein interaction networks and more accurate structural models of the fundamental molecular interactions within the cell.

Keywords: Protein-protein docking, protein-protein interactions, docking algorithms, data-driven docking, molecular dynamics, protein structure databases, protein interface prediction, CAPRI.
INTRODUCTION
Proteins play a central role in many cellular processes,
ranging from enzyme catalysis and inhibition to signal transduction and gene expression. Proteins often perform their
functions by interacting with other proteins to form proteinprotein complexes. These complexes may exist as short-lived
transitory associations, as in e.g. enzyme catalysis, or as
long-lived multimeric systems such as the ribosome, transcription factors, cell surface and ion channel proteins. Using
yeast two-hybrid (Y2H) and tandem-affinity-purification
mass spectrometry (TAP-MS) techniques, large-scale functional genomic studies are producing interaction maps which
describe complex networks of protein-protein interactions
(PPIs) within a cell [1, 2]. High throughput Y2H and TAPMS experiments have been applied on a genomic scale to
yeast [3-7]. Bioinformatics approaches such as threading,
phylogenetic profiling, gene neighbourhood and gene fusion
analysis, and in silico two-hybrid methods are being used
with increasing success to predict PPIs directly from gene
sequences of yeast and other organisms (for recent reviews
see e.g., references [8-13]).
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Protein docking is the task of calculating the threedimensional (3D) structure of a protein complex starting
from the individual structures of the constituent proteins. In
other words, in contrast to the above approaches which determine or predict which proteins interact, protein docking
aims to predict how proteins interact. Based on analyses of
known protein structures, it has been estimated that the natural repertoir of protein folds may be of the order of 1,000
[14]. By applying similar reasoning to known yeast interactions, Aloy and Russell [15] estimate that each protein will
have around 9 interaction partners and that most protein interactions will belong to one of around 10,000 basic types, of
which we currently know only around 2,000. Therefore,
there are potentially many thousands of as yet completely
unknown PPIs. Crystallographic (X-ray) and nuclear magnetic resonance (NMR) structure determination techniques
have improved dramatically in recent years, with around
12,000 protein structures having been deposited in the Protein Data Bank (PDB [16]). However, only a very small proportion of these structures correspond to protein-protein
complexes. Due to a number of practical difficulties, it
seems unlikely that it will become possible to solve the
structures of protein complexes using high-throughput structural genomics techniques in the forseeable future [17].
Hence, computational techniques such as protein docking
© 2008 Bentham Science Publishers Ltd.
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will become an increasingly important way to help understand the molecular mechanisms of biological systems [18,
19]. Therapeutic drugs often modulate or block PPIs, and
therefore PPIs represent an important class of drug target
[20, 21].
Like all good scientific problems, the protein docking
problem is easy to state but hard to solve. Almost 30 years
ago, Wodak and Janin [22] described the first automated
docking algorithm to predict the 3D interaction between bovine pancreatic trypsin and its natural inhibitor. Since then,
protein docking has matured into a distinct computational
discipline which brings together knowledge and techniques
from a broad spectrum of sciences including physics, chemistry, biology, mathematics, and computing with the aim of
modeling in silico how macromolecules such as proteins
behave. Current docking algorithms employ a range of efficient search and energy-based scoring strategies, including
e.g. fast Fourier transform (FFT) correlations, geometric
hashing, and Monte Carlo (MC) techniques. These approaches generally produce a relatively small list of up to a
few thousand putative docking orientations, amongst which a
near-native binding mode is often observed. However,
despite the use of improved scoring functions which typically include models of desolvation, hydrophobicity, and
electrostatics, current algorithms still have difficulty in identifying the best solution from the list of false positives, or
decoys. Hence many docking algorithms now use a two-step
search and scoring procedure, in which ab initio techniques
are used to generate an initial list of decoys which are then
re-scored using available biophysical information (datadriven docking) and knowledge-based potentials derived
from analyses of existing protein-protein interfaces [23-25].
There are several reviews of protein-protein docking
techniques [26-35], and the performance of many current
docking algorithms has been tested in the CAPRI (Critical
Assessment of PRedicted Interactions) blind docking experiment [36-42]. The CAPRI experiment and its partner
conference, Modeling of Protein Interactions in Genomes
[43], have been instrumental in spurring new developments
and providing a level playing field against which different
docking algorithms may be tested and compared. This article
gives an overview of recent progress in protein-protein docking and identifies several directions for future research. Incremental developments of the more established docking
algorithms are generally not described here. Instead, the focus is on the salient or promising features of new approaches, several of which are data-based or data-driven, and
many of which have not yet been tested in CAPRI.
AB INITIO RIGID BODY DOCKING
Many docking algorithms begin with a simplified rigid
body representation of protein shape obtained by projecting
each protein onto a regular 3D Cartesian grid, and by distinguishing grid cells according to whether they are near or
intersect the protein surface, or are deeply buried within the
core of the protein. Conceptually, a docking search is then
performed by scoring the degree of overlap between pairs of
grids in different relative orientations. However, performing
a blind six-dimensional (6D) translational and rotational
docking search typically entails evaluating in the order of
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billions (O(109)) of distinct grid overlaps. Hence, in practice,
a variety of techniques are used to accelerate the calculation.
For example, in the Fourier-based approaches the grid representations are first transformed into a set of orthogonal basis
functions in order to perform the overlap calculations very
efficiently using FFT techniques [44]. 3D FFT approaches
have since been incorporated in several correlation-based
docking algorithms [26, 45-51]. Eisenstein et al. [52] give a
recent overview of the principles of grid-based FFT docking
approaches. Grid overlaps may also be calculated rapidly
using fast bit-wise arithmetic operations [53]. Unlike the 3D
grid-based FFT correlation algorithms, the grid-free spherical polar Fourier (SPF) approach allows rotational rather
than translational correlations to be calculated rapidly using
one-dimensional (1D) FFTs [54]. In the geometric hashing
approach, each protein surface is first pre-processed to give a
list of a few hundred critical points (“pits”, “caps”, and
“belts”) which are then compared in a clique-detection algorithm to generate a relatively small number (O(104)) of trial
docking orientations for grid scoring [55].
Solvation and desolvation effects are often considered as
a surface phenomenon. All of the above ab initio docking
algorithms incorporate an excluded volume model of shape
complementarity, either explicitly using surface skins in the
spherical polar Fourier (SPF) approach [54], or implicitly by
assigning different values to surface and interior cells in the
FFT grid representations [44]. The scoring functions in these
algorithms favour orientations which occlude large surface
cell volumes or bury large surface areas. Such approaches
are largely consistent with the shell model of hydration [56].
However, as Elcock et al. [27] point out, most shape-based
scoring functions generally do not discriminate between burial of different atom or side chain types because a single water probe radius or grid cell size is used to define the protein
surface. Bhat et al. [57] demonstrated that using a variable
radius probe sphere provides a straight-forward but superior
way to represent the hydrophobicity of protein surface atoms. However, this has not yet been tested in existing docking algorithms.
The above approaches generally produce a list a few
thousand candidate docking orientations which usually contains some near-native docking poses, provided the starting
conformations are sufficiently similar to those of the
complex. On a modern personal computer (PC), the calculation typically takes from a few minutes for the geometric
hashing and polar Fourier approaches to a few hours for the
FFT-based approaches. Hence, searching the 6D rigid-body
space for putative docking orientations is not rate-limiting.
However, existing scoring functions still have difficulty in
distinguishing the near-native solutions from the list of decoys. Additionally, if the conformational changes on binding
are large, then rigid body approaches can completely fail to
produce any near-natives in the decoy list. Analysis of results in the CAPRI experiment shows that the best measure
of target difficulty is the degree of conformational change
between the bound and unbound protein structures [38, 42].
Fig. 1 shows the structures of two recent CAPRI targets,
T21 and T26, which exemplify protein-protein complexes
that are relatively hard and fairly easy to dock, respectively.
Target T26 consists of a complex between a peptidoglycan-
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associated lipoprotein (Pal), and the colicin tolerance-like
protein (TolB) in which Pal binds across the bowl of the
TolB C-terminal -propeller domain, burying a large total
solvent-accessible surface area of around 2,600Å2 [58]. Although both Tolb, and Pal change conformation on binding,
the backbone motions are relatively small (0.97Å and 0.41Å
RMS for the TolB -propeller and Pal domains, respectively), with much of the overall TolB conformational
change appearing allosterically in the N-terminal domain
[58]. There is some motion of the Pal residues E293, Y294,
and E338, although only E338 changes rotameric conformation on binding. Hence, compared to many other CAPRI
targets, the overall conformational changes in T26 are small.
Additionally, there is considerable prior knowledge in the
literature about the general mode of interaction between
these proteins (e.g., [59]), which several predictor groups
appear to have used. Overall, some 13 groups (including two
solutions using Hex) obtained acceptable predictions, and 8
groups achieved medium accuracy predictions for this target,
where the definitions of “acceptable,” “medium,” and “high
accuracy” follow the assessment criteria of Méndez et al.
[40]. These results indicate that, perhaps with the help of
some prior knowledge, it is straight-forward for many current algorithms to make good docking predictions when the
interface area of the complex is large and when the conformational differences between the unbound and bound structures are small.
In target T21, comprising a complex between the yeast
origin recognition complex protein Orc1 and the silent information regulator protein Sir1 [60], the buried surface area
is a relatively moderate !1,300Å2, but three Sir1 interfacial
side chains (Y489, K522, and H524) change conformation
on binding, and there are extensive conformational differences in the Orc1 small helical H domain (residues P97A127) between the unbound and bound crystal structures
(C" deviation: 1.63Å RMS). Consequently, this complex
proved to be rather difficult to predict well in CAPRI. For
example, the Hex shape-based soft docking correlation pro-
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duced many false-positive orientations with “side-to-side”
domain contacts exhibiting much larger buried surface areas
than that of the correct “head-to-head” orientation of the
crystallographic complex (Fig. 1), and it would appear that
several other predictor groups encountered similar difficulties with this target. Nonetheless, 5 groups (Hirokawa,
Weng, Vajda, Bonvin, and Gray) produced acceptable predictions, and 3 groups (Ten Eyck, Bonvin, and Gray)
achieved medium predictions (M. F. Lensink and S. J. Wodak, personal communication). However, no high accuracy
solutions were obtained despite the availability of considerable mutagenic evidence for likely interface residues on both
protein partners [61]. Hence, the main challenges in protein
docking today are to be able to generate reliably trial conformations which closely resemble those of the native complex, and to devise improved scoring functions which can
correctly distinguish near-native docking orientations from a
list of highly complementary decoys.
SOFT DOCKING TECHNIQUES
While the ability to include protein flexibility in docking
is obviously desirable, most docking algorithms have until
recently been obliged to assume that the proteins are rigid, at
least at the backbone level, as a matter of computational expediency. However, most rigid body algorithms are nonetheless able to accommodate a degree of conformational flexibility through the use of soft scoring functions. For example,
the binary core/interior scoring function embodied in the
Cartesian FFT algorithms acts as a simple step-like van der
Waals potential [62]. Using a coarse FFT grid implies using
low order correlations and also serves to soften the potential
[46]. The grid-free SPF approach [54] generally uses relatively low order polynomial powers in the range N=25–32,
whereas the grid-based FFT approaches typically use trigonometric powers of N=64 or N=128. Using a low-pass filter
in high resolution FFT docking also softens the scoring function, and has been shown to improve the results for gridbased FFT docking [63]. One advantage of the SPF approach

Fig. (1). CAPRI targets T21 (Orc1/Sir1) and T26 (TolB/Pal), as examples of relatively difficult and straight-forward complexes to dock,
respectively. T21 (left) is coloured as grey: bound Orc1 backbone; blue: unbound Orc1 backbone (H domain in orange); yellow: unbound
Sir1 van der Waals surface; pink: Sir1 surface patches corresponding to known interface residues V490, R493, D503, and L504 [61]. T26
(right) is coloured as grey: bound TolB backbone; blue: unbound TolB backbone; yellow: unbound Pal van der Waals surface; pink: Pal surface patches corresponding to known interface residues T93, G101, E102, and E130 [59].
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compared to the grid-based FFT is that the polynomial order
is independent of the search step size. Hence it is straight
forward to calculate low order correlations with fine search
increments. In a recent adaptation of the SPF approach, Sumikoshi et al. [64] perform very fast low order N=10–12 soft
docking correlations. The rigid body search part of this approach is similar to the Hex algorithm [54]. However, Sumikoshi et al. use Legendre polynomials for the radial functions and calculate translations by numerical integration,
whereas Hex uses Laguerre-Gaussian polynomials in order
to calculate translations analytically [65]. With the help of
some biochemical knowledge from the literature, the ab initio Hex correlation approach achieved 1 high accuracy, 1
medium accuracy, and 2 acceptable predictions in rounds 3–
5 of CAPRI [66].
In order to incorporate a simple model of hydrophobicity
into their FFT approach, Berchanski et al. [67] adapted the
MolFit FFT algorithm to use the complex part of each grid
cell value to give additional weight to complementary arrangements of hydrophobic residues. This was reported to
improve significantly the rank of near native docking orientations for both tetrameric oligomers and hetero-dimers.
Similarly, Heuser and Schomburg [68] modified their
Ckordo FFT correlation algorithm to assign different shape
complementarity weights to different amino acid types. The
weights were determined by non-linear minimisation of
docking scores from the Docking Benchmark complexes
[69]. Different weights are used for different classes of complex but the general effect is to downgrade the contribution
of flexible side chains such as Arg, Lys, Leu, Ser, and Thr,
and to upgrade the docking score for hydrophobic side
chains with high interface propensities such as e.g. Tyr and
Trp. This approach is reported to give significant enrichment
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of near native orientations for all classes of complex [68].
Fig. 2 illustrates weighted soft docking Fourier correlations
using colour-coded SPF shape density functions calculated
for the T21 Orc1/Sir1 complex.
PREDICTING PROTEIN INTERACTION SURFACES
Rather than attempting to calculate protein docking interactions directly using ab initio approaches, it might be supposed that substantially fewer false-positive orientations
would be obtained if one could first identify or predict the
interaction surfaces on each protein partner. However, although the properties of protein-protein interfaces have been
analysed in considerable detail [70-76], it remains a significant challenge to predict reliably the locations of proteinprotein interaction surfaces using computational techniques
alone [71, 75]. Nonetheless, some progress is being made.
For example, Bogan and Thorn [72] compared differences in
binding free energies following alanine scanning mutagenesis to show that often a small set of core interface residues
contributes the majority of the binding free energy of a complex. They proposed a “hot-spot/O-ring” model of protein
binding sites, in which the core hot spot residues are surrounded by a ring of energetically unimportant residues
whose main role is to occlude bulk solvent from the hot spot.
This study found that occlusion of solvent from the proteinprotein interface is a necessary condition for binding, but
there is no direct correlation between the experimentally
determined binding free energy and buried surface area.
However, the bulky side chains of Trp, Arg, and Tyr appear
in hot spots with high frequencies (21%, 13%, and 12%,
respectively), whereas Leu, Met, Ser, Thr, and Val residues
are rarely observed in hot spots (3% frequency or less) [72].

Fig. (2). Real 3D Fourier expansions of the bound conformations of Orc1 and Sir1 (CAPRI target T21), coloured as in Figure 1. Horizontally
from top left to bottom right: the SPF steric density functions of Orc1 and Sir1 shown at polar expansion orders N=16, 20, 25, and 30, followed by a Gaussian van der Waals surface (bottom middle), and the van der Waals fused sphere representation (bottom right). It should be
noted that SPF densities are 3D functions which are here contoured to give smooth 2D van der Waals surfaces for visualisation purposes. The
Hex docking correlation algorithm typically uses N=16 and N=25 expansions [54]. The real part of a conventional complex Fourier shape
representation, calculated by many FFT-based docking algorithms, would most closely resemble the N=30 image shown here (bottom left).
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Studies of existing protein complexes by Chakrabarti and
Janin [73] and Bahadur et al. [74] support a similar “corerim” model of protein binding sites, in which the core residues resemble the composition of protein interiors and the
rim residues, which remain to some extent solvent-accessible
in the complex, resemble more the general composition of
surface residues. Several studies have shown that alanine
scanning hot spot residues correlate well with conserved
residue locations in multiple sequence alignments (MSA)
[77-79]. However, using such observations directly to predict putative docking epitopes requires a number of orthologous sequences to be available [80]. Interestingly, Halperin
et al. [77] found that the local packing density around hot
spot and conserved residues across binding interfaces is
higher than expected, being reminiscent to that of protein
cores, which suggests that good packing plays an important
role in stabilising protein-protein interfaces. However, it
should be noted that 60% of the alanine scan interfaces in
this study belonged to homodimers. On the other hand, based
on a study of 64 protein-protein interfaces (42 homodimers,
12 heterodimers and 10 transient complexes), Caffrey et al.
[81] argue that interface surfaces are rarely significantly
more conserved than other surface patches, and that using
residue conservation alone is generally not sufficient for
complete and accurate prediction of protein-protein interfaces.
Although the evidence to support the core-rim model is
compelling, it is difficult to articulate simple rules with
which unknown binding sites may be identified. Hence, machine learning techniques are being used to develop automated protein-protein interface prediction software [75,8290]. These systems are typically trained using various combinations of e.g., buried surface areas, desolvation and electrostatic interaction energies, hydrophobicity scores, and
residue conservation scores. Because different investigators
used different learning datasets and because results are presented in different ways, it is difficult to make direct comparisons between individual approaches. However, as a very
broad summary of recent results, current algorithms can generally predict the locations of protein interfaces with around
50% overlap between predicted and native interface residues
in up to around 70% of complexes. Hence it would appear
that such approaches are becoming useful and practical predictive tools. For example, Bradford and Westhead [85] used
their SVM-based approach to predict, retrospectively, significant portions of the interfaces for 11 out of 15 selected
CAPRI targets.
In many interface prediction algorithms, the manner in
which surface patches are defined is critical. The optimal
docking area (ODA) approach of Fernández-Recio et al.
[88], which is based entirely on a desolvation model, is able
to identify over 80% of protein interfaces in a test set of 66
non-obligate hetero-complexes. In a study of 97 such complexes, Burgoyne and Jackson [75] found that electrostatic
complementarity showed little if any predictive capability,
and that residue conservation had lower predictive power
than expected, which tends to support the results of Caffrey
et al. [81]. In agreement with the results of Fernández-Recio
et al., they found that cleft desolvation is the most strongly
predictive characteristic of protein-protein interfaces [75].
Interestingly, Chung et al. [89] found that using crystallo-
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graphic B factors to weight residue conservation scores was
advantageous. It is also worth noting that de Vries et al. [91]
showed that intramolecular surface contact propensities may
also be used to infer protein interface regions.
STRUCTURAL PROTEIN-PROTEIN INTERACTION
DATABASES
Databases of protein interactions are becoming important
assets with which to predict the structures of protein
complexes. Although not formally a database, the ProteinProtein Docking Benchmark [69], a collection of 84 nonredundant protein complexes for which both the bound and
unbound structures are available, provides a valuable resource for testing new docking algorithms. Several further
databases of structural protein-protein interaction data have
been compiled, e.g., PQS [92, 93], DIP [94], BIND [95],
DIMER [96], BID [97], 3DID [98], PIBASE [99], iPfam
[100], Interdom [101], Interpare [102], 3D Complex [103],
Dockground [104], I2I [105], SCOPPI [106], and
PROTCOM [107]. Most of these databases provide at least
the identities of domain interface residues, along with interface statistics such as residue propensities and buried surface
areas. Some accept geometric queries to search for similar
molecular surface patches [94, 105], or physico-chemically
labeled patches [105]. The PQS system distinguishes interfaces between biologically active subunits from crystal packing contacts and hence provides a significantly richer source
of protein-protein interface data than the original experimentally determined structures [93]. The comprehensive
PIBASE [99], which is freely downloadable, draws data
from the PDB, PQS, BIND, and DIP databases to provide
data on around 160,000 domain pairs between 105,000 domains from 2,100 SCOP families [99]. The
MULTIPROSPECTOR system uses a modified version of
the PROSPECTOR threading algorithm to query the DIMER
structural database in order to predict the interaction partners
of a given query sequence [96]. The InterPreTS system [108]
uses a similar approach with the 3DID database. The original
version of this database (DBID) was relatively small, comprising 1,131 complexes, and in one of the examples described by the authors, only 35 out of a total of 2,590 putative yeast interaction pairs mapped to actual 3D structures
[109]. The more extensive 3DID database (34,944 intermolecular domain interactions) has since been made available
by the same group [98]. The above databases store information primarily on pair-wise protein interfaces. However,
many proteins carry out their function as multimeric systems. Hence the recent 3D Complex database of Levy et al.
[103] will be particularly useful for studying the structure,
function, and evolutionary relationships of multimeric protein complexes.
Obviously, current databases contain only a very small
fraction of all possible protein-protein complexes. However,
as structural genomics initiatives continue to populate the
space of protein 3D structures, it seems clear that using
structural database systems to perform docking by homology
will become an increasingly powerful approach. For example, Heuser et al. [101] used the Interdom database to rescore and improve FFT-based docking predictions for 16 out
of 17 enzyme-inhibitor complexes and 2 out of 3 antibodyantigen complexes for which the structures of known homo-
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logues existed. Korkin et al. [110] used comparative patch
analysis queries on the PIBASE database [99] to predict correctly 70% of a test set of 20 complexes in the database
compared to a 30% prediction rate using PatchDock [111].
Similarly, Kundrotas et al. [112] used structural queries to
search the ProtCom database [107] in order to retrieve the
correct domain partner of the query protein for 86% of the
database of 418 complexes.
KNOWLEDGE-BASED DOCKING POTENTIALS
One natural way to exploit existing structural proteinprotein interaction data is in the development of knowledgebased protein docking potentials. For example, Jiang et al.
[113] developed a potential of mean force (PMF) approach
based on hydrophobicity and hydrogen-bonding propensities,
and parametrised using just 4 atoms types. This PMF model
reproduces experimental binding energies for a test set of 28
complexes with a correlation coefficient of 0.75. Zhang et al.
[114] developed the DFIRE (distance-scale finite ideal gas
reference state) potential for scoring protein-protein, proteinDNA, and protein-ligand interactions. Using 19 atom types
for protein-protein interactions, the DFIRE potential gives a
good correlation (r=0.73) between the calculated and experimentally observed binding energies for a test set of 82
protein-protein complexes. Using a linear programming
technique, Tobi and Bahar [115] developed a protein docking potential (PDP) based on 3 interaction centres (the side
chain centroid, and backbone amide N and carbonyl O atoms) for each residue type. This PDP was able to identify a
near-native conformation within the top 100 solutions in 10
out of 17 unbound-unbound test cases.
Although there is little doubt as to the importance of
electrostatics in macromolecular interactions [116], and progress continues to be made in developing improved solvent
models and fast Poisson-Boltzmann solvers [117], it appears
that the electrostatic models used in current docking algorithms do not yet reliably help to identify near-native orientations. This limitation seems to be due, at least in part, to
the need to use relatively simplistic physical models that
afford rapid calculation over millions of trial orientations.
For example, electrostatic correlations have been incorporated in several ab initio correlation search algorithms [118,
54, 47, 119, 120]. Gabb et al. [118] found that using a simple
charge model for polar atoms improved the rank of nearnative complexes in all cases tested. Similarly, Mandell et al.
[47] found that their Poisson-Boltzmann electrostatic model
was consistently beneficial when docking a set of complexes
which are known to be electrostatically rate-accelerated. On
the other hand, studies by Ritchie and Kemp [54] and
Heifetz et al. [120], which used an accurate in vacuo SPF
Coulomb representation, and the DELPHI linearised Poisson-Boltzmann model [121], respectively, both found that
including electrostatics in the scoring function was beneficial
in the majority of cases, but worsened the rank of near-native
orientations in a significant number of others. Hence it
would appear that the results of electrostatic calculations are
rather sensitive to the type of model used and the specific
complexes on which the model is tested. Sheinerman et al.
[116] argue that due to desolvation of polar groups, proteinprotein electrostatic interactions are generally net destabilizing. Hence we should perhaps not expect to see much benefit
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from using electrostatics in docking until we treat desolvation adequately. As an important step towards addressing
this difficulty, Cerutti et al. [122] developed the ELSCA
(energy by linear superposition of corrections approximation) knowledge-based potential method of including solvation effects into the linearised Poisson-Boltzmann/SurfaceArea (PBSA) electrostatic model. This approach uses 16
basic atom types, each of which is endowed with Gaussiantype potential functions, parametrised using 45 proteinprotein complexes from the Docking Benchmark [69]. Although the ELSCA potential has not yet been used in predictive docking, it reproduces calculated PBSA energies of the
45 bound and unbound test complexes with correlation coefficients of 0.96 and 0.79, respectively.
PCA OF KNOWLEDGE-BASED POTENTIALS
Two groups have described useful enhancements to Fourier-based rigid body search algorithms. Sumikoshi et al.
[64] developed a fast low resolution SPF method of calculating docking energies using the ACE statistical potential of
Zhang et al. [123]. By applying a principal component
analysis (PCA) to the many cross terms in the ACE potential
and by selecting only the 2 most significant eigenvector
components, Sumikoshi et al. are able to calculate the most
significant contributions to the ACE energy very efficiently
[64]. On a test set of 6 unbound enzyme-inhibitor complexes
using low order N=10–12 correlations, this approach is reported to give at least one near-native solution within the top
1,000 orientations in around 40 seconds on an ordinary PC.
The PIPER program of Kozakov et al. [51] implements a
similar PCA dimensionality reduction approach in the context of FFT-based docking. By counting the frequency of
pair-wise atom occurrences in actual complexes compared to
the corresponding frequencies found in a large number of ab
initio decoys, Kozakov et al. [51] developed their “decoys as
reference state” (DARS) knowledge-based potential. Applying a PCA to the cross terms in the DARS potential allows
the leading contributions to be evaluated very efficiently via
a small number of FFTs. In tests on the Docking Benchmark
complexes, PIPER is reported to give up to 50% more nearnative conformations than ZDOCK using the earlier atomic
contact potential (ACP) scoring function [124].
DATA-DRIVEN DOCKING
If 3D structural information for a complex is not available, which is currently often the case, it is still extremely
useful to be able to predict the location of a protein’s functional site(s), or even just a single functional residue. Here,
again, a variety of data-driven techniques are actively being
developed. For example, the evolutionary trace (ET) approach of Lichtarge et al. [125] exploits the fact that functionally important residues are often conserved across species. ET techniques have been used successfully to identify
protein functional sites [126] and to train support vector machines (SVMs) [127] or linear discriminant function (LDF)
classifiers [128] to predict protein-protein interfaces. Sequence-based approaches are also able to identify proteinprotein interface residues by locating correlated mutations in
multiple sequence alignments for pairs of interacting proteins across different organisms [129, 8]. However, Halperin
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et al. [130] suggest that such approaches may be limited to a
relatively small number of protein families.
Nuclear Overhauser Effect (NOE) NMR has long been a
powerful experimental tool with which to analyse the structures and dynamics of proteins in solution. Recent advances
in the use of additional NMR data such as chemical shift
perturbations (CSPs) and residual dipolar couplings (RDCs)
allow new data-driven docking techniques to determine the
solution structures of even relatively large and sometimes
transient protein-protein and protein-DNA complexes [131].
In the HADDOCK approach [132], this experimental information is expressed in terms of ambiguous interaction restraints (AIRs) [133]. The generic <r-6>-1/6 form of an AIR
acts like a potential energy which boosts the docking score
whenever one or more pairs of restraint atoms occur close
together across the protein-protein interface. Combining CSP
and RDC AIRs with additional NMR information such as
diffusion anisotropy relaxation data can also substantially
improve data-driven docking [134, 135]. Other types of biochemical or biophysical data such as mutagenesis, H/D exchange [136], and 13C-labeling data may also be usefully
transformed into AIRs [32]. In favourable cases, as few as 3
restraints are sufficient to resolve the docked structure of a
protein-protein complex [137, 138]. In recent rounds of
CAPRI, the results obtained from HADDOCK have often
been impressive, particularly for those targets for which experimental information was available [139]. Data-driven
docking has also been applied successfully in protein-DNA
docking [140]. Mass spectrometry radical probe shielding
data has been used as a novel biophysical filter in the FFTbased PROXIMO docking algorithm [141]. Small-angle Xray scattering data has been used to rank rigid body docking
models of protein complexes in solution [142].
In addition to the general AIR formulation, several
groups have developed a variety of strategies to incorporate
biological information into their docking algorithms. For
example, ZDOCK allows “blocking” residues to be defined,
which are then given zero desolvation energy to bias those
residues against appearing in the interface [143]. PatchDock
allows known binding site residues to be specified in order to
promote the scores for interfaces that contain a given percentage of those residues [111]. Smith et al. [144] use 3D
conservation analysis [145] to identify putative interface
residues for manual assessment of 3D-Dock predictions. Hex
allows up to 2 search angle constraints to be specified to
constrain its rotational correlation to remain near the starting
orientation [54]. A similar cone angle constraint may be
specified in 3D-Dock [144].
FFT correlation techniques are increasingly being used to
fit high resolution X-ray protein structures into low resolution cryo-EM density maps [146-151]. Although the resolution of cryo-EM techniques is beginning to approach that of
X-ray crystallography [152], such fitting or “interior docking” techniques are likely to remain very powerful approaches for determining atomic resolution structures of very
large complexes which are unlikely to be solved using standard crystallographic techniques [148, 153]. It is interesting
to note that interior docking algorithms are also beginning to
incorporate biochemical knowledge from multiple biophysi-
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cal sources in order to locate or anchor multimeric subunits
in noisy low resolution EM density maps [154].
RE-SCORING DOCKING DECOYS
Several docking studies have indicated that low resolution scoring functions can often indicate the general location
of a binding site, and that energetically favourable orientations tend to cluster around the native complex orientation
[155, 156, 47, 157]. For example, Fernández-Recio et al.
[157] mapped the distribution of predicted protein-protein
docking orientations onto the receptor surface to show that
highly populated regions often correspond to the actual binding site. Using an energy-based weight function, the contributions of surface residues to the interface was calculated to
give a normalised interface propensity (NIP) for each residue. In a test set of 21 complexes, 80% of the predicted NIP
residues were correctly located in native interfaces [157].
This approach has contributed to the very high success rate
of the ICM software for many of the CAPRI targets [37, 40,
158]. Bernauer et al. [159] used a Voronoi tesselation representation of protein shape and a SVM-based machine learning approach to re-score successfully HADDOCK predictions for 4 out of 5 CAPRI targets. SVM techniques have
also been used to re-score and discriminate RosettaDock
energy funnels with encouraging results (O. SchuelerFurman, personal communication). Using the DFIRE knowledge-based potential, Zhang et al. [25] are able to place a
near-native solution generally within the top 30 out of 2,000
ZDOCK decoys. When combined with clustering and manual selection based on biochemical knowledge, this approach
gave reasonable predictions for 4 of the 6 targets in round 4
of CAPRI [40]. Although clustering is not normally considered as a scoring function per se, it has been shown that clustering uniformly sampled low energy ab initio FFT docking
orientations to detect attractive energy basins can provide a
simple but effective way to identify near-native binding orientations [47, 160, 161, 162, 163]. Marcia et al. [164] describe an iterative quadratic approximation method for finding the global docking minimum of a funnel-shaped energy
landscape containing multiple local minima.
Two recent studies have investigated the use of proteinprotein interface prediction algorithms as a way to re-score
and filter conventional ab inito docking results. Gottschalk et
al. [165] used the ProMate interface prediction algorithm
[83] to re-rank the top 10,000 structures from FTDOCK runs
on 21 unbound-unbound enzyme-inhibitor complexes. They
compared the utility of their scoring function over random
picking using a hypergeometric distribution. This combined
docking and filtering approach produced at least 1 low RMS
structure within the top 10 solutions in 15 of the 21 complexes, and the filter was found to enhance with statistical
significance the FTDOCK scores in 77% of cases. In a similar study, Duan et al. [166] applied a residue conservation
and physico-chemical scoring function to re-rank 10,000
FTDOCK structures for 59 unbound-unbound Docking
Benchmark complexes. For the 48 complexes for which
structural homologues exist, the filter was able to eliminate
up to 86% of the FTDOCK structures while retaining the
best near-native structure within the remaining list.
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Using combinations of scoring functions can also improve docking results. For example, Murphy et al. [167]
showed that using RPscore [168] and ACP [123] together
gave better discrimination of near-native orientations. Liu et
al. [169] developed the CFPScore function which was
trained using 4 terms (PFM [113], packing density, contact
size, and geometric complementarity) and which can distinguish true biological interfaces from crystal contact artifacts
with an error rate of around 5%. In rounds 3–5 of CAPRI,
Wiehe et al. [143] used biochemical information from the
literature to define blocking residues to pre-filter FFT
ZDOCK scans, and the top 2,000 decoys were then re-scored
using the RDOCK desolvation and electrostatic model [24].
M-ZDOCK was used instead of ZDOCK for symmetrical
targets. Overall, this approach produced 3 high accuracy, 3
medium accuracy, and 1 acceptable predictions [40]. The
automated ClusPro server of Comeau et al. [170] uses
ZDOCK or DOT for the FFT scan phase and then re-ranks
the top 2,000 solutions using a greedy clustering algorithm.
This approach achieved 1 high accuracy, 1 medium accuracy, and 2 acceptable CAPRI predictions. Using the unsupervised FFT-based GRAMM-X approach with conjugate
gradient minimisation of a soft Lennard-Jones potential followed by re-scoring using evolutionary conservation analysis
and phylogenetic residue contact preferences, Tovchigrechko
and Vakser [163] achieved 2 medium accuracy CAPRI predictions. Tress et al. [171] used MSA and ET information to
re-score GRAMM and Hex ab initio predictions for 7 out of
12 CAPRI targets. This gave 3 acceptable predictions [40],
which is a rather impressive result for a non-structural sequence analysis based approach. After the CAPRI results
were published, Camacho et al. [172] used CHARMm
minimisation followed by re-scoring with the ACP potential
[123] as implemented in the FastContact program [173] to
re-rank the predictions of 6 targets from each participating
group that achieved a near-native solution. Strikingly, the
best FastContact score corresponded to the lowest ligand
RMSD orientation in 16 out of 17 prediction sets.
MODELING SIDE-CHAIN FLEXIBILITY
When a pair of proteins form a complex, there is often a
degree of structural rearrangement on going from the unbound to the bound conformations. Such induced fit effects
can sometimes involve substantial changes of side chain torsion angles, particularly for flexible residues such as Lys and
Arg. However, it is difficult to predict which side chains, if
any, might change conformation on binding. Kimura et al.
[174] argue that from a dynamical point of view there is insufficient time available during a collision encounter for extensive conformational rearrangements to take place. Using
short time-scale simulations with explicit solvent, Kimura et
al. showed that, when properly solvated, certain key interface residues generally adopt the same conformation in the
unbound and bound structures whereas peripheral interface
residues adopt a range of rotameric states. In other words,
specific residues act as ready-made recognition motifs for
docking [174]. Based on a subsequent molecular dynamics
(MD) analysis of 11 complexes, Rajamani et al. [175] proposed a two-step binding model in which the first stage of
complex formation often involves burial of one or more key
“anchor residues” in a precursor encounter complex. These
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residues, typically located on the smaller partner, often correspond to alanine-scan hot spot residues, burial of which
provides a significant proportion of the binding free energy
of the complex. Once the anchors become docked in an encounter complex, the second stage of binding then involves
peripheral interface or “latch” residues adjusting their conformations to provide the remainder of the binding free energy [175]. Camacho [176] used the notion of anchor residues to good effect for several CAPRI targets. Analysing
side chain conformations after short MD simulations of the
starting conformations allowed several hot spot interface
residues to be identified as key anchor positions for the
ClusPro/SmoothDock docking protocol [177]. This approach
achieved 2 high accuracy, 2 medium accuracy, and 1 acceptable predictions in CAPRI rounds 3–5 [40].
Rather than attempting to predict interface residues a
priori, the RosettaDock algorithm [178, 179] uses a multistage docking protocol which begins with a fast low resolution rigid body Monte Carlo (MC) rotation/translation search
using simple residue-based potentials. This simulates the
initial diffusional encounter between the proteins. Putative
complexes are then refined using a further rigid body MC
optimisation of fixed backbones with simultaneous sampling
and minimisation of side chain conformations using a backbone-dependent rotamer library. Approximately O(10)5 MC
simulations are carried out per complex on a supercomputing
cluster. The resulting solutions are scored using a detailed
molecular mechanics (MM) energy function which includes
solvation and hydrogen bond terms, and are then clustered
for final ranking based on calculated energies and cluster
size. In CAPRI rounds 3–5, this approach produced 2 high
accuracy and 2 medium accuracy predictions for the targets
attempted [40], with total computing times of around 50
CPU-days per target [178]. Wang et al. [180] use a modified
version of RosettaDock which samples and minimises offrotamer side chain conformations in order to achieve a better
model of side chain flexibility than the former rigid-body
plus rotamer-based approximation. Using this approach with
the RosettaDock MC minimisation algorithm gave very good
predictions for 6 out of 8 targets in CAPRI rounds 4 and 5
[181], which were amongst the best predictions over all
CAPRI participants.
Carter et al. [50] used FTDOCK to perform an FFT scan
of C[ ]-trimmed structures to provided 10,000 putative orientations which were scored using residue pair potentials
[168], and the best 10 complexes were rebuilt using the
Multidock rotamer refinement procedure [182]. Evolutionary
Trace (ET) [125] analyses and the biochemical literature
were used to help select predictions for some targets. This
approach produced 2 medium accuracy and 3 acceptable
predictions in CAPRI rounds 3–5 [40]. The ICM-DISCO
algorithm [183, 184] also uses a two-stage search and refinement protocol. Initial encounter complexes are simulated
using a rigid body pseudo Brownian motion algorithm with
potentials pre-calculated on a 3D grid. The best 400 orientations are re-scored using a solvent-accessible area desolvation model, and side chain orientations are then optimised
using biased probability minimisation. This approach, which
takes from around 1 to up to 50 CPU-days of computation
per complex [184], produced 2 high accuracy, 4 medium
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accuracy, and 2 acceptable predictions in CAPRI rounds 3–5
[40].
The ATTRACT algorithm of Zacharias [185] incorporates a reduced protein model using just 2 or 3 pseudo atoms
per residue, where each pseudo atom represents the locus of
a 12-6 Lennard-Jones type potential. This simplified potential allows fast optimisation of rotational and translational
space to be applied to multiple starting orientations. Flexibility is modeled using a side chain multi-copy approach. For
unbound docking, ATTRACT is reported to produce a nearnative orientation generally within the top 40 solutions. In
rounds 3–5 of CAPRI, this approach gave 1 high accuracy
and 2 medium accuracy predictions out of 5 targets attempted [186].
MODELING BACKBONE FLEXIBILITY
In a docking and MD study of the barnase/barstar complex, Ehrlich et al. [187] showed that even small backbone
deformations can have as much impact on docking predictions as changes in side chain rotameric states, and that simultaneous treatment of backbone and side chain conformations is required for a complete picture of protein-protein
binding. However, incorporating full backbone flexibility
into protein docking simulations largely amounts to combining protein folding with protein docking, which is essentially
an intractable task on current computer hardware. Nonetheless, several investigators are developing ways of introducing limited or simplified models of backbone flexibility into
their docking algorithms. For example, flexible loops are
commonly found at protein surfaces and often form a significant part of a protein-protein interface. Such loops are
sometimes highly disordered in monomeric crystal structures
and only become resolved in a fixed conformation in the
complex. Bastard et al. [188] incorporated their multi-copy
MC (MC2) approach for flexible protein-ligand docking
[189] into the ATTRACT program. This modified approach
was applied to 8 protein complexes, of which 4 corresponded
to “difficult” targets in the Docking Benchmark [69]. In all
but one case the approach was reported to improve docking
results compared to docking only the unbound conformations. Schneidman et al. [111] extended the PatchDock geometric hashing approach to permit a simple model of backbone flexibility through the incorporation of hinge-bending
regions (FlexDock) and to model cyclic symmetry
(SymmDock). This suite of programs has consistently performed well in CAPRI, achieving acceptable or better predictions for 8 of the 9 rounds 3–5 targets, including remarkably good predictions for T8 (nidogen/flexible 3domain laminin), and the challenging targets T9 (LicT homodimer) and T10 (TBEV trimer), both of which involved
flexible docking of symmetrical subunits [190, 191]. In the
HADDOCK protocol, several of the CAPRI target structures
were subjected to MD simulations and typically 10–11 MD
snapshots were selected for multi-copy docking [139]. Interfaces were initially predicted using PPISP algorithm of Chen
and Zhou [86], which is available as a web service
(pipe.scs.fsu.edu/ppisp.html). The HADDOCK approach
produced 2 high accuracy and 2 medium accuracy predictions in CAPRI rounds 3–5 [40].
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Several groups have used principal component analysis
(PCA) of MD trajectories to generate protein conformations
for docking [144,186,192-195]. The result of a PCA is a matrix of eigenvectors and a list of associated eigenvalues
which together describe the principal components and amplitudes, respectively, of the internal motions within a protein.
Often, these motions are concerted or collective. For example, one of the eigenvectors might correspond to the flexing
of an entire -helix about a hinge region. Typically, most of
the internal motions within a protein can be adequately described by the first few eigenvectors [196, 197]. Hence a
PCA analysis may be considered as a form of dimensionality
reduction. Because the eigenvectors are orthogonal, they
may be used to sample conformational space in a regular
manner [66, 194]. This approach has been used successfully
to model protein flexibility in protein-ligand docking [193,
194]. Although the computational cost of MD simulations
will likely remain a bottleneck for docking purposes, MDPCA would seem to provide a promising way to identify
deformable residues or hinge-bending regions [198].
A detailed study by Smith et al. [195] showed that protein conformations from MD trajectories of unbound
subunits generally sample part, but not all, of the conformational space corresponding to the bound proteins. MD conformations were docked in a multi-copy approach in which
the starting conformations were clustered into 2 clusters for
each protein. The central member of each cluster was taken
as the representative structure to be docked along with the
original unbound conformation. Hence, ((2+1)!(2+1))=9
cross dockings were performed for each complex. This approach was applied to 20 complexes. In some cases, docking
MD structures gave better results than docking only the unbound structures, but in other cases the overall docking results were worse. However, this somewhat inconclusive result may be due to the small number of cross dockings performed per complex (FTDOCK computation times are
around 1 day per docking), and because each cross docking
run adds a lot of noise in the form of further false-positive
orientations. Nonetheless, one very significant finding of
Smith et al.’s study was that side-chain conformations in the
core region of protein-protein interfaces were consistently
less likely to change rotamer conformation than the peripheral interface residues. This is consistent with the explicit
solvent MD results of Camacho et al. [174, 175]. Smith et al.
[195] suggest a possible future strategy would be to perform
fast rigid body core-core docking followed by MD on both
proteins together, provided of course that the core regions
can first be predicted with confidence. In CAPRI round 3–5,
Smith et al. [144] used the 3D-Dock suite to dock representative MD structures for several targets. By using knowledge
from the literature and conservation analysis to help identify
good starting orientations, this combined approach generated
3 medium accuracy and 4 acceptable predictions out of 9
targets.
A similar MD and ensemble docking study by Grünberg
et al. [199] used the fast shape-only Hex correlation function
[54] to cross dock ((10+1)!(10+1))=121 principal component restrained MD (PCR-MD) and unbound structures for
each of 17 protein-protein complexes. This study showed
that even this relatively sparse coverage of conformations
was able to given more and better near-native complexes
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than docking the unbound structures alone. Remarkably, this
enhancement appeared to be largely uncorrelated with the
degree of similarity of the individual conformations to the
bound form. In other words, the ensembles of structures appeared to contain multiple complementary conformations.
Taking into consideration the physical rates of proteinprotein collisions in solution, the rate at which proteins may
dynamically exchange conformations, and the limited time
available for proteins to reach their bound conformations
during a collision event, Grünberg et al. argue that these results support the notion of a three-step docking mechanism
of diffusion/collision, conformation selection, and induced
fit [199].
As an alternative to performing expensive MD simulations, essential dynamics (ED) eigenvectors may be calculated using fast distance constraint ED (DCED) techniques
[200]. We used Hex to dock multiple DCED-generated conformations for several of the CAPRI rounds 3–5 targets [66].
Our results for shape-only DCED multiconformer docking
showed that the DCED approach gave a moderate but consistent improvement over docking unbound or model-built
starting structures. This approach subsequently produced two
acceptable predictions for CAPRI target T26 (TolB/Pal), the
better of which had ligand and interface RMSDs of 3.35Å
and 2.11Å, respectively. However, because this solution was
not energy-minimised, it had a relatively high number of
steric clashes. In our experience, DCED can be used to generate conformations which more closely resemble the complex than the starting unbound structure [66]. However, as
the above example highlights, one drawback of the PCAbased structure generation approaches is that traversals along
eigenvectors do not necessarily correspond to low energy
conformational transitions. In other words, structures generated from PCA eigenvectors can violate standard bond
length and torsion angle ranges, and hence need to be energy-minimised [201]. More recently, May and Zacharias
[202] generated PCA eigenvectors from a Gaussian network
model (GNM) of protein flexibility [203]. Computationally,
this has the advantage that the eigenvectors may be derived
directly from the GNM Hessian matrix [204], although it
appears that the GNM eigenvectors do not always span the
conformational space between the unbound and bound forms
[202]. In any case, for practical docking purposes, it is not
clear whether one should energy-minimise PCA-generated
conformations and then dock them, or vice versa. The threestep docking model of Grünberg et al. [199] would support
energy-minimising only in the final induced fit stage.
MODELING INTERFACIAL WATER
Although solvation and desolvation effects are crucially
important in the thermodynamics of complex formation,
most docking algorithms neglect to take into account the
presence of water molecules at or around the protein-protein
interface. In a study of 46 high resolution X-ray heterocomplexes, Rodier et al. [205] found that the majority of
protein-protein interfaces are generally free of water, but that
many interfaces have a peripheral hydration ring around the
dry core. This is consistent with the O-ring or core-rim
model [72, 73] of single patch interfaces. However, there are
exceptions to this rule. Some interfaces can be significantly
hydrated, especially in the case of protein-DNA complexes.
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On average, hetero-complexes have around 10–11 waters per
buried 1,000Å2 of interface, which corresponds to around 20
waters per complex, and the number of water-mediated polar
interactions is similar to the number of interfacial proteinprotein hydrogen bonds. Bound water molecules are therefore a general feature of protein-protein interactions [205].
Jiang et al. [206] describe a solvated rotamer library
method of modeling interfacial waters, which was shown to
help predict water locations in known complex structures.
However, this approach has not been incorporated in a docking algorithm. As summarised above, Camacho [176] used
short timescale explicit solvent MD simulations to identify
key anchor side chains for subsequent rigid body docking.
The only docking protocol to date that explicitly includes
water molecules was described by van Dijk et al. [207]. In
this approach, each starting structure is first solvated with a
5.5Å solvent shell in a short MD run. The solvated proteins
are then rigidly docking using HADDOCK, and waters are
iteratively removed from each encounter complex using a
biased MC procedure until only 25% of the original interfacial waters remain, leaving from 6 to 12 waters per complex.
This protocol was reported to give considerably better scores
and RMS deviations than unsolvated docking for the majority of the 10 complexes studied, which included examples of
both wet and dry interfaces. The predicted interfaces contained correctly buried waters in 17% of the acceptable solutions, and near-native water-mediated contacts were observed in from 30% to 66% of the near-native solutions
[207]. Hence this approach to solvated docking would appear to be both feasible and indeed rather promising.
MULTIMERIC DOCKING AND DOCKING SERVERS
Because many proteins exist and function as multimers,
there is a growing need to be able to model-build such complex macromolecular structures even if biophysical data is
not available. Several groups have developed multimeric
docking algorithms which typically apply symmetry operations to candidate dimers and reject those that produce intolerable steric clashes [208-211]. Inbar et al. [211, 212]
showed that non-symmetrical multimeric complexes may be
assembled using pair-wise docking techniques. Despite considerable uncertainties in individual dockings, the requirement that there must exist a mutually compatible set of pairwise interactions serves as a very strong discriminator of the
correct solution. For example, when tested on 5 complexes
consisting of from 3 to 10 protein subunits, the CombDock
combinatorial assembly algorithm was able to produce at
least 1 near-native solution within the top 10 for each complex, starting from both bound and unbound conformations
[211].
Several docking algorithms have been made available as
internet servers (e.g., ClusPro [213]; PatchDock and
SymmDock [111]; GRAMM-X [214]; M-ZDOCK [215];
HexServer [www.csd.abdn.ac.uk/hex_server]) or by electronic mail (SKE-Dock [216]). These services make docking
calculations increasingly accessible to non-experts. A new
Server section of CAPRI has been introduced to evaluate the
performance of these completely automated docking services. Currently, all of the above servers employ ab initio prediction techniques rather than MD-based approaches. None

Recent Progress and Future Directions in Protein-Protein Docking

yet have links to a database, although some groups are working in this direction [104, 105]. As an alternative to serverbased approaches, the Biskit platform provides a modular
way to construct arbitrary workflows for sophisticated structural bioinformatics modelling and docking tasks [217].
CONCLUSIONS AND FUTURE DIRECTIONS
Recent docking and MD simulation studies support a
picture of protein complexes being formed in at least a twostep process. In the initial collision encounter complex, recognition takes place through desolvation and burial of key
hot spot anchor residues at the centre of the nascent interface, the conformations of which do not significantly change
on binding. This is followed by a latching phase in which
peripheral interface residues may adjust their rotameric conformations into complementary arrangements. Arguably,
there is a final induced fit step in which interface side chains
adjust their torsion angles to adopt off-rotamer conformations and interfacial waters become frozen into their crystallographically observable positions. Although this is clearly
an idealised picture of a complex dynamical process, it is
broadly compatible with the experimental and statistical
studies of known protein interfaces reviewed here.
Existing rigid body search algorithms are now sufficiently fast that covering the 6D translation-rotation collision
encounter space is no longer a rate-limiting step in proteinprotein docking protocols. However, using explicit models
of side-chain and backbone flexibility can involve computational costs of up to 50 CPU-days per complex, and using
solvated MD simulations to locate hot spot anchor residues
or to generate conformations for multi-copy docking is also
very computationally expensive. PCA-based dimensionality
reduction approaches seem to provide a promising way to
generate candidate conformations for docking. However,
PCA conformations can have poor internal geometries,
which should be energy minimised, and cross docking multiple PCA conformations adds significantly to the computational load. It seems inevitable, therefore, that the use of
more sophisticated ab initio flexible docking techniques will
make increasingly heavy demands on computing resources.
Although the cost of high performance computing facilities
continues to fall, it is worth noting that modern graphics
processing units (GPUs) offer potentially far greater arithmetic processing power than conventional CPUs, and a number
of scientific calculations have been adapted to run on programmable GPUs [218]. For example, Buck et al. [219] have
achieved an order of magnitude speed-up for Gromacs MD
simulations in this way. Furthermore, 3D grid-based proteinligand docking correlations have recently been implemented
in low cost reconfigurable field programmable gate array
(FPGA) devices, which are reported to give speed-ups of up
to 3 orders of magnitude over the same calculations on ordinary PCs [220]. Similar speed-ups have been reported for
FPGA-based MD simulations [221]. Thus it may soon be
feasible to perform flexible protein-protein docking simulations using such hardware.
Structural PPI databases will become increasingly important resources for the development of docking-specific
knowledge-based potentials and as training sets for machine
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learning based interface prediction software. Many of the
CAPRI participants now use knowledge-based potentials to
re-score ab initio solutions, and exploit biological and biophysical information to promote solutions that involve
known interface residues. Using AIRs to express this information in a generic way seems particularly successful, although specifying lists of blocking residues and defining
simple spatial search range parameters are also effective. The
recent CAPRI results show that using experimental information to focus the docking search or to re-score ab initio decoys has become an integral component of many docking
procedures, and can significantly improve the quality of
docking predictions. In round 9 of CAPRI, a new Scorers
section was introduced specifically to evaluate re-scoring
techniques, although results from this section have not yet
been published.
High throughput Y2H and TAP-MS experiments and
bioinformatics techniques are beginning to generate entire
networks of PPIs. However, such experimental and in silico
results are difficult to validate and can contain many falsepositives [11, 12, 222]. Hence, docking procedures could
provide a potential way to filter physically implausible interactions. But is high throughput docking of predicted PPIs
feasible? The answer will depend on the level of accuracy
required. Assuming suitable template structures are available, Sánchez et al. [223] estimate that the structures of all of
the 6,400 yeast proteins can be comparatively modeled in a
matter of days on a large PC cluster. Although such modeled
structures would inevitably contain errors, the recent CAPRI
experiments have shown that docking model-built structures
is feasible. For example, targets T11, T14, and T19 each
required a model building step, yet several groups produced
medium accuracy or better predictions for each of these 3
targets [40]. However, in order to dock thousands of pairs of
proteins, each pair-wise docking must be very fast, and current flexible docking protocols are therefore clearly impractical for high throughput purposes. Nonetheless, Tovchigrechko et al. [160] found that using low resolution structural
models and FFT correlations was sufficient to recognise the
gross structural features of PPIs as statistically significant
clusters of orientations about the true binding site. Hence,
using soft docking to detect low resolution energy funnels
[224] could provide a useful way to enhance the reliability of
experimental and in silico PPI predictions.
In summary, MD and flexible protein docking simulations are beginning to provide a convincing physical picture
of how protein complexes are formed. Insights gained from
these simulations are helping to inspire more reliable and
practical docking algorithms. The use of symmetry and
fragment assembly constraints are helping to make possible
docking-based predictions of large multimeric complexes.
Making better use of the increasing availability of structural,
biological, and physico-chemical information about protein
interactions is helping to improve significantly the quality of
docking predictions. In the near future, the closer integration
of docking algorithms with protein interface prediction software, structural databases, and sequence analysis techniques
should help produce better predictions of PPI networks and
more accurate structural models of the fundamental molecular interactions within the cell.
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ABSTRACT
Motivation: Predicting how proteins interact at the molecular level
is a computationally intensive task. Many protein docking algorithms
begin by using fast Fourier transform (FFT) correlation techniques to
find putative rigid body docking orientations. Most such approaches
use 3D Cartesian grids and are therefore limited to computing three
dimensional (3D) translational correlations. However, translational
FFTs can speed up the calculation in only three of the six rigid
body degrees of freedom, and they cannot easily incorporate prior
knowledge about a complex to focus and hence further accelerate
the calculation. Furthemore, several groups have developed multiterm interaction potentials and others use multi-copy approaches to
simulate protein flexibility, which both add to the computational cost
of FFT-based docking algorithms. Hence there is a need to develop
more powerful and more versatile FFT docking techniques.
Results: This article presents a closed-form 6D spherical polar
Fourier correlation expression from which arbitrary multi-dimensional
multi-property multi-resolution FFT correlations may be generated.
The approach is demonstrated by calculating 1D, 3D and 5D
rotational correlations of 3D shape and electrostatic expansions
up to polynomial order L = 30 on a 2 GB personal computer. As
expected, 3D correlations are found to be considerably faster than
1D correlations but, surprisingly, 5D correlations are often slower
than 3D correlations. Nonetheless, we show that 5D correlations
will be advantageous when calculating multi-term knowledge-based
interaction potentials. When docking the 84 complexes of the Protein
Docking Benchmark, blind 3D shape plus electrostatic correlations
take around 30 minutes on a contemporary personal computer and
find acceptable solutions within the top 20 in 16 cases. Applying a
simple angular constraint to focus the calculation around the receptor
binding site produces acceptable solutions within the top 20 in 28
cases. Further constraining the search to the ligand binding site gives
up to 48 solutions within the top 20, with calculation times of just a
few minutes per complex. Hence the approach described provides
a practical and fast tool for rigid body protein-protein docking,
especially when prior knowledge about one or both binding sites
is available.
Availability: http://www.csd.abdn.ac.uk/hex/
Contact: d.w.ritchie@abdn.ac.uk
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1 INTRODUCTION
Genome-wide proteomics studies (Gavin et al., 2002; Ho et al.,
2002; Ito et al., 2001; Uetz et al., 2000) provide a growing
list of putative protein–protein interactions, but understanding the
function of these predicted interactions requires further biochemical
and structural analysis. However, protein–protein hetero-complexes
currently constitute <2% of the known protein structures in the
Protein Data Bank (PDB; Berman et al. 2002). Protein docking
algorithms aim to bridge this gap by using computational techniques
to predict the three dimensional (3D) structures of protein–protein
complexes starting from the unbound or model-built monomers. For
recent reviews, see Ritchie (2008) and references therein.
Proteins have intrinsically dynamical molecular structures which
can often change conformation to some extent on complexation.
However, in order to make the calculation tractable, most protein
docking algorithms begin by assuming that the structures to be
docked are rigid. This essentially reduces the problem to a 6D
rotational–translational search space. The fast Fourier transform
(FFT) correlation approach, introduced by Katchalski-Katzir et al.
(1992), revolutionized this part of the docking calculation by making
it computationally feasible to systematically explore and evaluate
in the order of billions (O(109 )) of trial orientations without using
any a priori information on the expected structure. The first FFT
scoring function of Katchalski-Katzir et al. was based only on shape
complementarity within a Cartesian grid, but was later extended
to include additional terms representing electrostatic interactions
(Gabb et al., 1997; Mandell et al., 2001), or both electrostatic and
desolvation contributions (Chen et al., 2003). Each of these terms
adds a new correlation function to the potential. More recently,
we have shown that the use of pairwise structure-based potentials
can improve the generation of near-native docking predictions
by up to 50% (Kozakov et al., 2006). Other investigators have
also reported considerable success with knowledge-based docking
potentials (Ritchie, 2008). To be used with FFT-based docking, all
such potentials need to be expressed as sums of correlation functions.
Furthermore, in order to simulate protein flexibility during docking
calculations, several groups use FFT techniques to dock ensembles
of rigid body structures (Grünberg et al., 2004; Mustard and Ritchie,
2005; Smith et al., 2005), which further increases the computational
cost of FFT-based approaches. Hence there is a need to develop more
powerful and more versatile FFT docking techniques.
Several groups have demonstrated considerable success with
‘data-driven’ docking techniques, perhaps best exemplified by
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the HADDOCK program (Dominguez et al., 2003), which use
external biochemical or biophysical knowledge about binding sites
or interaction residues to filter rigid body docking predictions.
However, due to the translational nature of the Cartesian FFT, which
cannot be easily constrained to search around a putative binding site,
data-driven filters generally cannot be used to focus and accelerate
conventional Cartesian FFT-based approaches.
The other disadvantage of Cartesian FFT-based approaches is that
new FFT grids must be computed for each rotational increment
of the rotating molecule. Because fully covering the search space
requires many thousands of rotational samples, Cartesian docking
algorithms commonly take several hours to complete, and the
efficiency of the approach decreases with increasing complexity of
the potential. On the other hand, the Hex spherical polar Fourier
(SPF) representation (Ritchie and Kemp, 2000) avoids the grid
sampling overhead of the Cartesian-based methods and naturally
allows up to two angular constraints to be used to constrain the
search space. Hence Hex docking runs typically take from a few
minutes to around 1 h, even though the original algorithm uses only
a 1D FFT to accelerate the calculation. However, the efficiency of the
Hex algorithm also decreases with the increasing complexity of the
potential.
Because the FFT allows a problem that formally requires O(N 2 )
operations to be computed in O(N logN) steps, greater computational
speed-ups should be expected when the FFT is applied to as many
degrees of freedom as possible. A 5D FFT rotational correlation
technique was described by Kovacs et al. (2003) to superpose 3D
electron microscopy (EM) density maps. However, conventional
FFT-based techniques require that each FFT grid dimension be
a power of two. Hence the approach described was limited to
relatively crude low order correlations for the 5D FFT grid to
fit into computer memory. Recently, multi-dimensional mixed
radix FFT implementations have become available (e.g. MKL:
http://www.intel.com/, FFTW: http://www.fftw.org/ and Kiss FFT:
http://sourceforge.net/projects/kissfft/), thereby eliminating the
radix constraint on the FFT grid dimensions. Nonetheless, no 5D
FFT protein–protein docking algorithm has been described to date,
and it would appear that implementing a practical 5D EM density
correlation also remains a challenge. For example, Garzón et al.
(2007) found it necessary to remove two FFT dimensions from the
5D rotational space in order to implement a practical 3D EM density
fitting algorithm.
This article shows that by representing the properties to be
correlated as expansions of SPF basis functions, it is relatively
straight-forward to develop an analytic 6D correlation master
equation in which each pairwise interaction is concisely represented
as a fully factorized sum over a product of complex exponentials and
SPF translation matrix elements. This master equation may then be
used to derive generating functions (GFs) for 5D, 3D and 1D FFT
rotational correlations. Surprisingly, 5D shape-only and low order
shape plus electrostatic correlations are found to be slower than
3D correlations. However, due to the fully factorized form of the
GF, 5D FFTs are expected to be advantageous when correlating
more complex multi-term potentials. Nonetheless, regardless of the
dimension of the FFT correlation, the SPF approach provides a
natural way to define one or two simple angular constraints with
which to focus docking searches around known or hypothesized
binding sites. This accelerates the calculation and can significantly
reduce the number of false-positive predictions.
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Here, the approach is applied to the 84 complexes of the Protein
docking benchmark (Mintseris et al., 2005) using shape-only and
shape plus electrostatic correlations. Blind 3D shape-only docking
correlations find acceptable solutions within the top 20 in 6 cases,
whereas including electrostatics in the calculation gives 16 solutions
within the top 20. Applying a single loose angular constraint to focus
the calculation around the receptor binding site is sufficient to
produce acceptable solutions within the top 20 in 28 cases. Further
constraining the search to the ligand binding site in a similar manner
gives up to 48 solutions within the top 20.

2 METHODS
2.1 SPF correlations
The main goal of Fourier-based docking algorithms is to calculate rapidly
and accurately multiple overlap integrals of the form
Z
E = φ(r)ρ(r)dr
(1)
where dr = r 2 dr sinθ dθdφ is the 3D volume element in polar coordinates,
φ(r) and ρ(r) represent 3D scalar functions such as the electrostatic potential
and charge density, and E represents the classical electrostatic energy of the
system, for example. Protein shape complementarity may also be expressed
as sums of overlap integrals Ritchie and Kemp (2000). In the SPF approach,
each real scalar property of interest, A(r), is represented as a polynomial
expansion to order N as
A(r) =

N
X

anlm Rnl (r)ylm (θ,φ),

|m| ≤ l < n ≤ N,

(2)

nlm

where anlm are real expansion coefficients, calculated just once for each
property by numerical integration, ylm (θ,φ) are normalized real spherical
harmonics (SHs) and Rnl (r) are orthonormal Gaussian-type orbital (GTO) or
exponential-type orbital (ETO) radial basis functions (Ritchie and Kemp,
2000). Calculating the expansion coefficients corresponds to performing
a forward Fourier transform in conventional FFT-based approaches. The cost
of this step scales linearly with the number of atoms or the volume of the
protein. All subsequent calculations depend only on the expansion order. For
consistency with previous work (Ritchie, 2005; Ritchie and Kemp, 2000),
the radial index, n, counts from unity. Hence the highest harmonic order
and highest polynomial power in any individual coordinate is L = N −1.
Until now, Hex docking runs typically used 1D real correlations of a twoterm (van der Waals plus surface skin) shape density representation of each
protein using L = 24 (N = 25) GTO expansions. Electrostatic interactions
may be calculated similarly using the ETO basis functions. Figure 1 shows
some example SPF representations of the complex between the HyHel-5
antibody and hen egg lysozyme (PDB code 3HFL), calculated from the GTO
expansion coefficients at various orders.
Here, it is convenient to use both real and complex SHs, with the
complex functions denoted as Ylm (θ,φ). The two types of function are related
by a unitary transformation matrix, U (l) , which mixes pairs of functions with
the same absolute value of the circular frequency, m, Biedenharn and Louck
(1981):
X (l)
ylm (θ,φ) =
Umm′ Ylm′ (θ,φ).
(3)
m′

Hence, Equation 2 may be written in complex form as
A(r) =

N
X

Anlm Rnl (r)Ylm (θ,φ)

(4)

nlm

where the complex coefficients, Anlm , are related to the real expansion
coefficients by
X (l)
Anlm =
Um′ m anlm′ .
(5)
m′

FFT protein docking

z
αB
βB

x

m′

where R̂(α,β,γ ) represents a rotation operator expressed in terms of the
Euler rotation angles α,β and γ about the z, y and z axes, respectively,
with the γ rotation being applied first. Equation (6) essentially says that
a rotated SH function can always be expressed as a linear combination of
unrotated SH functions. Consequently, once the SPF expansion coefficients
have been calculated, the effect of rotating a protein may be simulated
by transforming only the original coefficients. Because the SPF basis
functions are orthonormal, the overlap between a pair of SPF expansions
may be calculated as the scalar product of the expansion coefficients using,
for example,
E=

N
X

φ

ρ

anlm ·anlm = Re(

nlm

N
X

φ

ρ

Anlm ·Anlm ) ≡ Re(A·B).

(7)

nlm

E ≡E(βA ,γA ,αB ,βB ,γB ,R)
Z
= (T̂ (−R)R̂(0,βA ,γA )A(r))∗ (R̂(αB ,βB ,γB )B(r))dr

(8)

where the asterisk denotes complex conjugation, and where the operators
R̂(0,βA ,γA ), R̂(αB ,βB ,γB ) and T̂ (−R) represent the actions of rotating the
receptor and ligand about the origin, and translating the receptor along the
negative z-axis, respectively. A positive translation of the rotated ligand
could equally be used. Figure 3 illustrates the main processing steps in
this approach.
Now it can be shown (Ritchie, 2005) that a positive translation of the SPF
basis functions by an amount R along the positive z-axis may be expressed as:
∞
X

y

γA

x

x

Fig. 2. Left: the relationship between the spherical polar (r,θ,φ) and
Cartesian (x,y,z) coordinate systems; right: schematic illustration of the
6D rigid body search space in terms of one translational coordinate, R,
and five Euler rotational coordinates, (βA ,γA ) and (αB ,βB ,γB ), assigned
to the receptor and ligand, respectively. Following the usual Euler angle
convention, β rotations refer to the y-axis, and α and γ rotations refer
the z-axis.
|m| > j, and also if j ≥ k or l ≥ n. From the orthogonality of the basis functions,
it follows that translated expansion coefficients may be calculated as:
∞
∞
X
X
(|m|)
(|m|)
Anlm (R) =
Tnl,kj (−R)Akjm =
Tkj,nl (R)Akjm .
(10)
kj

kj

Similarly, it can be shown that rotated expansion coefficients may be
calculated using the Wigner D(l) matrices:
X
(j)
Dms
(α,β,γ )Akjs ,
−l ≤ s ≤ l.
(11)
Akjm (α,β,γ ) =
s

Hence the overlap expression becomes
X
(|m|)
(j)∗
(l)
Dms
(0,βA ,γA )A∗kjs Tkj,nl (R)Dmv
(αB ,βB ,γB )Bnlv .
E=

(12)

kjsmnlv

Summing over the k and n radial subscripts then gives
X
(|m|)
(j)∗
(l)
E=
Dms
(0,βA ,γA )Sjs,lv (R)Dmv
(αB ,βB ,γB )

(13)

where S(R) is a reduced translation/overlap matrix given by
X
(|m|)
(|m|)
A∗kjs Tkj,nl (R)Bnlv ,
k > j;n > l.
Sjs,lv (R) =

(14)

jsmlv

In a rigid body docking search, the overall aim is to compute the
overlap between such representations over a given range of coordinate
transformations. In the SPF representation, it is natural to partition the
search space into one translational and five rotational degrees of freedom
and to make the translational direction coincide with the intermolecular axis
located on the z-axis. Figure 2 illustrates this arrangement. Letting A(r) and
B(r) represent 3D scalar properties of the receptor and ligand, respectively,
and assuming both molecules are initially co-located at the origin, then the
overlap between these functions in a general orientation may be expressed as:

T̂ (R)Rnl (r)Ylm (θ,φ) =

R

βA

y

φ

SH expansions are useful in rotational problems because each group of SHs
with the same order l transform amongst themselves under rotation according
to the Wigner D(l) matrices (Biedenharn and Louck, 1981):
X (l)
Dm′ m (α,β,γ )Ylm′ (θ,φ),
(6)
R̂(α,β,γ )Ylm (θ,φ) =

z

r=(r,θ,φ)

θ
r

Fig. 1. SPF steric density isosurfaces of various 3D GTO expansions for
the complex between the HyHel-5 antibody Fv domain (left) and hen egg
lysozyme (right). The subunits are separated by 15 Å for clarity. The bottom
right pair shows atomic Gaussian representations of the van der Waals
surfaces from which the SPF expansions are derived.

y

γB

z

(|m|)

Tkj,nl (R)Rkj (r)Yjm (θ,φ)

(9)

kj

(|m|)
where Tkj,nl (R) represents a matrix element of the translation operator. These

real quantities are independent of the sign of m, but they vanish if |m| > l or

kn

The Wigner rotation matrix elements are defined as
(l)

′

l
−im γ
Dmm′ (α,β,γ ) = e−imα dmm
′ (β)e

(15)

l (β) are often expressed in terms of Jacobi polynomials
where the real dmm
′
l (β) as
(Biedenharn and Louck, 1981). Here, it is convenient to expand dmm
′
a product of complex exponentials (Edmonds, 1957):
X
l
l
l
−im′ π/2
dmm
eimπ/2 dmt
(−π/2)e−itβ dtm
.
(16)
′ (β) =
′ (π/2)e
t

Then, writing
l
l
(π/2) = dmt
(−π/2)
1ltm = dtm
and collecting constants
′

(17)

′

tm
i(m−m )π/2 l
1tm 1ltm′ = im−m 1ltm 1ltm′
Ŵlm
′ =e

gives

(l)

Dmm′ (α,β,γ ) =

X

′

tm −imα −itβ −im γ
Ŵlm
e
e
.
′e

(18)
(19)

t

Substituting Equation (19) twice into Equation (13) gives the fully
factorized result
X
(|m|)
tm −i(rβA −sγA +mαB +tβB +vγB )
Ŵjsrm Sjs,lv (R)Ŵlv
e
(20)
E=
jsmlvrt

where the summation ranges over all subscript values that satisfy |r| ≤ j,|s| ≤
j,|t| ≤ l,|v| ≤ l and |m| ≤ min(l, j) ≤ L. In this equation, r and t enumerate
azimuthal frequency components, and s,v and m enumerate circular
frequencies. We call Equation (20) the docking correlation master equation.
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(a) Sampling protein properties
Convert Cartesian
(x,y,z) coordinate
samples to SPF (r,θ,φ)

Sample protein
properties onto 3D
Cartesian grid

Calculate real
SPF property
coefficients, anlm

Convert real
anlm coefficients
to complex Anlm

(b) Docking pairs of proteins
no
Rotate/translate
complex receptor
coefficients, Anlm

Rotate complex
ligand
coefficients, Bnlm

Calculate product
of transformed
coefficients:
A. B

Save
real
score

yes

Done?

Rank and
save docking
predictions

Fig. 3. Conceptual flowcharts showing the main processing steps in the SPF approach to protein–protein docking. In practice, the rotations for the ligand or
for both the ligand and receptor are computed en masse in 3D or 5D FFT rotational grids, respectively.
Collecting coefficients as

2.2 An analytic 5D FFT generating function
Equation (20) gives a compact analytic recipe for calculating the overlap
function for an arbitrary point in the 6D docking space from the initial
SPF expansion coefficients. However, considering the number of subscripts
in Equation (20), performing point-wise summations at a given set of
coordinates would clearly cost O(N 7 ) arithmetic operations per point.
Hence it is essential to use FFT techniques to accelerate the calculation.
However, because Euler rotation angles have the ranges 0 ≤ α,γ < 360o
and 0 ≤ β < 180o , it is useful to change the sign of the γA rotation and to
scale the β rotation angles so that all rotational coordinates map to the
natural phase and period of the FFT. If this is not done, the FFT calculation
will over sample the β coordinates to give duplicate solutions, each at
half the desired resolution. Scaling the β coordinates eliminates this effect
and allows a smaller FFT grid to be used, thus halving the amount of
computer memory required for each β dimension and speeding up the FFT
calculation.
Dealing with the sign of γA is straightforward. For example, putting γA′ =
−γA , and writing
X
′
ηsq e−iqγA ,
(21)
eisγA =
q

and using the orthogonality of the exponentials to solve for the coefficients,
ηsq , gives
(22)
ηsq = δsq
where δ is the Kronecker delta, and q ≡ −q. Similarly, the β rotations may
be scaled by putting β ′ = 2β and writing
X
′
e−itβ =
λtu e−iuβ ,
(23)
u

and again using the orthogonality of the exponentials to solve for the
coefficients λtu . In this case, it can be shown using basic trigonometric
relations that the coefficients are given by

if t is odd,

2i/π (2u−t)
λtu = 1
(24)
if t = 2u,


0
otherwise.

In other words, there exist exact solutions when t is even, and convergent
power series solutions when t is odd. However, for current purposes, the
coefficients λtu may be determined to reproduce exactly a finite set of Mβ
rotational samples by treating Equation (23) as a discrete Fourier transform
analysis equation:
Mβ −1
1 X −π itn/Mβ 2π iun/Mβ
e
e
.
λtu =
Mβ

(25)

n=0

Other angular ranges may be scaled onto the natural FFT period in a similar
manner. Substituting the above changes of variable into Equation (20) and
applying an inverse Fourier transform to the result gives
XX
rm (|m|)
tm
Ŵjq
Sjq,lv (R)Ŵlv
λrp λtu .
(26)
E[p,q,m,u,v;R] =
rt
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jl

3um
lv =

X

tm
Ŵlv
λtu

(27)

t

gives the final recipe for calculating the FFT grid:
X pm (|m|)
E[p,q,m,u,v;R] =
3jq Sjq,lv (R)3um
lv .

(28)

jl

Applying a forward Fourier transform to this expression will produce a 5D
array of E(βA ,γA ,αB ,βB ,γB ,R) function values for unique combinations of
Euler rotation angles. Hence Equation (28) may be interpreted as an analytic
GF for 5D FFT docking correlations. This is the main theoretical contribution
of this article.

2.3

Multi-dimensional FFTs

In Equation (28) it can be seen that the double sum over the jl subscripts
means that the cost of initializing each 5D FFT grid cell scales as O(N 2 ) and
therefore the overall cost of setting up a 5D FFT scales as O(N 7 ). Hence it
is expedient to calculate Equation (28) as
X pm (|m|)
pqm
Wlv (R) =
3jq Sjq,lv (R)
(29)
j

and
E[p,q,m,u,v;R] =

X

pqm

Wlv (R)3um
lv .

(30)

l

Thus, by using a temporary array, W , the O(N 7 ) ‘set-up’ cost of a 5D FFT
can be computed practically using two O(N 6 ) steps. The double sum in the
expression for the reduced overlap matrix, Equation (14), may be calculated
efficiently in a similar way. However, using a large intermediate array makes
significant additional demands on the available computer memory. One
way to reduce the memory requirement is to set γA = 0 in the correlation
expression and to explicitly rotate the receptor expansion coefficients before
applying the FFT to obtain the 4D GF:
X pm (|m|)
3jq Sjq,lv (R,γA )3um
(31)
E[p,m,u,v;R,γA ] =
lv
jql

where
(|m|)

Sjq,lv (R,γA ) =

N
X

(|m|)

A∗kjq (γA )Tkj,nl (R)Bnlv

(32)

kn

and Akjq (γA ) represents a rotated expansion coefficient. In principle, a 6D
docking search could be performed by iterating over pairs of (R,γA ) samples
and by calculating 4D FFTs of the remaining rotation angles. However, this
approach can immediately be seen to be impractical because the triple sum
in Equation (31) indicates that the set-up cost of initializing a 4D FFT grid
is still O(N 7 ). On the other hand, the GF complexity falls significantly if
the βA rotation angle is dropped from the FFT. For example, by explicitly
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transforming the receptor expansion coefficients using Equations (10)
and (11):
X (|m|)
(l)
Anlm (R,βA ,γA ) =
Tnl,kj (−R)Dmq
(0,βA ,γA )Akjq ,
(33)
kjq

the 3D GF is found to be:
E[m,u,v;R,βA ,γA ] =

X

m
Slv
(R,βA ,γA )3um
lv

(34)

l

where
m
(R,βA ,γA ) =
Slv

X

A∗nlm (R,βA ,γA )Bnlv ,

n > l.

(35)

n

Hence, it can be seen that the set-up cost for a 3D rotational FFT essentially
scales as O(N 4 ) per receptor orientation. For the sake of completeness, the
2D GF has the same structure and set-up complexity as above, and may be
stated as
E[m,u;R,βA ,γA ,γB ] =

X

m
Slv
(R,βA ,γA ,γB )3um
lv .

(36)

lv

Therefore, like the 4D case, 2D correlations may be dismissed as being
computationally impractical. The 1D GF [FFT set-up complexity O(N 3 ) per
αB twist angle search] was implemented previously in real form (Ritchie and
Kemp, 2000) and is given by
X
E[m;R,βA ,γA ,βB ,γB ] =
A∗nlm (R,βA ,γA )Bnlm (βB ,γB ).
(37)
nl

2.4

Multi-property FFTs

It is well known that the correlation between two pairs of real properties
may be calculated simultaneously using one complex FFT. For example, if
the in vacuo electrostatic potential and charge density of a system of two
proteins, A and B, are written as
φ(r) = φA (r)+φB (r)
ρ(r) = ρA (r)+ρB (r),

(38)

and if linear combinations of the SPF expansions are formed as
A = U T (aφ +iaρ )
B = U T (bρ +ibφ ),

(39)

where U T is the transpose of the complex-to-real unitary transformation
matrix U [c.f. Equations (1), (3), and (5)], then the electrostatic interaction
energy for a pairwise orientation may be calculated as:
E = Re(A∗ B).

(40)

Similarly, dropping summation subscripts and using matrix notation for the
6D electrostatic interaction energy GF [Equation (28)] gives:
E[p,q,m,u,v;R] = 3pqm S qmv (R)3uvm .

(41)

However, it follows from the linearity of this expression that
multiple interaction energy correlations e = 0,1,2,... may be computed
simultaneously by first summing the distance-dependent part of each
potential/density interaction:
X

(|m|)
e
S qmv
Ae∗
(42)
e (R) jl =
kjq Tkj,nl (R)Bnlv ,
kn
to give
X
 uvm
E[p,q,m,u,v;R] = 3pqm
S qmv
.
(43)
e (R) 3
e

Thus, arbitrary combinations of correlations may be evaluated together in a
single 5D FFT with very little additional cost.

2.5

Multi-resolution FFTs

It is worth noting that there is no requirement for the FFT grid dimensions to
correspond exactly to the polynomial order of the SPF basis functions. For
example, a low order GF may be evaluated on a high order FFT grid and
vice versa. This corresponds to padding the FFT grid with zeros or excluding
components that exceed the grid boundaries, respectively. Therefore, it is
important to consider carefully both the polynomial expansion order and the
FFT grid dimensions, as each can significantly influence overall performance.
It was shown previously (Ritchie, 2003); (Ritchie and Kemp, 2000) that
the use of polynomial expansion orders in the range L = 24 to 30 is often
sufficient to give satisfactory resolution when docking globular protein
domains. According to Shannon sampling theory, this implies an angular
FFT grid dimension of at least M = 2L = 48 should be used for thorough
rotational sampling. This corresponds to using an angular search increment
of 360o /48 = 7.5o , which is somewhat finer than the rotational step sizes
conventionally used in Cartesian FFT algorithms. Nonetheless, because two
of the five rotational degrees of freedom can be described using Euler angles
which range from 0◦ to 180◦ , it is evident that a 5D FFT grid of, e.g. 483 ×242
cells can be accommodated in <1GB of computer memory if grid values are
stored as single precision complex numbers (8 bytes per grid cell). Because
1 GB of memory is normally available on contemporary 32-bit computers,
this level of angular resolution will be used in the following calculations.

3 RESULTS AND DISCUSSION
3.1

FFT performance comparison

As a first test of the utility of the multi-dimensional FFT approach,
the HyHel-5/lysozyme complex (Fig. 1) was docked at a range of
expansion orders, L, using the conformation of the bound antibody
Fv fragment and unbound lysozyme. Table 1 presents a comparison
of the accuracy and execution times of shape-only and shape plus
electrostatic correlations for this example. All calculations sampled
53 translational steps of ±0.75Å from the initial orientation of the
complex. To facilitate comparison of the 3D and 5D correlations
with the existing 1D radix-2 FFT implemented in Hex, Mα = 64
was used for the twist angle dimension. The 3D and 5D grids each
used Mγ = 48 and Mβ = 24 to give (β,γ ) increments of 7.5◦ . The
remaining rotational degrees of freedom in the 3D and 1D cases,
respectively, used one and two icosahedral tesselations of the sphere,
each of 812 vertices, to generate rotational samples with an average
angular separation of around 7.7◦ . Considering that the Euler grids
tend to oversample near the poles, this scheme gives broadly
equivalent sampling densities with around 1.7, 2.5 and 3.5 billion
docking orientations for the 1D, 3D and 5D cases, respectively.
As expected, Table 1 shows that high order expansions generally
assign a better rank to near-native orientations than low order
expansions, but this trend is not necessarily monotonic. The best
combination of a good rank and low ligand root mean squared
(RMS) deviation from the complex is typically obtained with L = 28
or L = 30. This table also shows that shape-only 3D FFTs are around
three times faster than the 1D calculation and, surprisingly, are also
generally faster than 5D FFTs. However, due to the linearity of the
GF, the cost of including electrostatics in 3D and 5D correlations is
low compared to the cost of computing 1D shape plus electrostatic
FFTs. Indeed, 5D FFTs of shape plus electrostatics are faster than
3D FFTs when L ≥26. These differences would become more
pronounced if more potentials were included in the calculation.
Nonetheless, considering the enormous size of the search
space, the vast majority of the orientations computed in the FFT
are vacuous. As it is reasonable to expect that good docking
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Table 1. Comparison of shape-only and shape plus electrostatic docking correlations for the HyHel-5/lysozyme complex
L

16
20
24
26
28
30

1D shape-only

1D shape+electro

3D shape-only

3D shape+electro

5D shape-only

5D shape+electro

Rank (RMS)

Time/m

Rank (RMS)

Time/m

Rank (RMS)

Time/m

Rank (RMS)

Time/m

Rank (RMS)

Time/m

Rank (RMS)

Time/m

646 (6.8)
336 (1.2)
417 (1.2)
49 (1.2)
54 (1.5)
113 (2.2)

28.7
52.7
92.4
123.3
158.1
203.5

428 (8.0)
20 (1.3)
52 (1.2)
15 (1.2)
8 (1.2)
43 (1.3)

52.0
102.7
184.2
243.1
315.6
403.0

864 (7.1)
410 (1.2)
501 (1.2)
48 (1.2)
22 (5.2)
47 (1.6)

15.1
23.5
33.2
43.5
54.2
69.8

254 (8.2)
17 (1.3)
53 (1.2)
15 (1.6)
11 (1.3)
20 (1.6)

18.1
29.2
51.2
69.0
92.2
122.5

–
336 (7.9)
833 (1.2)
45 (1.2)
19 (5.5)
61 (1.6)

37.5
39.3
53.0
58.7
64.5
74.3

669 (6.0)
29 (1.3)
82 (1.2)
13 (1.6)
13 (1.2)
19 (1.6)

40.3
46.5
56.2
63.1
71.7
108.0

In the table L is the polynomial order of the expansion, Rank is the rank of the first orientation found in which the ligand is within 10 Å RMS (shown in parentheses) of the crystal
structure after clustering with the default Hex clustering threshold. A hyphen indicates no near-native orientation found within the top 2000 solutions. Time is the total computation
time in minutes on a single processor 1.8 GHz Pentium Xeon PC. The 3D and 5D FFT calculations used Kiss FFT. For those calculations, the time spent within the FFT library is
essentially constant at 13.1 and 34.3 min, respectively. All timings exclude the calculation of the translation matrix elements.

orientations should score well at all expansion orders, one way to
reduce the amount of computation is to perform an initial scan of the
search space using low order expansions and to rescore only the best
orientations at high order. Table 2 shows the results obtained using
this approach in which the best 30 000 partial (βA ,γA ,βB ,γB ,R)
orientations are each resampled using up to four translational steps
of ±0.2 Å and rescored using 1D correlations in αB using L = 30.
To avoid oversampling rotations near the (β,γ ) poles in the 3D
and 5D scans, all orientations from the FFT grids were mapped
to icosahedral tesselation samples using a look-up table, and only
distinct pairs of tesselation orientations were retained for rescoring.
Table 2 shows that this two-stage scoring approach finds comparable
orientations to high order searches in considerably less time, with
only a small drop in the quality of the solutions. Because higher
order scans tend to give better RMS deviations, we use L = 20 as a
good compromise between speed and accuracy.

3.2

Protein docking benchmark performance

In order to evaluate the approach more exhaustively, the above
correlation protocol was applied to the 84 complexes of version 2 of
the Protein Docking Benchmark (Mintseris et al., 2005). To provide
a consistent pseudo-random starting orientation, all proteins were
initially oriented by least-squares fitting to the complex, and a
small off-grid rotation, R̂(α,β,γ ) = R̂(11◦ ,9◦ ,0), was then applied
to the ligand. The orientations calculated in each docking run were
clustered using a greedy algorithm with a 9 Å clustering threshold
(Kozakov et al., 2005), and the lowest energy member of each cluster
was selected as the ‘solution’ for that cluster. All other members of
each cluster were discarded.
Seven different docking runs were performed for each complex to
assess the shape-based and electrostatic components of the scoring
function, and to investigate the difference between blind docking
and the use of prior knowledge of one or both protein’s binding
sites. The results are shown in Table 3. The first set of figures in
this table give the results for blind shape-only docking of bound
subunits, presented as the rank and deviations of the first solution
found within 10 Å RMS deviation of the complex (here called a
‘hit’) along with the total number of such hits found within the top
2000 solutions. This threshold broadly corresponds to the definition
of an ‘acceptable’ prediction under the CAPRI assessment criteria
(Méndez et al., 2003). Although the final goal is to dock unbound
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Table 2. Two-stage shape plus electrostatic docking results for
HyHel-5/lysozyme
L

1D

3D

5D

Rank (RMS) Time/m Rank (RMS) Time/m Rank (RMS) Time/m
16 23 (1.5)
18 27 (1.3)
20 32 (1.3)

27.7
37.2
45.2

19 (1.5)
22 (1.3)
29 (1.3)

21.3
27.5
29.5

26 (1.6)
27 (1.3)
17 (1.3)

30.3
29.7
37.5

The table shows the results obtained by performing blind low order shape-only scans
of the search space at the given order, followed by 1D L = 30 shape plus electrostatic
refinement of the top 30 000 orientations.

subunits, consideration of bound docking results provides a practical
way to identify complexes which will a priori be expected to be
difficult to dock acceptably in the unbound case. Encouragingly,
acceptable solutions are found within the top 10 in 33 cases, and
within the top 20 in 37 cases. This shows that the Hex shape-based
scoring function can often identify near-native crystallographic
orientations.
However, these results also show that Hex fails to find
an acceptable bound–bound solution for 22 of the Benchmark
complexes. Visual inspection of these complexes shows that several
(1AK4, 1GHQ, 1KTZ, 1BJ1, 1QFW, 2QFW and 1ATN) have
particularly small interface areas, which would therefore be expected
to be difficult for any shape-based docking algorithm to identify.
Furthermore, several of the other failing complexes include at least
one large protein domain (e.g. 1KLU, 1ML0, 1KKL, 1HE8, 1N2C,
1DE4, 1H1V and 2HMI) which cannot accurately be encoded in the
standard Hex radial function. Hence, these cases will also be difficult
for the Hex scoring function. Of the remaining failing complexes,
several are antibody/antigen complexes (e.g. 1DQJ, 1E6J, 1WEJ,
2VIS), and it is generally not necessary to perform completely blind
docking calculations on such well understood systems.
The rest of Table 3 presents results for docking unbound
structures. As expected, the rank of the best shape-only blind docking
solution is often considerably poorer compared to docking bound
components, with only 6 complexes being ranked within the top
20. On the other hand, including the ETO electrostatic interaction
term in the correlation often improves the rank of the best solution,

FFT protein docking

Table 3. Hex results for the Docking Benchmark (version 2)
Code

B–B shape-only
U–U shape-only
U–U shape+elec
U–U shape-only
U–U shape+elec
U–U shape-only
U–U shape+elec
Blind search
Blind search
Blind search
One Constraint
One Constraint
Two Constraints
Two Constraints
Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits

Rigid-Body (63)
1AVX
46 (4.8)
1AY7
40 (8.9)
1BVN
1 (1.1)
1CGI
1 (0.7)
1D6R
273 (1.3)
1DFJ
167 (4.2)
1E6E
1 (2.1)
1EAW
1 (1.0)
1EWY
19 (7.7)
1EZU
2 (0.9)
1F34
1 (1.4)
1HIA
3 (1.2)
1MAH
1 (0.9)
1PPE
1 (1.0)
1TMQ
1 (2.1)
1UDI
1 (1.6)
2MTA
11 (1.4)
2PCC 1007 (9.1)
2SIC
3 (0.7)
2SNI
1 (1.5)
7CEI
5 (1.3)
1AHW
6 (1.9)
1BVK
44 (1.5)
1DQJ
–
1E6J
–
1JPS
24 (1.3)
1MLC
62 (1.2)
1VFB
23 (1.1)
1WEJ
–
2VIS
–
1A2K
29 (5.4)
1AK4
–
1AKJ
30 (8.4)
1B6C
3 (1.8)
1BUH
28 (1.0)
1E96
133 (1.1)
1F51
3 (1.4)
1FC2
605 (6.5)
1FQJ
7 (1.0)
1GCQ
1 (1.0)
1GHQ
–
1HE1
1 (1.5)
1I4D
31 (1.5)
1KAC
36 (1.2)
1KLU
–
1KTZ
–
1KXP
1 (1.1)
1ML0
–
1QA9
86 (5.9)
1RLB
409 (8.8)
1SBB
–
2BTF
5 (0.8)
1BJ1
–
1FSK
10 (1.3)

20
16
29
24
24
14
14
17
16
13
25
30
16
42
19
17
18
1
10
18
17
10
6
–
–
5
5
3
–
–
12
–
25
19
9
5
21
2
14
16
–
24
19
7
–
–
22
–
7
2
–
8
–
16

108 (8.9)
645 (9.9)
63 (9.1)
42 (9.4)
447 (7.7)
17 (9.5)
109 (5.6)
9 (5.0)
76 (9.1)
–
124 (6.7)
51 (8.7)
2 (1.2)
2 (9.7)
356 (5.9)
8 (6.2)
136 (9.0)
–
57 (8.8)
256 (9.6)
61 (8.7)
234 (8.0)
–
–
–
–
408 (3.6)
–
–
–
–
–
209 (9.6)
593 (9.0)
743 (7.7)
–
371 (9.6)
–
41 (8.0)
–
–
37 (6.4)
–
687 (8.7)
–
–
36 (9.4)
–
–
–
–
–
–
5 (1.8)

7
4
20
17
1
14
10
20
12
–
11
6
20
47
9
9
4
–
8
7
5
3
–
–
–
–
2
–
–
–
–
–
10
2
2
–
5
–
12
–
–
18
–
1
–
–
13
–
–
–
–
–
–
16

111 (8.9)
–
389 (9.6)
47 (4.6)
119 (7.6)
1 (4.2)
5 (2.2)
1 (4.0)
24 (9.7)
–
–
8 (8.9)
1 (1.1)
4 (3.0)
427 (6.0)
20 (6.2)
79 (9.8)
18 (6.9)
–
101 (9.6)
4 (8.4)
7 (8.0)
508 (6.7)
–
–
36 (8.8)
–
–
–
–
–
–
17 (9.4)
755 (8.9)
289 (7.8)
302 (8.6)
–
–
7 (7.9)
–
–
88 (6.3)
–
271 (8.9)
–
–
1 (7.5)
–
161 (9.9)
–
–
–
–
6 (1.4)

4
–
7
9
4
30
24
37
14
–
–
15
28
31
6
10
20
33
–
6
19
12
7
–
–
11
–
–
–
–
–
–
27
2
4
2
–
–
14
–
–
15
–
5
–
–
13
–
3
–
–
–
–
10

40 (8.9)
99 (3.5)
29 (9.6)
20 (9.4)
49 (7.7)
3 (9.5)
24 (5.6)
7 (5.0)
114 (8.1)
–
48 (7.1)
72 (8.7)
1 (1.2)
1 (9.7)
45 (5.9)
4 (6.2)
38 (9.0)
14 (9.3)
21 (8.9)
39 (7.1)
11 (8.7)
31 (8.0)
134 (9.4)
216 (8.6)
26 (8.9)
170 (6.6)
25 (3.6)
97 (9.1)
26 (1.7)
–
–
–
110 (6.3)
88 (9.0)
52 (7.7)
246 (9.4)
149 (9.6)
–
14 (8.0)
–
828 (8.9)
10 (6.4)
–
7 (4.4)
–
–
15 (9.4)
7 (9.1)
587 (7.5)
–
–
133 (8.6)
–
1 (1.8)

12
20
35
14
8
24
19
25
12
–
15
21
27
49
21
22
17
20
10
15
17
12
7
6
12
9
13
14
13
–
–
–
15
5
14
6
12
–
21
–
2
26
–
19
–
–
19
8
8
–
–
13
–
31

75 (9.0)
234 (9.8)
3 (6.6)
42 (9.8)
31 (7.7)
1 (4.2)
3 (1.5)
1 (4.0)
103 (6.8)
–
–
15 (9.9)
1 (1.2)
1 (3.0)
264 (2.3)
7 (6.2)
12 (8.4)
12 (5.1)
44 (1.0)
40 (4.4)
3 (8.4)
5 (8.0)
184 (6.8)
440 (9.9)
16 (8.4)
14 (6.6)
22 (3.7)
51 (7.1)
2 (1.7)
–
–
–
23 (2.7)
133 (8.5)
19 (7.7)
119 (8.6)
58 (9.3)
–
7 (7.7)
–
–
28 (7.2)
–
4 (4.4)
–
–
1 (6.9)
33 (7.0)
481 (6.8)
–
–
16 (6.7)
–
1 (1.8)

14
1
36
11
8
30
29
35
7
–
–
22
30
46
7
25
24
31
9
11
22
40
10
2
22
27
28
10
20
–
–
–
35
5
13
8
3
–
28
–
–
25
–
26
–
–
30
11
4
–
–
22
–
31

18 (9.0)
17 (6.7)
4 (5.1)
4 (9.4)
8 (7.7)
2 (9.5)
5 (5.6)
1 (5.0)
9 (8.1)
86 (6.7)
11 (5.4)
15 (6.7)
1 (1.2)
1 (3.0)
7 (5.9)
1 (6.2)
15 (7.7)
5 (9.3)
4 (8.9)
5 (7.1)
2 (8.7)
3 (8.0)
71 (9.9)
22 (8.6)
2 (8.9)
15 (6.6)
3 (3.6)
14 (9.1)
8 (1.7)
–
186 (9.3)
–
23 (9.6)
19 (9.0)
28 (7.7)
37 (9.7)
9 (7.6)
–
5 (7.8)
92 (6.2)
30 (8.9)
2 (7.6)
505 (8.1)
4 (4.4)
591 (9.7)
238 (9.4)
7 (9.4)
1 (9.1)
25 (5.3)
305 (6.3)
–
32 (8.6)
7 (6.7)
1 (1.8)

43
39
49
31
37
32
38
42
37
10
22
33
33
43
39
32
33
37
31
31
29
42
23
24
37
29
29
36
29
–
5
–
36
27
19
13
19
–
31
6
13
39
1
33
2
4
24
22
28
7
–
19
13
43

12 (9.0)
17 (9.7)
2 (9.6)
4 (4.6)
5 (7.7)
1 (4.2)
1 (7.7)
1 (4.0)
9 (7.6)
287 (6.2)
26 (6.5)
6 (8.3)
1 (1.2)
1 (3.0)
10 (6.6)
5 (6.2)
15 (8.7)
14 (6.3)
4 (1.0)
5 (4.4)
1 (8.4)
5 (8.0)
22 (6.8)
73 (8.1)
4 (8.4)
1 (8.8)
2 (3.7)
12 (7.1)
1 (1.7)
–
274 (9.1)
–
5 (9.6)
7 (9.7)
8 (7.7)
43 (8.5)
8 (7.5)
297 (7.7)
4 (7.7)
–
175 (6.7)
9 (7.2)
481 (9.4)
2 (4.4)
–
25 (6.0)
1 (6.9)
3 (5.6)
23 (4.5)
384 (6.3)
–
4 (6.7)
10 (6.9)
1 (1.8)

45
18
39
24
31
35
49
42
23
4
11
32
30
45
38
37
31
44
35
25
35
38
24
11
41
30
23
35
37
–
4
–
48
36
18
20
27
10
41
–
6
39
1
32
–
10
29
27
28
6
–
34
10
46
(continued)
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Table 3. Continued.
Code

1I9R
1IQD
1K4C
1KXQ
1NCA
1NSN
1QFW
2QFW
2JEL
Mean

B–B shape-only
U–U shape-only
U–U shape+elec
U–U shape-only
U–U shape+elec
U–U shape-only
U–U shape+elec
Blind search
Blind search
Blind search
One Constraint
One Constraint
Two Constraints
Two Constraints
Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits
5 (5.7)
42 (0.7)
24 (0.7)
6 (5.5)
1 (1.1)
11 (1.7)
–
–
10 (1.1)
25 (4.1)

14
8
4
10
11
8
–
–
10
11

82 (2.1)
–
21 (9.6)
488 (7.1)
116 (1.2)
142 (1.5)
–
–
164 (6.0)
242 (8.4)

8
–
1
5
5
6
–
–
3
5

4 (2.1)
760 (1.4)
–
35 (6.3)
139 (1.9)
–
–
–
–
156 (8.1)

15
3
–
12
3
–
–
–
–
7

23 (2.1)
276 (6.1)
4 (9.6)
48 (7.1)
20 (1.2)
18 (1.5)
–
–
7 (6.0)
66 (7.6)

19
7
3
16
13
19
–
–
27
13

13 (2.1)
5 (6.1)
311 (9.6)
27 (7.1)
8 (0.9)
14 (1.5)
–
–
4 (5.6)
46 (7.0)

26
16
2
15
16
12
–
–
29
14

7 (2.1)
5 (9.4)
2 (9.6)
27 (7.1)
2 (9.9)
6 (1.5)
333 (6.3)
522 (9.7)
6 (6.0)
15 (7.3)

29
27
17
18
22
22
3
1
39
25

5 (2.1)
3 (6.1)
46 (9.6)
24 (7.1)
3 (0.9)
3 (1.5)
37 (6.3)
–
2 (6.0)
13 (6.7)

26
29
19
16
30
23
6
–
38
25

Medium Difficulty (13)
1ACB
36 (0.9) 8
1KKL
–
–
1BGX
1 (3.0) 3
1GP2
–
–
1GRN
1 (1.3) 13
1HE8
–
–
1I2M
1 (1.8) 17
1IB1
10 (5.0) 13
1IJK
189 (3.0) 10
1K5D
406 (5.9) 4
1M10
429 (9.1) 4
1N2C
–
–
1WQ1
1 (1.5) 26
Mean
50 (5.5) 8

694 (8.3)
–
–
–
914 (9.1)
–
–
–
1012 (8.7)
–
514 (9.5)
–
125 (7.1)
782 (9.5)

3
–
–
–
2
–
–
–
3
–
2
–
10
1

674 (8.5)
–
–
419 (6.9)
586 (2.5)
–
29 (5.4)
–
–
146 (7.6)
48 (9.2)
–
16 (7.2)
329 (8.2)

2
–
–
5
5
–
24
–
–
3
4
–
17
5

156 (8.3)
48 (8.6)
–
–
661 (7.1)
–
754 (8.5)
–
145 (8.7)
–
130 (9.5)
–
34 (7.1)
306 (8.8)

7
18
–
–
4
–
3
–
5
–
4
–
14
5

163 (8.3)
94 (8.4)
–
137 (7.1)
27 (6.3)
–
15 (8.5)
–
383 (8.7)
128 (9.1)
46 (9.3)
–
13 (7.1)
153 (8.7)

1
10
–
8
23
–
24
–
1
5
6
–
20
8

10 (8.3)
8 (8.7)
–
113 (5.6)
14 (7.4)
–
107 (6.7)
14 (9.8)
14 (8.7)
377 (7.6)
13 (9.5)
–
6 (7.1)
58 (8.4)

33
40
–
12
31
–
14
13
18
4
8
–
27
15

88 (8.4)
14 (8.0)
–
68 (7.1)
20 (6.3)
–
21 (8.5)
22 (9.9)
70 (8.7)
21 (9.7)
124 (8.4)
–
3 (7.1)
66 (8.6)

14
31
–
17
29
–
24
7
5
17
12
–
33
15

Difficult (8)
1ATN
–
–
1DE4
–
–
1EER
1 (4.0) 25
1FAK
–
–
1FQ1
162 (5.6) 5
1H1V
–
–
1IBR
4 (3.0) 27
2HMI
–
–
Mean
168 (7.8) 7

–
946 (8.6)
609 (9.2)
–
–
–
–
–
933 (9.7)

–
1
8
–
–
–
–
–
1

–
15 (8.4)
43 (9.2)
–
–
–
–
–
399(9.7)

–
3
16
–
–
–
–
–
2

–
164 (8.6)
106 (7.6)
–
469 (8.4)
–
–
–
549 (9.3)

–
3
18
–
2
–
–
–
3

–
–
30 (7.7)
–
–
–
–
–
359 (9.3)

–
–
18
–
–
–
–
–
3

–
184 (8.5)
34 (7.6)
768 (7.0)
82 (8.4)
–
314 (8.8)
–
325 (8.8)

–
8
23
2
5
–
4
–
5

–
35 (9.9)
39 (7.7)
221 (7.0)
508 (8.4)
–
68 (8.4)
–
238 (8.9)

–
8
13
8
3
–
6
–
5

In the table, B–B and U–U denote bound–bound and unbound–unbound docking, respectively. A hyphen denotes no acceptable solution within the top 2000, in which case a value
of 10Å is used when calculating the mean RMS deviation. Means of ranks were calculated using the MLR formula, Equation (44). for antibody/antigen complexes (1AHW, 1BVK,
1DQJ, 1E6J, 1DQJ, 1JPS, 1MLC, 1VFB, 1WEJ, 2VIS, 1BJ1, 1FSK, 1I9R, 1IQD, 1K4C, 1KXQ, 1NCA, 1NSN, 1QFW, 2QFW, 2JEL, 1BGX, 2HMI), the Cα coordinates of heavy
chain residue 37 were used as the antibody coordinate origin. For all other structures, the centre of mass was used as the coordinate origin. It should be noted that the Docking
Benchmark includes several antibody complexes (1BJ1, 1FSK, 1I9R, 1IQD, 1K4C, 1KXQ, 1NCA, 1NSN, 1QFW, 2QFW, 2JEL, 2HMI) for which only the bound antibody Fab
coordinates are available.

giving 16 complexes within the top 20. However, using electrostatic
correlations can worsen the prediction in some cases, but it is not
clear how to predict ab initio as to which those cases might be.
Nonetheless, in practice, it is becoming increasingly rare that
completely blind docking is necessary because, like the antibody
families, biochemical or biophysical knowledge is often available to
indicate the identities of key interaction residues. Hence, four further
constrained docking runs were performed for each complex to
simulate such data-driven docking scenarios. Here, the range of the
FFT searches were constrained by applying the restriction βA ≤ 45◦
to simulate using knowledge of the receptor binding site (tabulated
as ‘One Constraint’), and additionally βB ≤ 45◦ corresponding to
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using knowledge of both the receptor and ligand binding sites
(‘Two Constraints’). These constraints each reduce the size of the
search space and corresponding FFT grid dimensions by a factor
of about four, and speed up the FFT scan correspondingly. Thus,
for constrained docking runs, overall calculation times of just a few
minutes arise largely from the L = 30 rescoring stage. Specifying
a receptor constraint of βA = 45◦ would physically correspond to
spinning an antigen over the antibody hypervariable loop region in
an antibody/antigen complex, as illustrated in Figure 2, for example.
In general, Hex allows a given receptor and ligand residue to be
rotated onto the z-axis before each docking run. Hence, for example,
by setting small values for the βA and βB angular ranges, it is

FFT protein docking

straightforward to focus a docking calculation around a given pair
of residues in a known or hypothesized protein–protein interface.
As can be seen from Table 3, the above rather loose constraints
are often sufficient to improve considerably the rank of nearnative solutions. For example, using only the receptor constraint
is sufficient to increase the rate of acceptable solutions from 6 to
17 within the top 20. Adding the Hex electrostatic correlation term
boosts this improvement to 28 within the top 20. Applying a similar
ligand constraint further improves the success rate to 48 in the
top 20 and 35 in the top 10 for shape only correlations, or 45 in
the top 20 and 37 in the top 10 for shape plus electrostatics. It is
worth noting that constrained docking also improves the results for
several complexes that the rigid body docking runs indicated would
be intrinsically difficult to dock predictively (specifically 1GHQ,
1KTZ, 1ML0, 1BJ1, 1QFW, 1KKL and 1DE4).
In order to compare such trends more objectively, Table 3 presents
overall average results for each set of calculations. Here, we
calculate the mean rank using the mean of the logarithm of the
rank (MLR) of each first acceptable hit according to:
N

MLR = exp{

C
1 X
ln(min(Rank i ,1000))},
NC

(44)

i=1

where NC is the number of complexes in each Benchmark category.
Limiting poor results to a value of 1000 in this formula helps to
prevent outliers from adversely biasing the overall score. Hence the
MLR score ranges from 1 (rank 1 hits for all complexes) to 1000
(no hits for any complex). The MLR figures in Table 3 readily show
the benefit of using just one, or preferably two, loose constraints to
enrich the number of high ranking predictions in each Benchmark
category. This benefit is most dramatic in the Rigid-Body category,
although using two constraints also significantly enhances the results
for both the Medium Difficulty and Difficult categories.

4 CONCLUSION
Analytic GF expressions have been presented for calculating multidimensional multi-property rotational FFT docking correlations.
Scaling Euler angle ranges onto the natural period of the FFT
provides a straightforward way to accelerate the calculation and
to focus the correlation around the region(s) of interest. This also
reduces overall memory requirements and, for the first time, allows
5D FFT docking to be performed on an ordinary PC. Here, 3D
shape-only and shape plus electrostatic FFTs are found to be
around three times faster than the 1D FFT previously implemented
in Hex but, surprisingly, 3D FFTs are also often faster than 5D
FFTs. On the other hand, multiple properties may be correlated
simultaneously in the 5D FFT, and this is expected to be particularly
advantageous when calculating high order correlations of multi-term
knowledge-based protein–protein interaction potentials.
Currently, a two-stage search protocol using 3D shape-only
rotational FFT scans with L = 20 followed by 1D shape plus
electrostatic rescoring with L = 30 gives a good trade-off between
speed and accuracy. When biochemical or biophysical knowledge
about a complex is available, this information may easily be
exploited to constrain the angular search to the interface region(s),
and docking times are reduced to just a few minutes. For a clear
majority of the Docking Benchmark examples, constraining the
docking search in this way dramatically improves the quality of

the predictions, producing acceptable predictions in the top 20 in 28
cases using one constraint, and giving up to 45 in the top 20 and 37
in the top 10 using two constraints. Hence the approach provides
a practical and fast tool for rigid body protein–protein docking,
especially when some prior knowledge about one or both binding
sites is available.
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HIV entry inhibitors have emerged as a new generation of antiretroviral drugs that block viral fusion with
the CXCR4 and CCR5 membrane coreceptors. Several small molecule antagonists for these coreceptors
have been developed, some of which are currently in clinical trials. However, because no crystal structures
for the coreceptor proteins are available, the binding modes of the known inhibitors within the coreceptor
extracellular pockets need to be analyzed by means of site-directed mutagenesis and computational
experiments. Previous studies have indicated that there is more than one binding site within the CCR5
extracellular pocket. This article investigates and develops this hypothesis using a novel spherical harmonicbased consensus shape clustering approach. The consensus shape approach is evaluated using retrospective
virtual screening of CXCR4 and CCR5 inhibitors. Multiple combinations of CCR5 ligands in multiple trial
superpositions are constructed to find consensus queries that give high virtual screening enrichments.
Receiver-operator-characteristic performance analyses for both CXCR4 and CCR5 inhibitors show that
the new consensus shape matching approach gives better virtual screening enrichments than existing shape
matching and docking virtual screening techniques. The results obtained also provide strong evidence to
support the notion that there are three main binding sites within the CCR5 extracellular cavity.
INTRODUCTION

Human immunodeficiency virus (HIV) entry inhibitors
have emerged as a new generation of antiretroviral drugs
which work by blocking interactions between the viral
surface gp120 protein and the CXCR4 and CCR5 plasmatic
membrane coreceptors of the host cell.1-4 A considerable
number of small molecule antagonists for CXCR4 and CCR5
have been found to be effective for preventing viral entry,
and some of them have been evaluated in clinical trials.5-9
However, no crystal structures of these coreceptors or their
ligand-bound complexes are available. Consequently, several
site-directed mutagenesis (SDM) and computational experiments have been carried out to identify the binding modes
of the existing inhibitors. Analysis of the key CXCR4 SDM
residues points to a well-defined localized binding cavity,10
but the CCR5 SDM residues are found to be spatially welldistributed around the pocket within the extracellular loops.11
Moreover, the small-molecule inhibitors for CXCR4 are
generally quite similar to each other, whereas CCR5 has
many different inhibitors which derive from several diverse
scaffold families. Several earlier computational binding
experiments have indicated that different CCR5 ligands bind
in fundamentally different ways within the CCR5 extracellular pocket.12-16 Furthermore, considering that (a) it is very
difficult to superpose all the different families of CCR5 active
compounds, (b) the results of retrospective virtual screening
* To whom correspondence should be addressed. Tel: +44 1224 272282.
Fax: +44 1224 273422. E-mail: d.w.ritchie@abdn.ac.uk.
†
Universitat Ramon Llull.
‡
University of Aberdeen.

(VS) enrichment studies are strongly dependent on the
conformation of the query molecule, (c) SDM results suggest
a large binding pocket within the extracellular loop region
of the CCR5 structure, and (d) not all SDM mutations affect
the binding of all ligands, there is good evidence to support
a hypothesis that the known binders belong to two or more
groups and that the members of each group bind to the same
general region of the extracellular pocket. However, it is not
clear a priori which actives might belong to which group. For
example, different computational binding mode studies of
ligands such as Aplaviroc,13,15 AD101,11,17 SCH-C,11,13-15,17
TAK-779,11,13,14,17-21 TAK-720,19 2-aryl-4-(piperidin-1-yl)butanamines,14,16 and 1,3,4-trisubstituted pyrrolidines piperidines,14,16 predict that they each bind in different ways within
the CCR5 pocket. Hence it is difficult to obtain a clear picture
of how these diverse ligands function.
Here we investigate the multisite binding hypothesis using
a new consensus shape matching technique based on spherical harmonic (SH) representations of surface shapes22 to
perform rapid and exhaustive comparison and clustering of
multiple combinations of ligands in multiple trial superpositions. This novel SH-based shape-matching approach uses
one or more “pseudomolecules”, obtained from the consensus
shapes of the most active molecules, as VS queries against
a database of known actives and decoys. The algorithm has
been implemented in the ParaFit module of the ParaSurf suite
of programs.23 The new consensus shape-matching approach
has been developed specifically to help analyze targets with
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large ligand-binding pockets, although it may also be used
in conventional VS studies where there are multiple known
actives.
This article presents our new consensus shape matching
VS approach and applies it to a large database of CXCR4
and CCR5 active inhibitors and comparable inactive decoys
which was compiled previously.12 Several trial CCR5 and
CXCR4 consensus shape queries are constructed by clustering and superposing selected known actives, and the utility
of each query is assessed using receiver-operator-characteristic (ROC)24 plots. The area under the curve (AUC) of each
ROC plot is used to provide an objective measure of the
ability of each consensus shape to recognize known actives
with similar shapes. To find the best clusters of binders with
which to characterize the different groups of CCR5 antagonists, we conduct systematic experiments in which AUCs
are compared for clusters formed in different ways. The best
consensus queries thus found are then further analyzed in
the context of the receptor pocket using rigid-body soft
docking25 onto the homology modeled CCR5 receptor.12 Our
virtual screening results show that the CCR5 inhibitors may
be clustered into four superconsensus (SC) families, and our
docking results show that these may be docked to three
overlapping regions within the CCR5 extracellular pocket.
These results provide strong evidence to support the notion
that there are three main binding sites within the CCR5
extracellular pocket.

L

l

(1)

l)0 m)-l

where θ and φ are the spherical coordinates, ylm(θ,φ) are
real spherical harmonics, alm are the expansion coefficients,
and L is the order or highest polynomial power of the
expansion. Here, L ) 6 is used in all calculations. ParaFit
calculates superpositions between pairs of molecules by
exploiting the special rotational properties of the SH functions.22 For example, rotated SH expansion coefficients for
molecule B may be calculated as
l
′
blm
)

∑

(l)
Rmm
′(R, β, γ)blm′

∫ (rA(θ, φ) - rB′ (θ, φ))2dΩ

(2)

m′)-l

where (R, β, γ) are zyz Euler rotation angles and
(l)
Rmm′
(R, β, γ) are real Wigner rotation matrix elements.22
To calculate a superposition between a pair of molecules,
the CoH of molecule B is translated to that of the fixed
reference molecule A, and a rotational search is then
performed to find the rotation which minimizes the distance,
DAB, between the corresponding pairs of SH expansions

(3)

Thanks to the orthogonality of the basis functions, this
expression reduces to
L

DAB )

l

∑ ∑ alm2 + blm2 - 2almblm′ ) |a|2 + |b|2 - 2ab′ (4)
l)0 m)-l

Hence the distance function for any orientation may be
calculated very rapidly from the original expansion coefficients. In VS, it is convenient to rearrange and normalize
the basic distance expression (eq 4) to give a similarity score.
Here, we use the Tanimoto score, SAB, calculated as
ab′
(5)
(|a| + |b|2 - ab′)
ParaSurf can calculate all necessary SH molecular properties in a matter of a few minutes. Once the surface shapes
have been calculated, the ParaFit program can perform on
the order of hundreds of molecular comparisons per second.
Hence the overall approach is well-suited to tasks that require
the calculation of multiple molecular comparisons such as
high throughput VS.27
SH Consensus Shape Matching. Using the SH representation, a “consensus shape”, jr(θ,φ), may be constructed
as the average of N individual molecular shape expansion
k
coefficient vectors, alm
, for k )1,..., N as
SAB )

jr(θ, φ) )

Shape Representations. We use the ParaSurf and ParaFit
modules of CEPOS InSilico Ltd.23 to calculate and superpose
molecular surfaces. ParaSurf calculates molecular shape and
electronic properties from semiempirical quantum mechanics
theory, and encodes these properties as SH expansions.26
Surface shapes are represented as radial distance expansions
of the molecular surface, r(θ,φ), with respect to a selected
harmonic coordinate origin (CoH), which is normally set
equal to the molecular center of gravity (CoG).27 For
example, the radial surface shape of molecule A is represented as

∑ ∑ almylm(θ, φ)

DAB )

2

N
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However, before computing the average, each molecule in
the consensus must first be rotated to minimize the distance
between it and the remaining N - 1 molecules. In practice,
because these rotations are not known a priori, the consensus
shape is constructed iteratively as follows. First, all-againstall rotational pairwise superpositions are calculated to find
the two most similar surface shapes. Then, the average of
these two shapes is taken as the initial seed shape for the
consensus, and the remaining N - 2 SH shapes are rotated
into superposition with the seed shape. The overall average
of all SH coefficients is then computed to give the first
estimate of the consensus shape. The consensus average is
then refined by superposing the member molecular shapes
back onto the average and by recalculating a new average
shape. This procedure is repeated until convergence to
optimal overlap is reached between each molecule and the
consensus shape. This protocol is similar to techniques used
for refining electron microscopy density images of similar
molecules observed in different orientations.28 In the present
case, convergence is typically achieved in just three or four
cycles. Hence calculating a consensus shape is a quick
process. Figure 1 illustrates the overall procedure schematically.
ROC Plot Analyses. Here, all VS results are presented
as ROC plots of true positive rate versus false positive rate
or equivalently Sensitivity versus 1 - Specificity. These
quantities are calculated as
True Positive Rate ) TP ⁄ (TP + FN) ) Sensitivity (7)
False Positive Rate ) FP ⁄ (TN + FP) ) 1 - TN ⁄ (TN +
FP) ) 1 - Specificity (8)
where TP represents the number of correctly identified
actives (true positives), FP represents the number of inactives
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Table 1. Families of CXCR4 and CCR5 Antagonists Used in the
Current Study
family

number of
compounds

CXCR4 inhibitors
tetrahydroquinolinamines
123
KRH derivatives (Kureha
23
Chemical Industries)
macrocycles
4
AMD derivatives (AnorMED)
94
cyclic peptides
2
other
2
total
248
CCR5 inhibitors
SCH derivatives (Schering-Plough)
diketopiperazines
anilide piperidine N-oxides
AMD derivatives (AnorMED)
4-piperidines
4-aminopiperidine or tropanes
1,3,4-trisubstituted
pyrrolidinepiperidines
phenylcyclohexilamines
TAK derivatives (Takeda)
1-phenyl-1,3-propanodiamines
1,3,5-trisubstituted pentacyclics
N,N′-diphenylureas
5-oxopyrrolidine-3-carboxamides
guanylhydrazone derivatives
4-hydroxypiperidine derivatives
other
total

Figure 1. Flow diagram of the consensus shape calculation. First,
ParaFit all-against-all rotational superpositions are calculated for
the group of N molecules that will form the consensus. The two
most similar SH shapes are selected and superposed to form a seed
consensus shape. Then, all molecules are rotationally superposed
onto the seed consensus. A new consensus shape is computed from
the average SH coefficients of the superposed shapes. The consensus
members are then superposed again onto the consensus average,
and the process is iterated until convergence.

incorrectly predicted as active (false positives), TN represents
the number of correctly identified inactives (true negatives),
and FN represents the number of actives incorrectly predicted
to be inactive (false negatives). Each ROC plot is calculated
by ranking the database molecules by similarity with the
query (or by docking energy with the protein target), and
by summing the number of TPs, FPs, TNs, and FNs on either
side of each rank position. ROC plots are particularly useful
when comparing different VS queries with different numbers
of actives and inactives because the AUC of a ROC plot
gives an objective measure of query performance which is
essentially independent of the actual number of positive and
negative instances (i.e., ROC curves do not suffer from “class
skew”).29
Consensus Shape-Based Virtual Screening. Obviously,
using SH surfaces to compute average shapes will result in
some smoothing and loss of detail compared to the original
individual molecular shapes. However, this can be considered
a desirable property because it provides an unbiased way to
combine the most significant features of a related group of
molecules. Nonetheless, it is important to select the member
shapes carefully to achieve a good balance between capturing

ref
7, 30-34
7, 35-38
39
7, 39-44
45
46

120
9
22
3
10
26
9

17, 47, 48
49-53
54
44
55, 56
55, 57, 58
59

9
66
57
9
4
5
33
36
6
424

60-65
66, 67
68-70
71
72
73
74
75
76

the most significant features for binding and smoothing away
too much detail. In this work, this balance is achieved, and
the overall approach is validated by monitoring the utility
of various consensus shapes as VS queries against our
database of known CCR5 and CXCR4 binders and decoys.12
Since this database was first described, some newly published
CCR5 inhibitors have been added to the set of actives. Table
1 lists the representative families of CXCR4 and CCR5
inhibitors in the updated database, and Figure 2 shows some
representative members of each family. Consensus shapebased VS was applied to these families using query structures
constructed from: (a) the consensus shape of the three most
active compounds of different scaffolds families in the
databases (i.e., an AMD derivative, a macrocycle derivative,
and a KRH derivative for CXCR4, and a piperidine derivative, a SCH derivative, and a 1,3,4-trisubstituted pyrrolidinepiperidine derivative for CCR5), and (b) the consensus shape
of all CXCR4 or CCR5 active inhibitors in the database.
The consensus shape-based approach was also used to
investigate the CCR5 multiple binding site hypothesis. First,
the CCR5 inhibitors were clustered using Ward’s hierarchical
clustering method,77 as implemented in the JKlustor module
of JChem,78 using both chemical (topological) fingerprints
and two-dimensional pharmacophore fingerprints. The optimal number of clusters to be selected was calculated using
Kelley’s method,79 also implemented in JKlustor, and the
consensus shapes of these fingerprint-defined clusters were
calculated using ParaFit, as described above. Then, ParaFit
was used again to compute all-against-all rotational superpositions of the fingerprint-defined consensus shapes. This
produced a shape-based similarity matrix,which was reclustered to identify clusters of similar consensus shapes,80 which
were again superposed and averaged to compute a small
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Figure 2. Representative structures of (a) five families of CXCR4 inhibitors and (b) fifteen families of CCR5 inhibitors.

number of SC shapes. In other words, the resulting SC SH
shapes correspond to the shapes of pseudomolecules con-

structed from volumetric unions of fingerprint-based and
shape-based subclusters of known actives.
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Figure 3. CXCR4 and CCR5 antagonist consensus shapes. (a) The image on the left shows the consensus shape calculated from the three
most active compounds of different scaffold families in the CXCR4 inhibitor database: an AMD derivative, a macrocycle derivative, and
a KRH derivative. The following three images show the superpositions of these compounds onto the consensus. (b) The consensus shape
calculated from all CXCR4 database actives, and example superpositions onto the consensus of two randomly selected compounds (an
AMD derivative and a KRH derivative). (c) On the left, the consensus shape calculated from the three most active compounds of different
CCR5 database scaffold families: a 1,3,4-trisubstituted pyrrolidinepiperidine derivative, a SCH derivative, and a piperidine derivative. On
the right, the superpositions of these compounds onto the consensus. (d) Consensus shape calculated from all CCR5 actives, along with
example superpositions onto the consensus of two randomly selected actives (a diketopiperazine derivative and a SCH derivative).

To explore whether the computed SC pseudomolecules
are sterically feasible in the context of the CCR5 extracellular
pocket, each pseudomolecule was rigidly docked into our
model-built CCR5 structure using blind Hex docking with
default search parameters.25 This structure was built by
homology using bovine rhodopsin as template (PDB code
1HZX: 20% sequence identity and 35% similarity with
respect to CCR5), as described previously.12 To compare
quantitatively the ability of the consensus shapes to identify
known binders, VS was performed using our ligand database
and the screening utility of each query shape was analyzed
objectively using ROC analyses. Finally, VS results for
CXCR4 and CCR5 consensus shape queries were compared
to conventional ROCS 2.2,81 Hex 4.8,25 and ParaFit 0822

shape-matching VS, and to rigid-docking-based VS using
Hex 4.8, AutoDock 3.0,82 GOLD 3.01,83 and FRED 2.2.84
RESULTS

CXCR4 and CCR5 Inhibitor Consensus Shapes. Figure
3a shows the consensus shape calculated from the three most
active compounds of different scaffold families in the
CXCR4 inhibitor database (an AMD derivative, a macrocycle
derivative, and a KRH derivative). Figure 3b shows the
consensus shape computed from all the CXCR4 inhibitors
in our database. Visual inspection of these figures shows that
the first consensus shape captures rather well the overall
shape of the three selected inhibitors, whereas the all-
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Figure 4. ROC plot validation of various shape-matching and docking VS methods compared to the consensus shape approach applied to
CXCR4 antagonists. The dotted black line represents the expected enrichment if actives were selected at random. The lower bar chart and
table report the AUC values obtained from the corresponding ROC curves. The scoring functions which give the best VS performance are
shown in bold.

molecule consensus has much less local surface detail, yet
still broadly retains the gross features of the member shapes.
Figure 3c shows the consensus shape calculated for the three
most active compounds of different scaffolds families in the
CCR5 inhibitor database (a piperidine derivative, a SCH
derivative, and a 1,3,4-trisubstituted pyrrolidinepiperidine
derivative). Figure 3d shows the consensus shape of all the

CCR5 active inhibitors. In this case, it can be seen that using
all database compounds to construct the consensus query
causes a more spherical average shape than the CXCR4
inhibitors, because of the greater number and diversity of
compounds in the CCR5 database.
CXCR4 Virtual Screening. Figure 4 shows the performance of the CXCR4 consensus shaped-based VS queries
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Table 2. CCR5 Antagonist Clustering Results Using Ward’s Clustering of Chemical Fingerprint Descriptorsa

a

Kelley’s method predicts 16 clusters as the optimal number. The number of compounds found for each family in each cluster is specified in
parenthesis. The families marked in bold italics comprise the entire family in a unique cluster. The families marked in italics comprise the
entire family between two clusters. The ten initial consensus shapes obtained after the grouping of clusters are also shown.

compared to docking-based and shape-based screening using
a single high affinity ligand (AMD3100). This figure shows
that the consensus shape queries give higher AUCs than the
other approaches, although the single-ligand ParaFit query
also performs well. As might be expected from consideration
of Figure 1, the three-ligand consensus performs considerably
better than the all-ligand consensus, due to the high degree
of smoothing and loss of surface detail in the all-ligand shape.
On the other hand, considering the very good performance
of the single high affinity ligand and the marginally superior
performance of the three-ligand query suggests that all three
ligands share highly similar shapes (as confirmed by Figure
3a), which probably all bind in similar way within the
CXCR4 pocket.

Regarding the shape matching approaches, ParaFit Shape
Tanimoto, ROCS Combo Score, and Hex Shape Tanimoto
all give comparable AUCs to the Parafit consensus shape
query. Of the docking tools, FRED Consensus gives the best
AUC, followed by FRED Chemgauss3, Hex Docked Energy,
and rank-by-rank docking Consensus Scoring, which gives
a better enrichment than the individual Autodock Docked
Energy, Gold GoldScore, and Gold ChemScore scoring
functions. The ROCS Combo Score and FRED Chemgauss3
scoring functions both include descriptions of shape and
molecular chemical properties. If the protein structures
contain errors, as is likely with model-built structures, those
docking functions that include terms that favor chemical
complementarity might be expected to be more resilient to
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Table 3. CCR5 Antagonist Clustering Results Using Ward’s
Clustering of 2D Pharmacophore Fingerprint Descriptorsa
cluster

compounds found

1

(3) 1,3,4-trisubstituted pyrrolidinepiperidines
(7) 1,3,5-trisubstituted pentacyclics
(38) 1-phenyl-1,3- propanodiamines
(6) 1,3,4-trisubstituted pyrrolidinepiperidines
(2) 1,3,5-trisubstituted pentacyclics
(14) 1-phenyl-1,3- propanodiamines
(1) 4-aminopiperidine or tropanes
(1) others (1-benzazepine)
(4) 1-phenyl-1,3-propanodiamines
(8) 4-piperidines
(5) 5-oxopyrrolidine-3-carboxamides
(3) Diketopiperazines
(5) anilide piperidine N-oxides
(3) phenylcyclohexilamines
(2) N,N′-diphenylureas
(2) SCH derivatives
(3) others (MRK-1 CMPD 167, Merck1,
Merck2)
(17) 4-aminopiperidine or tropanes
(1) phenylcyclohexilamines
(11) SCH derivatives
(1) others (Merck3)
(8) 4-aminopiperidine or tropanes
(6) Diketopiperazines
(2) anilide piperidine N-oxides
(15) anilide piperidine N-oxides
(5) phenylcyclohexilamines
(18) SCH derivatives
(2) N,N′-diphenylureas
(1) 4-piperidines
(1) others (GSK 108)
(59) SCH derivatives
(2) TAK derivatives
(28) SCH derivatives
(2) SCH derivatives
(22) TAK derivatives
(42) TAK derivatives
(1) AMD deriVatiVes
(1) 1-phenyl-1,3- propanodiamines
(1) 4-piperidines
(4) guanylhydrazone deriVatiVes
(36) 4-hydroxypiperidine derivatives
(2) AMD deriVatiVes
(29) guanylhydrazone deriVatiVes

2

3

4

5
6
7

8
9
10
11
12

13

number of
compounds
48
24

35

30

16
20
22

61
28
24
42
43

31

a
Kelley’s method predicts 13 clusters as the optimal number. The
number of compounds found for each family in each cluster is
specified in parenthesis. The families marked in bold italics
comprise the entire family in a unique cluster. The families marked
in italics comprise the entire family between two clusters.

Figure 5. Dendrogram of the ten initial CCR5 antagonist groups
clustered using Ward’s clustering of spherical harmonic distances
between the consensus surface shapes of each group. Four main
SC groups, labeled A, B, C, and D, are recognized.

structural errors in the receptor. Therefore, it is perhaps not
surprising that the FRED Chemgauss3 gives an AUC which
is closer to that of the ligand-based scoring functions and
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much better than the other docking scoring functions such
as FRED Shapegauss, Chemscore, Oechemscore, Shapegauss, Chemgauss3, Screenscore, and Plp.
Overall, the enrichment results for CXCR4 show that
ligand-based shape-matching approaches provide better VS
performance than structure-based docking tools, except for
FRED Consensus Scoring, which gives considerably better
enrichments than the other FRED scoring functions. This
indicates that inaccuracies probably exist in the homologybuilt structure of the receptor and that, consequently, the use
of ligand-based techniques should provide a more reliable
way to identify new inhibitors for this target. It is also worth
mentioning that in all docking studies the protein structure
was assumed to be rigid, which in reality is not true. The
quality of any docking calculation will intrinsically depend
on the conformation of the receptor and especially the
conformations of the side chains lining the binding region.
Hence keeping the protein rigid is potentially a large source
of uncertainty that can further influence the performance of
docking-based VS calculations.
Clustering Known CCR5 Inhibitor Families. Table 2
shows the result of clustering the CCR5 inhibitors using
Ward’s clustering of chemical (topological) fingerprints. In
this case, Kelley’s method gives the optimal number of
clusters as 16. Table 3 gives the corresponding results for
clustering using 2D pharmacophoric fingerprints, which gives
just 13 more tightly grouped clusters according to Kelley’s
method. Inspection of these clusters shows that the pharmacophoric fingerprint clustering tends to distribute compounds
from different chemical families into more different clusters,
whereas clustering on chemical fingerprints tends to group
the compounds more closely according to the known inhibitor
families. For example, all members of two entire families
are assigned to a single cluster in two cases (i.e., the
5-oxopyrrolidine-3-carboxamides and N,N′-diphenylureas are
entirely assigned to cluster 1, and the AMD derivatives and
diketopiperazines are entirely assigned to cluster 2), and the
members of several other families are entirely assigned to
separate clusters (i.e., the members of the anilide piperidine
N-oxides, 4-aminopiperidine or tropanes, guanylhydrazone
derivatives and 4-hydroxypiperidine derivatives are all assigned to separate clusters). Furthermore, chemical fingerprint
clustering nicely separates the 1-phenyl-1,3-propanodiamines
and the SCH and TAK families into different clusters
depending on their different R-groups. Hence chemical
fingerprint-based clustering was selected as the most appropriate point from which to proceed. Further inspection
of these clusters shows that by grouping clusters 5 and 6
and similarly grouping clusters 8, 9, 10, 11, and 12, and also
clusters 13 and 14, a total of just ten clusters are obtained
which correctly groups together all the compounds belonging
to a given scaffold family. Hence a total of ten CCR5
inhibitor clusters were selected for further analysis using the
consensus shape-based approach.
Calculating Consensus and Super-Consensus CCR5
Inhibitor Clusters. SH consensus surface shapes were
calculated for each of the ten selected clusters, as described
in Methods (eq 6). An all-against-all SH comparison of each
consensus surface was calculated using ParaFit, and the
resulting pairwise Tanimoto similarity coefficients were used
to calculate consensus superclusters using a further round
of Ward’s hierarchical clustering. Figure 5 shows a dendro-
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Figure 6. Molecular superpositions and consensus shapes of the ten Ward’s clusters used to calculate the final SH SC shapes.

gram of the resulting SCs in which the initial ten consensus
shape surfaces are clustered to give four main representative
SC groups, A, B, C, and D. Figure 6 shows the 3D molecular
overlays, the SH shapes of the 10 fingerprint clusters, and
the SC shapes calculated from the clustered consensus
surfaces. All molecular orientations shown in this figure were

derived directly from the SH consensus surface shape
superposition calculations. If it is supposed that the calculated
superclusters correspond to four fundamental families of
inhibitors, it might further be hypothesized that these
fundamental families bind within different regions of the
CCR5 pocket. Figure 7 shows a schematic illustration of this
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Figure 7. Schematic illustration of the hypothesized binding regions
suggested by SC clustering. For each SC, the number of compounds
used to construct the consensus and the family to which they belong
are given.

hypothesis, along with the calculated scaffold family membership of each fundamental supercluster.
CCR5 Scaffold Family Virtual Screening. SH consensus
surface shapes were also calculated for each of the 15 CCR5
scaffold families in the database. Results for the comparison
of the VS performance of the SC scaffold queries are shown
in Figure 8. It can be seen that the consensus query for each
family performs quite well individually, except those for
4-hydroxypiperidine and guanylhydrazone derivatives. These
two SC B family queries give poor AUCs because they have
somewhat different molecular and consensus shapes than
those of the other inhibitor families (see Figure 6).
As can be seen from the lower table in Figure 8, the
scaffold family consensus AUCs correspond very well to
the proposed SC clusters. More specifically, it can be seen
that ordering the individual family consensus groups by AUC
is almost sufficient to map each family member directly to
its proposed SC. For example, the large group of high AUC
scaffolds maps to SC C (namely, the SCH derivatives,
5-oxopyrrolidine-3-carboxamides, diketopiperazines, 1,3,4trisubstituted pyrrolidinepiperidines, N,N′-diphenylureas, 1,3,5
trisubstituted pentacyclics, 4-piperidines, and AMD derivatives). The next group of good AUC scaffolds maps to SC
A (i.e., the anilide piperidine N-oxides and the TAK
derivatives). Similarly, the final low AUC scaffold families
map to SC groups D (the 4-aminopiperidine and 1-phenyl1,3-propanodiamines derivatives) and B (the 4-hydroxypiperidine and guanylhydrazone derivatives). The only exception to this AUC-based mapping is the phenylcyclohexilamine
family which has a very high AUC, but the clustering of
which places it in SC group D.
CCR5 Inhibitor Consensus Shape Virtual Screening.
Figure 9 shows the VS results obtained using the four SC
shapes as queries. It can be seen that SC C gives the best
overall VS performance with an AUC of 0.91. It is perhaps
not surprising that this SC query performs very well because
it includes the three most active compounds in the database
and also a large number of other actives (i.e., 184/424) with
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similar shapes to the 4-piperidine derivatives, SCH derivatives, and 1,3,4-trisubstituted pyrrolidinepiperidine derivatives. The SC A query (87/424 actives) also performs rather
well with an AUC of 0.79, and the SC D query (84/424
actives) performs reasonably well (AUC ) 0.63). However,
the ROC plot for SC B shows that this query exhibits good
sensitivity and selectivity in the first percentages of the
database screened, but the overall AUC is low (0.41) because
the database contains relatively few members of the two SC
B families (i.e., a total of only 69/424). However, if the
members of clusters B and D are grouped together to form
a single SC, as might be suggested by the dendrogram in
Figure 5, the screening performance becomes essentially
random (AUC ) 0.51). Thus, despite the small populations
of these two groups, their members have significantly
different overall shapes, and they should be classified as two
distinct structural groups for VS purposes. Performing a
similar exercise with other combinations of SC clusters
shows similar but less dramatic reductions in AUCs compared to the AUCs of the unmerged clusters. For example,
merging A and B gives AUC ) 0.65, merging A and D gives
AUC ) 0.65, and merging A and C gives AUC ) 0.87
(compared to the original AUCs of A ) 0.79, B ) 0.41, C
) 0.91, and D ) 0.63). This behavior supports the chemical
fingerprint clustering results which suggest that the CCR5
inhibitor families may be clustered into no fewer than four
main groups. A similar SC cluster analysis was performed
for the pharmacophore fingerprint clusters (details not
shown), and this also indicated no less than four main SC
families with AUCs of 0.79, 0.43, 0.94, and 0.74 for SC
clusters A, B, C, and D (the cluster members of B, C, and
D differed slightly from the chemical fingerprint analysis).
Hence both clustering approaches ultimately indicate that the
CCR5 antagonists may be grouped into four main SC
families.
Although it is impractical to generate and test large
numbers of different potential SC clusters, we wished to
ensure that the VS performance of the selected four clusters
was not being dominated by a small number of high affinity
actives. Hence the AUCs for SC clusters A, B, C, and D
were recalculated with the three most active CCR5 inhibitors
removed from each cluster. For SC A, the recalculated AUC
was unchanged (0.79). For SC C, the AUC was reduced only
marginally from 0.91 to 0.90. For SCs B and D, the AUC
was reduced from 0.41 to 0.38 and from 0.63 to 0.61,
respectively. The different behavior of the A and C clusters
compared to the B and D clusters seems to be because the
remaining compounds in the B and D clusters have lower
activities than those that were removed, whereas the reduced
A and C clusters still contain several other molecules with
high activities. Nonetheless, because the observed reduction
in AUC is either small or modest in all cases, it may be
concluded that the original four SC clusters seem to capture
very well the general features of many high affinity binders.
Figure 10 shows the ROC plot analysis of the consensus
shape-matching VS approach applied to the CCR5 inhibitor
database. The consensus shape constructed from the three
most active compounds gives the best VS performance (AUC
) 0.99), followed by SC C, which comprises the families
containing the greatest number of active compounds. As with
the CXCR4 inhibitors, the consensus query constructed with
the three most active compounds achieves higher perfor-
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Figure 8. ROC plot evaluation of CCR5 scaffold family consensus shape-matching VS. The dotted black line represents the expected
enrichment if actives were selected at random. The lower table reports the AUC values obtained for the consensus ROC curves for the
different scaffold families, grouped according to their assigned SC clusters. This shows that the consensus families that give the highest
AUC values belong to SC C, followed by those belonging to SC A, D, and B.

mance than the query constructed using all CCR5 inhibitors
(AUC)0.87). This supports the notion that using too many
molecules to make a consensus shape causes an undesirable
degree of surface shape smoothing and the loss of important
surface details. Figure 11 shows the ROC plots for all shapematching VS approaches for the CCR5 inhibitor database.
It can be seen that the consensus shape queries generally
give larger AUCs than ROCS, Hex, and the single-query
ParaFit queries.
Comparing Shape Based and Docking Based CCR5
Virtual Screening. Figure 12 shows the VS performance
of selected CCR5 consensus shape queries and several
conventional ligand based shape matching and receptor based
docking approaches. It can be seen that the three-ligand
consensus and SC C queries give the best overall screening
performance, along with the FRED consensus scoring and
Autodock docking methods, both of which also perform very
well even though they do not take into account protein
flexibility. As observed previously, the SC A query also
performs well, but the SC B and D queries and combinations
thereof give rather poor VS results. However, it is interesting
to note that the Gaussian-based docking scoring functions
in FRED generally give better VS performance than the
Gaussian-based superposition scoring functions of ROCS.
Comparing Figures 12 and 4 shows that the docking and
single-query shape-matching results are generally better for
CXCR4 than for CCR5. However, the AUCs for the CCR5

consensus-based query results are almost at the same high
level as for CXCR4. Hence, despite CCR5 having a larger
binding pocket and a much more diverse set of inhibitors
than CXCR4, the use of consensus-based queries can be seen
to find many CCR5 inhibitors remarkably well.
Blind Docking Super-Consensus Pseudomolecules. Figure 13 shows the results obtained for blind docking the SC
pseudomolecules into the CCR5 extracellular pocket. It can
be seen that the SC A pseudomolecule is docked onto one
side of the CCR5 binding pocket (Site 1) near residues Ala29,
Arg31, Leu33, Tyr37, Thr82, Trp86, Tyr108, and Glu283,
delimited by transmembrane (TM) loops 1, 2, 3, and 7,
whereas the SC C pseudomolecule is docked onto the
opposite side of the pocket (Site 2) near residues Tyr108,
Phe113, Ile198, Ile200, Asn252, Glu283, and Glu286,
delimited by TM loops 3, 5, and 6. The SC B and SC D
pseudomolecules are docked onto the central region of the
binding pocket (Site 3) near residues Tyr108, and Glu283,
delimited by TMs 3, 6, and 7, thus overlapping the predicted
SC A and C binding sites. Figure 14 shows more detailed
views of the calculated docking modes. Docking the four
SCs derived from pharmacophore fingerprint clustering also
gives similar binding modes (details not shown). Thus our
docking calculations consistently suggest the existence of
two or three main binding sites within the CCR5 pocket.
These consensus-based docking predictions are consistent
with experimental data.11,13,14,16
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Figure 9. ROC plot validation of the CCR5 inhibitor SC pseudomolecules. The AUC is given for each SC, A, B, C, and D. The diagonal
pink line represents the expected enrichment if actives were selected at random.

To confirm that the SC queries are properly matched with
their predicted target sites, the three proposed binding sites were
each treated as if they were separate targets for docking-based
VS using rigid body docking of the corresponding SC pseudomolecules. In other words, when docking to Site 1, compounds
belonging to SC A were treated as actives, and compounds
belonging to SC B, C, and D were treated as inactives. In a
similar manner, when docking to Site 2, compounds belonging
to SC C were treated as actives, and compounds belonging to
SC A, B, and D were treated as inactives. Similarly for Site 3,
compounds belonging to SC B and D were treated as actives,
and compounds belonging to SC A and C were treated as
inactives. Figure 15 shows the docking VS performance for
each of the three proposed CCR5 binding regions. Comparing
Figures 15 and 9, it can be observed that docking VS onto Sites
1, 2, and 3 (AUC ) 0.83, 0.96, and 0.85, respectively) improves
the SC A, C and B/D shape matching AUCs (AUC ) 0.79,
0.91, and 0.41/0.63, respectively). Given that SCs A and C
already give good shape matching enrichments, reassigning the
B and D members as inactives only marginally improves the
corresponding AUCs. However, treating the large set of C and
A members as inactives for Site 3 gives much higher AUCs
for the SC B and D queries, which clearly supports the notion
that the CCR5 antagonists bind to at least three main sites within
the extracellular pocket.
DISCUSSION

The results of this study show that spherical harmonic
consensus shapes can provide effective 3D query structures

for shape-based VS. For the CXCR4 and CCR5 ligands
studied here, our results show that well-chosen consensus
shape queries can give better (CXCR4) or significantly better
(CCR5) virtual screening enrichments than conventional
single-molecule VS queries. The CXCR4 results show that
consensus shape based queries give higher AUCs (i.e., better
enrichments) than conventional ligand-based and rigid-body
receptor-based screening approaches. However, for CXCR4,
these results are nonetheless broadly similar to the basic
ParaFit one-molecule shape-matching approach because the
inhibitors for this target share rather similar molecular shapes
which individually match quite well the selected query shape.
For CCR5, which has a much larger and more diverse set of
inhibitor families, the SC family C and the SC all-family
queries both give very good overall VS performance.
However, this seems to be at least partly because a high
proportion of all scaffold families cluster into the family C
superconsensus grouping. Hence, by construction, the spherical harmonic consensus shape derived from these family
members provides a single representative pseudomolecular
shape which recognizes well many of the individual member
structures.
Regarding the more challenging problem of understanding
how so many diverse inhibitor families might bind within
the CCR5 pocket, our consensus shape-based approach
provides a straightforward way to identify clusters of
inhibitor families from a large set of known actives which
is broadly consistent with current experimental SDM
data.11,13,14,16 More specifically, our clustering results indi-
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Figure 10. ROC plot evaluation of consensus shape-matching VS for the CCR5 antagonists. The dotted black line represents the expected
enrichment if actives were selected at random. The lower bar chart and table report the AUC values of the corresponding VS ROC curves.

cate that the CCR5 inhibitors are in fact described very well
by four main consensus families, of which SC family C is
the most highly populated. Our docking results suggest that

the families of compounds belonging to SC A bind within
Site 1, and this is consistent with SDM-based experimental
results for TAK derivative binding.11,13,18-21,85 Furthermore,
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Figure 11. ROC plot comparison of various shape-matching VS methods for the CCR5 antagonists. The dotted black line represents the
expected enrichment if actives were selected at random. The lower bar chart and table report the AUC values of the corresponding VS ROC
curves.

our docking results suggest that SC C ligands bind within
Site 2, and this is consistent with published experimental

results for CCR5 binding of certain SCH derivatives, 1,3,4trisubstituted pyrrolidinepiperidine derivatives, and diketopi-
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Figure 12. ROC plot validation of various shape-matching and docking VS methods compared to the consensus shape approaches for the
CCR5 antagonists. The dotted black line represents the expected enrichment if actives were selected at random. The lower bar chart and
table report the AUC values of the corresponding VS ROC curves. The scoring functions which give the best VS performance are shown
in bold.

perazines.11,13,15-17,85 To our knowledge, there is not yet
any experimental SDM evidence to relate compounds
belonging to SC B and D to any specific binding site.
However, previous docking predictions by Kellenberger et
al. suggest a binding mode which includes both Site 1 and

Site 2,14 and this would be consistent with our prediction of
Site 3, which is spatially located between Sites 1 and 2.
Overall, the clusters and SC clusters found using our SHbased approach, and the direct correspondence of these with
the spatial locations of the three binding sites predicted by
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Figure 13. Hex blind docking results for the SC pseudomolecules. The images on the left show the final docked position of the SC
pseudomolecules. The images on the right show close-up views of the docked conformations, annotated with the locations of known SDM
binding site residues. In each case, the pseudomolecule was initially placed outside the CCR5 receptor pocket, as shown. (a) SC A blind
docked onto one side of the CCR5 pocket. (b) SC B blind docked in the middle region of the pocket. (c) SC C blind docked onto the
opposite side of the binding pocket. (d) SC D blind docked in the middle region of the pocket.

rigid-body pseudomolecule docking, are clearly consistent
with and add weight to the previous computational predictions of Kellenberger et al. and also recently by Kondru et
al.85 In these earlier studies, different clinical drug candidates

were used to establish the nature of the binding pocket in
CCR5. Although all CCR5 antagonists were predicted to bind
to the same main hydrophobic pocket, in agreement with
our results, both previous studies indicate that ligands may
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Figure 14. CCR5 binding pocket subsites proposed by the consensus VS and docking results. Here, the SC A pseudomolecule is docked
onto the first subsite (Site 1), delimited by TMs 1, 2, 3, and 7. The SC C pseudomolecule is docked onto a second subsite (Site 2), delimited
by TMs 3, 5, and 6. The SC B and SC D pseudomolecules are docked onto a third subsite (Site 3), delimited by TMs 3, 6, and 7, and which
overlaps the SC A and SC C binding subsites. The top right image shows the CCR5 model with the proposed binding regions specified.
On the top left, the van der Waals interaction surface of the CCR5 receptor cavity colored by H-Bonding (purple), hydrophobicity (green),
and mild polar (blue) regions. TMs and important binding residues delimiting the three binding regions are shown in red and yellow,
respectively. The bottom row of images show close-up views of the SC pseudomolecules in the three proposed subsites.

occupy different subcavities. This is clearly demonstrated
by the different CCR5 mutant binding profiles obtained by
Kondru et al., which is consistent with the significantly
different electrostatic shapes and polarities of the CCR5
antagonists analyzed. Their docking predictions, which are
based on SDM and CCR5 homology modeling data, suggest
that the CCR5 receptor can accommodate structurally and
electrostatically diverse antagonists by utilizing a unique set
of interactions for every ligand, which is also consistent with
our clustering results.
Nonetheless, the only completely reliable way to verify
the validity of docking-based predictions is through comparison with a known crystallographic structure. Clearly, such

a gold standard reference is not available for CCR5. Hence
any comparison with previous docking studies can, at best,
serve only to add further support to the original prediction.
On the other hand, for practical purposes, an unbiased and
objective way to validate a structural prediction even when
no crystal structure is available is to test its utility in the
context of VS. The fact that the VS results obtained here
using consensus and four SC shape-based similarity and
docking queries give significantly enhanced screening enrichments compared to single-molecule based queries lends
very strong support both to the initial validity of the notion
of SC structures, and to the hypothesis that the members of
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Figure 15. ROC plot validation of docking VS onto the three identified CCR5 subsites for the CCR5 antagonists. The AUC is given for
each docking VS (onto Site 1, 2, and 3). The diagonal pink line represents the expected enrichment if actives were selected at random. For
docking VS onto Site 1, compounds belonging to SC A are treated as actives, and compounds belonging to SC B, C, and D are treated as
inactives. For docking VS onto Site 2, compounds belonging to SC C are treated as actives, and compounds belonging to SC A, B, and D
are treated as inactives. For docking VS onto Site 3, compounds belonging to SC B and D are treated as actives, and compounds belonging
to SC A and C are treated as inactives.

these SC clusters bind within at least three main sites in the
CCR5 extracellular pocket.
CONCLUSION

This study has shown that using spherical harmonic
consensus shapes as queries can be a useful strategy to
improve hit enrichments in shape-based VS. We have
developed a straightforward and fast method to construct
consensus molecular shapes from SH surface envelopes. This
consensus shape approach has been applied and validated
by VS using a database of CXCR4 and CCR5 antagonists.
For both receptor targets, ROC plot analyses show an
improvement of VS results using the new approach. Moreover, the CCR5 multiple-binding-region hypothesis has been
quantitatively explored by constructing different trial SH
consensus query structures and by measuring their VS utility
against our CCR5 inhibitor database. This study found four
main SC clusters whose members are predicted to bind to
three different but somewhat overlapping sites within the
CCR5 pocket. The good VS results obtained with these
virtual structures suggest they may profitably be used to
search for novel inhibitors in prospective VS campaigns
against other databases. Pseudomolecules corresponding to
these SC clusters were docked into the CCR5 pocket, and

the locations of these positions were related to the locations
predicted by previous docking studies. Several compounds
within each consensus group have experimentally supported
or computationally predicted binding modes which are
consistent with the locations of the SC clusters docked here.
Therefore, the SC structures calculated here provide strong
supporting evidence for the CCR5 multiple-ligand-bindingsite hypothesis, and help to give a better picture of how the
CCR5 antagonists are probably distributed in the CCR5
receptor pocket.
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This paper presents a novel sequence-independent method of aligning protein structures using three-dimensional spherical polar
Fourier (SPF) representations of protein shape. The approach is demonstrated by clustering subsets of the CATH database for each of
the four main CATH fold types, and by searching the entire CATH database of some 12,000 structures using several protein structures
as queries. Overall, the automatic SPF clustering approach agrees very well with the expert-curated CATH classification, and ROCplot analyses of the database searches show that the approach has very high precision and recall. Database query times can be reduced
considerably by using a simple rotationally-invariant pre-filter in tandem with a more sensitive rotational search with little or no
reduction in accuracy. Hence it should soon be possible to perform on-line 3D structural searches in interactive time-scales.

1.

Introduction

The BLAST and FASTA sequence alignment programs are probably considered by most biologists as the standard
tools for searching genomic nucleotide or amino acid sequence databases. However, it is known that in nature
protein structure is more conserved than protein sequence. Hence, structural alignments can provide significant
insights about protein function and can help classify protein families into functional super-families [1]. Considering
the large and rapidly growing number of three-dimensional (3D) protein structures available in the Protein Databank
(PDB [2]), it is important to develop new methods to align and compare protein structures [3]. Current protein
structure alignment methods such as SSM [4], CE [5], VAST [6], SSAP [10], and DALI [1] typically use graphmatching and dynamic programming techniques to identify and align cliques of backbone C atoms or secondary
structural features. However, these approaches are slow compared to conventional sequence alignment methods.
Furthermore, finding the best way to perform 3D structural alignments remains an open question [7]. The most
widely used protein structure classifications are the CATH [8] and SCOP [9] databases, both of which are curated by
human experts. In CATH, the classification is initially performed using SSAP, whereas SCOP relies more on visual
inspection by the curators. In both cases, it would be desirable to be able to assemble and update structural
classifications in a more automated way.
In a significant step towards performing protein structure comparisons more efficiently, Mak et al. [11] and Sael
et al. [12] showed that the 3D shapes of large protein molecules could be compared and classified very rapidly using
special 3D pose-invariant descriptors derived from spherical harmonic (SH) and Zernike polynomials [13]. Hence
this kind of approach offers the possibility of being able to search a 3D database of protein structures very rapidly.
Similarly, it has been shown previously that the related spherical polar Fourier (SPF) representation provides a fast
way to perform protein-protein docking correlations [14,15]. However, until now, the SPF approach has not been
used to superpose and compare protein shapes. Conceptually, the use of Zernike descriptors has close parallels with
the SPF representation, although Mak et al. and Sael et al. did not exploit the special rotational properties of the SH
basis functions. Hence their approaches can detect similar protein shapes, but cannot superpose them. There is
growing interest in the use of SH-based shape representation techniques [16-25]. The novelty of our SPF
representation compared to other SH-based approaches is its use of orthonormal Laguerre-Gaussian (GL) radial
functions to give a 3D density-based representation of molecular shape. This removes the requirement that
molecular surfaces should be star-like with respect to the chosen coordinate origin [26], and it allows both rotational
an translational correlation expressions to be calculated analytically [27]. In this paper, we demonstrate that SPF
correlations may be used to superpose and compare protein structures in an efficient and completely sequenceindependent manner. We present results obtained by clustering multiple protein structures selected from the CATH

database, and we demonstrate the utility of our approach by performing queries of single protein structures against
the entire CATH database of some 12,000 protein structures.
2.

Methods

2.1. Spherical Polar Fourier Shape Density Functions
In the SPF approach, protein shapes are represented as 3D density functions expressed as expansions of orthonormal
basis functions:




      
 



  

 

where N is the order of the expansion,    are Laguerre-Gaussian radial functions,   are real spherical
harmonics, and 
are the expansion coefficients which are calculated numerically as described previously [14].
Figure 1 shows the SPF representations of a pair of similar nitrogenase domains at several expansion orders.

Figure 1. Two similar nitrogenase proteins, represented as SPF expansions at expansion orders N=5, 10, 15, and 20. The protein in the top row is
from azotobacter vinlandii (PDB code 2MIN). The protein in the bottom row is from clostridium pasteurianum (PDB code 1MIO).

In order to superpose a pair of protein structures we calculate a rotation-dependent Carbo-like similarity score
SROT using:
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Conceptually, one protein is held fixed and a six-dimensional (6D) rotational/translational search over positions of
the second protein is performed. However, in practice it is more efficient to implement the search using one
translational and five Euler angle rotational coordinates [14].

2.2. Rotationally Invariant Fingerprints
Protein superpositions can be calculated relatively quickly by using FFT techniques to accelerate the 6D search [14].
However, it is necessary to develop even faster comparison techniques in order to search very large 3D structural
databases. Noting that expansion coefficients with the same values of m transform amongst themselves under
rotation, it is natural to use the vector interpretation of SH coefficients to construct rotationally invariant (RI)
fingerprints (RIFs) as:



   




If the coefficients anlm define the shape density of a protein, then the rotation-invariant descriptors An together
encode the protein’s radial mass distribution. By analogy to Eq 2, the RIF similarity score is written as:
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2.3. Implementation
Our approach has been implemented in a C program called 3D-Blast. We have used 3D-Blast to calculate and store
SPF coefficients for all the proteins of the CATH database. However, the approach could equally be used to store
SPF descriptions of other protein structure databases such as SCOP, for example. Given a protein query structure in
PDB format, 3D-Blast will calculate its SPF representation and then use only the resulting SPF expansion
coefficients to search its database.
2.4. Data Preparation
In order to evaluate the SPF approach, clustering experiments were performed on selected proteins from the CATH
database [8,10], and the entire CATH database was searched using SPF density functions as queries. In CATH,
proteins are assigned to a super-family according to their fold class, architecture, topology, and homology. This
classification scheme is essentially hierarchical, with the top-level class consisting of four possible fold types: All-,
All-, +, and irregular. Each of the four levels in the CATH hierarchy is identified by a numeric code.
Additionally, CATH names each protein according to its four-letter PDB code, its chain letter, and the number of
domains (e.g. 1IOMA02). These naming conventions are followed here. For each clustering experiment, five or six
super-families with the same architecture were selected in such a way as to give around 30 protein structures for
each CATH fold class. Hence the aim of these experiments is to assess how well our approach can identity proteins
with the same topology and homology within a given fold architecture. The details of the super-families used here
are shown in Table 1.
For the initial database search experiment, asparagine synthetase (PDB code 12AS, CATH super-family
3.30.930.10) was selected as the query structure. The 3.30.930.10 super-family has 27 members, and these were
treated as “positives” while the remaining proteins in the database were treated as “negatives” with respect to the
query. If a scoring function were to reproduce exactly the CATH classification, the 27 positives would appear at the
top of the ranked list. However, such an ideal outcome is seldom observed in practice. Hence Receiver-OperatorCharacteristic (ROC) curves [28] are used to analyse objectively the precision/recall characteristics of the scoring
functions. In a ROC analysis, each element of the ranked list is considered in turn, and the number of positives and
negatives in the sublists to each side of the current element are counted. Here, we call the high similarity sublist the
“hit list”. A true positive (TP) is assigned when an element in the hit list contains an original positive, and a false
positive (FP) is assigned if that element contains a negative. Conversely, a true negative (TN) is assigned when an
original negative falls outside the hit list, and a false negative (FN) is assigned if that position is occupied by a
positive member. ROC plots are produced by plotting the true positive rate (TPR) on the y-axis against the false
positive rate (FPR) on the x-axis, where TPR and FPR are given by:
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The quality of a scoring function can quickly be assessed from the shape of a ROC plot. For example, a random
scoring function would give a diagonal line (TPR=FPR), whereas a perfect scoring function would give a horizontal
line (TPR=1) with a maximum value for the area under the curve (AUC=1).
Table 1. The 23 CATH super-families used in the four clustering experiments, grouped according to class and architecture. For each super-family
the name of each representative protein is provided according to the CATH naming convention.

Class +
Architecture
All-
Orthogonal Bundle
(1.10)

All-
Ribbon
(2.10)

+
Roll
(3.10)

Irregular
(4.10)

3.

Topology +
Homology
230.10
120.10
225.10
167.10
30.10
109.10
150.10
110.10
77.10
160.10
10.10
130.10
170.10
150.10
110.10
120.10
280.10
290.10
410.10
490.10
400.10
320.10

Protein Name
and Function
Cytochrome p450-Terp; Domain 2
Bifunctional Trypsin/Alpha-Amylase Inhibitor
NK - Lysin
Regulator of G-Protein Signalling 4; Domain 2
DNA Binding (I) , subunit A
Umud Fragment, subunit A
Urease, subunit B
Cysteine Knot Cytokines, subunit B
Hemagglutinin; Chain A, domain 2
Vascular Endothelial Growth Factor - 165, Heparin binding Domain
Seminal Fluid Protein PDC - 109 (Domain B)
P-30 Protein
Elastate; Domain 1
DNA Polymerase III; Chain A, Domain 2
Ubiquitin Conjugating Enzyme
Flavocytochrome B2; Chain A; Domain 1
MYOD Basic-Helix-Loop-Helix Domain, subunit B
Bacteriorhodopsin Fragment
Factor Xa Inhibitor
High-Potential Iron-Sulfur Protein; Chain A
Low-density Lipoprotein Receptor
Dihydrolipoamide Transferase

Representative
member
1iomA02
1beaA00
1l9lA00
1dk8A02
1qrvA00
1jhfB00
1ejxB00
1g47A00
1jsdA02
1kmxA00
1h8pA02
1dy5A00
1u4gA01
1ok7A01
2grrA00
1cyoA00
1nlwE00
1bctA00
1g6xA00
1iuaA00
2fcwB02
1w85I00

Results

3.1. Expansion Resolution and Protein Superposition
It was shown previously that SPF expansions of order N  25 are required for protein-protein docking correlations
[14]. However, from our previous results on small-molecule virtual screening [29], we expected that considerably
lower order expansions would be sufficient to calculate satisfactory protein shape-density superpositions. In order to
test this hypothesis, we selected four example protein pairs with sequence identities ranging from 28% to 43%
previously identified by Levitt and Gerstein [30], and we superposed them using different expansion orders. The
root mean square deviation (RMSD) for each superposed pair was calculated between corresponding C atoms
identified by ProFit [31]. Figure 2 shows the RMSD as a function of the expansion order N.















 

















      



 



          

      

   

 

 



 

          

   

Figure 2. On the left, the RMSD values of four protein pairs are plotted against the expansion order N. On the right, the time per pair-wise search
is plotted against the expansion order N.

Figure 2 shows that using an expansion order of N 3 is generally sufficient to obtain good superpositions (with
RMSDs ranging from 2Å to 5Å), requiring about 0.25 seconds per superposition. However, we choose to use
expansions to order N=6 in order to disambiguate cases where flipping about an axis might give similar scores [29].
Figure 2 shows that calculating N=6 correlations is only marginally more expensive than using N=3. Figure 3 shows
the N=6 superposition of the nitrogenase proteins shown in Figure 1.

Figure 3. The superposition of a pair of nitrogenase proteins calculated using N=6 SPF correlations, shown as ribbon cartoons (left), backbone
traces (middle), and as 3D SPF density expansions to order N=25 (right). The protein in the top row is from azotobacter vinlandii (PDB code
2MIN). Top row: PDB code 2MIN; middle row PDB code 1MIO; bottom row their superposed orientation. The two proteins have a sequence
identity of 43%.

3.2. Clustering Protein Structures
For the All- clustering experiment, five super-families were selected, as listed in Table 1. For each pair of proteins
in this set, a correlation search was performed to find the orientation that gives the maximum Carbo similarity score
(Eq 2). Ward’s agglomerative clustering [32] was then applied to the resulting table of pair-wise similarity scores.
The clustering results in Figure 4 show that the 1.10.230.10 and 1.10.167.10 super-families are correctly assigned to
two separate groups. Although there exist some differences in the clusters produced for the remaining superfamilies, there is still a very good agreement between the calculated SPF clusters and the CATH hierarchy. The most
notable exception is that suposin (PDB code 1N69) is grouped with the 1.10.30.10 super-family. From visual
inspection of Figure 4 it can be seen that the overall fold of suposin is much closer to that of the 1.10.30.10 super-

family than the CATH assignment of 1.10.225.10. This suggests that the automatic SPF classification could
potentially help the CATH curators resolve unusual or ambiguous cases.
For the All- class, six super-families were selected. As can be seen in Figure 5, SPF clustering correctly
distinguishes all six groups, but two proteins are misplaced according to the CATH classification. These are the
carboxy-terminal LIM domain (PDB code 1CTL) and the influenza virus hemagglutinin (PDB code 2VIR) which
are grouped with the singleton heparin-binding domain (PDB code 1KMX). This seems to occur because 1CTL and
2VIR are calculated to be less similar to the other members of their respective CATH super-families, and they are
grouped with 1KMX largely because all three proteins have similar steric bulk.
For the  +  class, five super-families were selected. From these five super-families the 3.10.130.10 and
3.10.120.10 super-families are correctly assigned into two groups, as shown in Figure 6. The other three superfamilies (3.10.110.10, 3.10.150.10, and 3.10.170.10), present a similar case to the All- results, whereby one superfamily group (3.10.110.10) is split into two sub-groups and two super-family groups (3.10.170.10 and 3.10.150.10)
are merged into one. Nonetheless, despite these differences, the overall consistency of the SPF clustering with the
CATH hierarchy is clearly very good.
For the irregular class, six super-families were selected. As in the All- example, SPF clustering is completely
consistent with the CATH hierarchy. However, two proteins are misplaced with respect to the CATH classification,
namely bikunin from the inter-alpha-inhibitor complex (PDB code 1BIK) and the tick anticoagulant peptide (PDB
code 1D0D), which are both grouped with the 4.10.490.10 super-family. This seems to be due to the difference in
size between those proteins and the rest of their super-family of factor XA inhibitors. For example, Figure 7 shows
that bikunin has a repeat of the same motif as the other factor XA inhibitors. Hence, it is sterically too large to be
clustered with the other XA inhibitors, and is instead placed with the larger proteins of the 4.10.490.10 super-family.

Figure 4. SPF clustering results of the All- class. Left: the dendrogram obtained using N=6 with five clusters; Right: the corresponding groups
and the representative proteins for each group.

3.3. Database Searching
Because it is relatively time-consuming to calculate high order comparisons, different rotational and rotationinvariant parameters were tested to explore the extent to which the speed of queries on a large database can be
improved while still performing accurate searches. In each case, the asparagine synthetase structure (PDB code
12AS, CATH super-family 3.30.930.10) was superposed onto each protein in the database using N=6 SPF
correlation searches, and the database structures were ranked in order to similarity to the query. Figure 8 shows the
resulting ROC curves obtained for a range of expansion orders when querying the CATH database, from which it
can be seen that our approach gives very good precision and recall. Figure 9 shows the 27 members of this superfamily, which were treated as true positives with respect to the query. To analyse the results further, the TPs were
clustered into 5 groups. The query belongs to group 1 and when using an expansion order of N 6, all members of
this group were found in the top 10 hits. groups 2 and 3 have similar -sheet structures to group 1, but different
arrangements of -helices. All proteins in groups 2 and 3 are ranked in the top 20% of the database. All proteins in
group 4 are ranked in the top 30%. The singleton group 5 is an obvious outlier due to its extra -helical domain.
Figure 8 also shows results for the RIF scoring function. Compared to the rotation-dependent scoring function,
the RIF function generally performs remarkably well. However, the two functions behave rather differently on the
first percentages of the database. For example, the rotational searches give a TPR of around 40% on the first 0.1% of
the database, whereas the RIF searches give a TPR of only around 10%. Hence, the RIF function is not sufficiently
sensitive to be used on its own but it could usefully be used as a fast pre-filter on the database so that the more
expensive rotation-dependent function is only applied to the most promising candidates. In order to test the notion,
the CATH database was searched using the RIF and rotational scoring functions in tandem using several protein
structures as queries: asparagine synthetase, ALF4-activated Gi1 protein (PDB code 1AGR), chicken cysteine-rich
protein (PDB code 1B8T), dihydrolipoyllysine-residue acetyl transferase (PDB code 1W4E), and UbcH7 (PDB code
1C4Z). Using a RIF pre-filter similarity threshold of 0.99, which selects from 2% to 15% of the database for
rotational re-scoring, each tandem search takes less than 10 minutes compared to 75 minutes for full rotational
searches on a 2.3GHz Pentium Xeon processor. Figure 10 shows the resulting ROC plots for the rotational, RIF, and
the tandem searches. This figure shows that tandem searches achieve the same high level of performance as the
rotational searches. The very high precision/recall values further support the utility of the SPF scoring functions.

Figure 5. SPF clustering of the All- class. Left: the dendrogram obtained using N=6 with six clusters; Right: the corresponding groups and the
representative proteins for each group.

Figure 6. SPF clustering of  +  class. Left: the dendrogram obtained using N=6 with five clusters; Right: the corresponding groups and the
representative proteins for each group.

Figure 7. SPF clustering of the irregular class. Left: the dendrogram obtained using N=6 with six clusters; Right: the corresponding groups and
the representative proteins of each group.

Figure 8.. ROC plot analyses obtained when querying the enti
entire CATH database with the 12asA00 structure.. A: rotation-dependent
rotation
scoring
function (Eq 2); B: close-up
up view of (A); C: RIF scoring function (Eq 4); D: close up view of (C).

Figure 9. Clustering the CATH super-family
ily 3.30.930.10 into five groups. The representative members of each group are illustrated along with
the query protein 12asA00.

Figure 10. ROC plot analyses obtained when querying the entire CATH database using the 1AGR, 1B8T, 1W4E, 1C4Z and 12AS, structures. A:
rotation-dependent scoring function (Eq 2); B: close-up view of (A); C: RIF scoring function (Eq 4); D: close up view of (C); E: Tandem scoring;
F: close up view of (E).

4.

Discussion and Conclusions

It has been shown that low resolution SPF expansions provide a reliable and fast sequence-independent way to
superpose and compare protein structures. The clustering results of the four CATH super-families show that SPF
clustering generally agree with the CATH classification. The database search results show that a large protein
structure database can be queried accurately using SPF expansions to order N=6. In order to accelerate further the
scoring calculation, the use of a simple rotationally invariant scoring function was investigated. Our RIF scoring
function is significantly faster to calculate, but it is less precise than a rotational search. Nonetheless, the RIF
function may still be used effectively as an initial filter when searching large databases. Using the RIF function in
tandem with the rotational function to re-score only the top matches of the database gives very promising results.

Thus tandem searches are much faster than full rotational searches, yet the recall/precision is almost equivalent.
Currently a limitation of our approach is that proteins larger than a typical domain of around 100-150 residues are
not represented well due to the exponential decay of the GL functions at large radial distances. However, we are
working to extend the resolution range of our approach to be able to describe proteins of any size, and we are
enhancing the approach to be able to detect the presence of symmetrical domains and repeated motifs, for example.
We also aim to develop a web-based interface for general use by the biological community. As well as being able to
calculate rapidly sequence-independent protein structure superpositions, we believe that the SPF approach could
provide an automatic and objective way to enhance the quality of protein structure classifications.
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Abstract
This paper presents the results of the SHREC’10 Protein Models Classification Track. The aim of this track is
to evaluate how well 3D shape recognition algorithms can classify protein structures according to the CATH
[CSL∗ 08] superfamily classification. Five groups participated in this track, using a total of six methods, and for
each method a set of ranked predictions was submitted for each classification task. The evaluation of each method
is based on the nearest neighbour and area under the curve(AUC) metrics.
Categories and Subject Descriptors (according to ACM CCS): I.3.5 [Computer Graphics]: Curve, surface, solid, and
object representations—Geometric algorithms, languages, and systems

1. Introduction

The specific shapes of protein molecules are central to their
biological function. Conventional approaches to compare
and classify proteins usually work with their amino acid
sequences (e.g. BLAST [AGM∗ 90] and FASTA [LP85]).
However, in Nature, the 3D structures of proteins are often more conserved than their sequences. Hence, structural
alignments can provide significant insights about protein
function and can help classify protein families into functional super-families [HS95].

Currently, the most widely used protein structure classification systems are CATH [CSL∗ 08] and SCOP [MBHC95],
both of which are curated by human experts. In CATH, the
classification is initially performed using the SSAP [OT96]
structural alignment tool, whereas SCOP relies more on visual inspection by the curators. However, with the rapid
growth of the three-dimensional (3D) protein structures in
the Protein Data Bank (PDB [BWF∗ 00]), it would be desirable to be able to assemble and update structural classifications in a more automated way.
c The Eurographics Association 2010.

2. Task
The task of this track is to classify protein structures according to their CATH superfamilies. Five groups (listed in the
order in which they registered) participated in this track, and
each group was intially provided with a data set of 1000 proteins, selected by the track organisers, with which they could
train or prepare their algorithms. All information about the
nature of the proteins and their primary amino acid sequence
information was masked to prevent the participants from using such knowledge in conventional protein sequence analysis software. Five days before the deadline for the track,
50 further protein structures (Figure 1) were made available
to be used as queries against the initial set. The participants
were asked to rank the initial dataset in order of similarity
to each of the query proteins. Thus each group was asked to
submit 50 ranked lists for each similarity method used.
3. Data
Using CATH version 3.3, the track organisers assembled a
dataset of 1000 protein structures from 100 CATH superfamilies, where each superfamily consisted of at least 10 structures, and where each structure contained at least 50 amino
acids. From 50 of the superfamilies, one additional member

Mavridis et al., / SHREC’10 Track: Protein Models

1tteA02

2vrnA00

1su1A00

2o04A00

1brtA00

3c2bA02

2a1uA01

1dbhA02

1t9bA03

1w9cA00

2zmfA00

1wwjA00

2gnnB00

1c9bA01

1n27A00

2pw9A02

1cwvA05

1y93A00

2jhfA01

1vk4A00

1jnsA00

1r6jA00

1o6lA01

1jkvA01

3c0wA01

2ffyA00

3bjdA02

1kl9A01

1kvkA01

1iicA02

1jb0C00

1jnmA00

2a8xA03

2v95A02

1r5tB00

1uwwA00

1xtzA02

2jq5A00

2ov0A00

3c4aA01

1or4B00

1peaA02

1nyaA00

1j0pA00

1oheA02

1jftA01

1uarA02

3bioA02

3bfpA02

1xubA01

Figure 1: “Ribbon cartoon” representations of the 50 protein structures used as queries in the evaluation (in numerical query
order from top left to bottom right). Each protein is labelled according to the CATH naming scheme.
c The Eurographics Association 2010.
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was selected at random to serve as a query structure. The
protein file names and protein sequence information were
masked to try to prevent the participants from using conventional protein sequence matching techniques. Hence, the
supplied data files included only the x, y and z coordinates
and radii for the atoms within each protein. A simple table
was also provided which associates each given protein structure file with a synthetic superfamily name (e.g. “F001”), as
shown in Table 1.
Protein File
P0001.pdb
P0002.pdb
...
P0500.pdb
...
P0999.pdb
P1000.pdb

Protein Family
F001
F001
...
F050
...
F100
F100

Method Name
3DBlast
3DZernike
GENOCRIPT
Contact Maps
Group Integration
Spherical
Transform

Trace

Participants
L. Mavridis and D.W. Ritchie
V. Venkatraman
N. Morikawa
R. Andonov, A. Cornu, N.
Malod-Dognin, and J. Nicolas
M. Temerinac-Ott, M. Reisert,
and H. Burkhardt
A. Axenopoulos and P. Daras

Table 2: Participating groups and methods.

Table 1: An extract of the classification file, which was provided with the initial data set.

where N is the order of the expansion, Rnl (r) are LaguerreGaussian radial functions, ylm (ϑ, ϕ) are spherical harmonics, and anlm are the expansion coefficients which are calculated numerically as described previously [RK00]. Figure 2
shows the SPF representations of a pair of similar nitrogenase domains at several expansion orders. For this track, we
used expansions to order N = 25 for all calculations.

4. Evaluation
For the evaluation, the participants were asked to provide a
ranked list for each of the query proteins against the 1000
protein dataset. Using these ranked lists, the perfomance of
each method was measured in two different ways.
• Nearest neighbour: If the first protein of each ranked list
was found to be a member of the same CATH superfamily
as the query, this was counted as a correct prediction. The
overall percentage of correct predictions was calculated
over the 50 queries submitted by each group.
• ROC plot (Receiver Operating Characteristic [Ega75]):
By construction, each ranked list contained 10 true positives (TPs) and 990 true negatives (TNs). In order to measure the overall ability of each method to distinguish the
TPs from the TNs, the list was traversed sequentially and
the rate of TPs (TPR) against the rate of FPs (FPR) was
plotted. The area under the curve (AUC) of each ROC plot
was calculated to give a single numerical performance
measure. A perfect prediction would consist of a list of
10 TPs followed by 990 TNs, giving an AUC of 1.0.

Figure 2: The superposition of a pair of nitrogenase proteins, shown as ribbon cartoons (left), backbone traces (middle), and as 3D SPF density expansions to order N=25
(right). The protein in the top row is from azotobacter vinlandii (PDB code 2MIN). Top row: PDB code 2MIN; middle
row PDB code 1MIO; bottom row their superposed orientation. The two proteins have a sequence identity of 43%.

5. Methods
Brief decriptions of the methods are provided in this section.
5.1. Spherical Polar Fourier Shape Density Functions
(SPF) by L. Mavridis and D.W. Ritchie
In the SPF approach, protein shapes are represented as 3D
density functions expressed as expansions of orthonormal
basis functions:
N n−1

ρ(r) =

l

∑∑ ∑

n=1 l=0 m=−l
c The Eurographics Association 2010.

anlm Rnl (r)ylm (ϑ, ϕ)

(1)

In order to superpose a pair of protein structures we calculate a rotation-dependent Carbo-like similarity score SROT
using:

N

∑ anlm bnlm

SROT =

nlm
N

1

N

(2)
1

[ ∑ a2nlm ] 2 [ ∑ b2nlm ] 2
nlm

nlm
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Conceptually, one protein is held fixed and a sixdimensional (6D) rotational/translation search over positions
of the second protein is performed. However, in practice it
is more efficient to implement the search using one translational and five Euler angle rotational coordinates [RK00].

5.3.1. Extraction of the CA trace of a protein

5.2. 3DZernike by V. Venkatraman

5.3.2. D2 encoding of local protein structures
∗

3D Zernike descriptors [NK04, LLL 08], an extension of
spherical harmonics, have been used for molecular shape
retrieval and more recently for protein-protein docking
[VLYK09]. A key point in favour of this representation
is that of rotational invariance while allowing for a compact shape representation to an arbitrary expansion order.
Mathematical and implementation details can be found in
the papers by Novotni and Klein [NK04] and Mak et al.
[MGM08]. For the current protein classification task, the following procedure was used:
Surface Generation Molecular surfaces for the proteins
were generated using the MSMS software [SOS96].
Binary Voxelization The program binvox [Min] was used
to produce a binary voxel grid (voxel dimension set to
128).
Zernike moments Software provided by Novotni and
Klein [Nov] was used to calculate Zernike moments upto
an expansion order N = 20. Each protein is thus represented by a vector of 121 coefficients.
Similarity Measurement Two protein shapes A and B represented by their respective Zernike moments
were comv
u121
u
pared using the Euclidean metric d = t (A2 − B2 ).

∑

i

i

i=1

5.3. GENOCRIPT / D2 encoding by N. Morikawa
We performed the retrieval of the dataset of 1000 protein structures for structurally similar proteins of 50 query
structures in the following three steps. First, the “CA”
(or α-Carbon atom) traces of the proteins were extracted
from the supplied data files by considering the pattern of
atom radii. Next, the D2 codes of the 1000 protein structures were computed by program "ProteinEncoder" and
saved in a ".code" file (392 KB): target_SHREC2010.code.
Also computed were the D2 codes of the 50 query structures: query_structure.code. Then, retrieval of the dataset
was carried out with program "ComSubstruct," which computes the length of the longest common subsequence of
two D2 codes. For example, the top 100 D2 code-similar
fragments are obtained by typing the following command:
“ComSubstruct -l -o1 -s -w1.1 -b100 query_structure.code
target_SHREC2010.code.” Because more than one fragment
may correspond to a protein, the top-most fragment was
chosen for each protein to obtain the ranked list of protein
names. See below for more detail. The programs ProteinEncode and ComSubstruct are available from http://www.
genocript.com.

To identify the main-chain fragments of N-CA-C atoms, the
supplied data files were examined for the atom radius pattern of 1.70-2.00-1.74. Only the CA atoms of the N-CA-C
fragments are considered in our method.

We used a discrete differential geometrical technique called
“D2 encoding” to analyse local protein structures, where the
conformation of all five-CA fragments (i.e. fragments of five
CA atoms) of a protein are encoded using a five-tetrahedron
sequence [Mor07]. First, the conformation of each five-CA
fragment is represented by a folded sequence of five tetrahedrons. Next, the corresponding (0,1)-valued sequence of
length five, which are denoted as a base-32 number, are assigned to the center CA atom of the fragment. Then, we obtain a description of the conformation of a protein by arranging base-32 numbers in the order that the corresponding CA
atoms appear in the CA trace. The base-32 number sequence
is called the D2 code of a protein.
5.3.3. Dataset search by ComSubStruct
One of the simplest measures of sequence similarity is the
length of the longest common subsequence (LCS). We used
the length of the LCSs of two D2 codes to quantify the differences between two protein backbone conformations. The
width of compare window was set to the product of "1.1"
and the length of the shorter sequence using the "-w" option.
The width of slide step was then the product of 0.1 and the
length of the shorter sequence.
5.3.4. Sorting structures
Protein names are ranked based on the length of LCS. The
length of a protein sequence is used for tie-break purposes
(the shorter, the better). The similarity scores are obtained
by dividing the LCS-length by the protein-length. More precisely, the maximum value is (protein-length - 4) / proteinlength.
5.4. Contact Map Overlap maximization by R.
Andonov, A. Cornu, N. Malod-Dognin and
J.Nicolas
5.4.1. Principle
This approach compares protein structures based on common inter-atomic contacts. Formally, the contact map of a
protein is a graph, CM = (V, E), with vertices V associated
to the amino-acids of the protein and contact edges E associated to close amino acids (Euclidean distance between CA
atoms, which are known to form the backbone of the protein) smaller than a given threshold. The similarity between
two proteins is then determined by the maximum overlap
of their contact maps (equivalent to their maximum Number
c The Eurographics Association 2010.
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of Common Contacts (NCC)). Finding this number and the
associated alignment between the amino-acids of both proteins, known as Contact Map Overlap maximization (CMO),
is an NP-hard problem [GIP99] and has been extensively
studied in the bioinformatics and computer science communities [CCI∗ 04, XS07].

The second index used the confidence in the results of
A_purva, C = ULBB , and was finally retained for the contest.
The score is given by:

5.4.2. The A_purva solver

A final step used the knowledge of superfamily labels: the
mean rank of the three best scores for each superfamily was
computed. It allowed classifying all proteins of a same superfamily together if they got a good rank.

To classify the queries in the context of SHREC_10 we used
the solver A_purva which has been recently proposed in
[AYMD08]. A detailed description can be found in [MD10].
A_purva is able to solve CMO in an exact manner in the
framework of a classical branch and bound approach (B&B)
where upper (UB) and lower (LB) bounds are generated
by Lagrangian relaxation. When an instance is optimally
solved, we have the relation LB = NCC = UB. Otherwise
UB > LB and the so called relative gap U B−LB
U B gives an idea
of the precision of the results. This property was very useful in the context of SHREC_10 where, because of the time
limitation, we were forced to limit the search process on the
root of the B&B only.
A_purva was launched without branch and bound, with
a limit of 10 000 subgradient descent iterations (i.e. about
20sec per instance). For most query instances (with less than
700 CA atoms) a limit of 2 000 iterations and 4 sec gave the
same results.
5.4.3. Extraction of the backbone and generation of the
contact map
In order to adapt A_purva to SHREC_10 conditions where
only the coordinates of the atoms have been provided, without identifying their names, we proceeded as follows. Interesting atoms have been filtered on the basis of stable distances that could correspond to the protein backbone (in a
PDB file, consecutive atoms N, CA, C and O exhibit NCA, CA-C and C-O bonds with relatively fixed distances of
1.45Å, 1.53Å and 1.24Å, respectively). Note that we did
not use atom radii for this purpose. Globally, the procedure
tends to filter all CA and a few other carbon atoms in each
protein that we consider as CA in the rest of the treatment.
The contact maps were generated with a distance threshold of 7.5Å between two CA atoms, excluding natural contacts between consecutive amino-acids.
5.4.4. Scoring scheme
Based on the obtained values, two scoring functions were
tested in order to detect the similarity between a query Q and
each protein P of CATH superfamilies. The first one was first
proposed in [XS07]:
SIM(Q, P) =

2 × LB
.
|EQ | + |EP |

(3)

Once results known, this default score appeared to be the
best one for the classification task. The nearest neighbour
score with it reaches 88%.
c The Eurographics Association 2010.

Cscore(Q, P) =

C ×UB + (1 −C) × LB
|EQ | × (1 +

abs(|EP |−|EQ |)
max(|EP |,|EQ |) )

(4)

All Contact Maps computations were done on the Ouestgenopole bioinformatics platform http://genouest.org.
5.5. Group Integration for Protein Structure
Description by M. Temerinac-Ott, M. Reisert and
H. Burkhardt
Group Integration (GI) is a powerful tool for describing three
dimensional structures [BS01]. The main idea is to average the representatives of a transformation group (e.g. Euclidean) in order to obtain group invariant descriptors, which
can be compared in order to determine similarities. Group
integration can be extended by Spherical Harmonics [RB06]
in order to obtain more robust descriptors. The details of our
method are explained in [TRB07].
5.5.1. Modelling Protein Shape
Proteins can be described by the position of the atoms of the
protein and their order in the amino acid sequence. In order
to apply group integration to proteins, the proteins are modelled as superpositions of Gaussian distributions centered at
the positions of the atoms.
In the SHREC’07 protein track [MTB07], only CA atoms
were used, whereas here we now use all atoms to compute GI
features. However, we did not use the provided atom radius
data.
5.5.2. Classifying Proteins based on GI features
The result of group integration is a multidimensional histogram Hα,β,γ,∆,µ,ł with 2048 bins. Through concatenation
of the histogram dimension, we obtain one feature vector
for each protein. The similarity measure s(x, y) between two
feature vectors is obtained using the χ22 distance.
5.6. 3D protein classification using the Spherical trace
transform by A. Axenopoulos and P. Daras
Our 3D shape-based approach is presented for the efficient
search, retrieval, and classification of protein molecules. The
method relies on the geometric 3D structure of the proteins,
which is produced from the corresponding PDB files. After
proper positioning of the 3D structures, in terms of translation and scaling, the Spherical Trace Transform is applied
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to them so as to produce geometry-based descriptor vectors, which are completely rotation invariant and perfectly
describe their 3D shape.
5.6.1. Preprocessing
Since the exact 3D position and radius of the protein’s atoms
is known from the available PDB file, the protein can be represented as a set of spheres. Then, the Solvent Excluded Surface is computed using the MSMS algorithm [SOS95].

and the Polar Fourier Transform, while the T function is the
Spherical Fourier Transform.
A more detailed description of the extraction of these descriptors is available in [DZA∗ 06]. The dimension of descriptor vectors is NFourier = 1080 for the descriptors based
on the Polar-Fourier 2D functional and NKrawtchouk = 1080
for the descriptors based on the Krawtchouk 2D functional.
5.6.3. Matching
Firstly, the descriptors are normalized so that their absolute
sum is equal to 1. Then, the Minkowski L1 distance is computed for a pair of descriptor vectors. The L1 distance is a
measure of dissimilarity between two descriptor vectors. In
order to transform this dissimilarity into a similarity metric, a decreasing sigmoid function was applied so that lowdissimilarity values are closer to 1 and high-dissimilarity
values are closer to 0.
6. Results

Figure 3: 3D representation of a protein with a) spheres and
b) Solvent Excluded Surface.
The protein is now represented as a triangulated mesh
which provides a sufficient approximation of the protein’s
3D shape. As a next step, a voxelization process, similar to
the one presented in [DZA∗ 06] takes place. More specifically, the 3D mesh is placed into a bounding cube, which is
partitioned in equal cube shaped voxels. Voxels that lie inside the 3D model or on the surface are assigned non-zero
values.
5.6.2. Descriptor Extraction
Every 3D object is expressed in terms of a binary volumetric function. In order to achieve translation invariance, the
center of mass of the 3D object is calculated and the model
is translated so that its center of mass coincides with the
coordinate system origin. Scaling invariance is also accomplished, by scaling the object in order to fit inside the unit
sphere. Then, a set of concentric spheres is defined. For every sphere, a set of planes which are tangential to the sphere
is also defined. Further, the intersection of each plane with
the object’s volume provides a spline of the object, which
can be treated as a 2D image.
Next, 2D rotation invariant functionals, F, are applied to
this 2D image, producing a single value. Thus, the result of
these functionals when applied to all splines, is a set functions defined on every sphere whose range is the results of
the functional. Finally, a rotation invariant transform, T, is
applied on these functions, in order to produce rotation invariant descriptors. For the needs of the SHREC, the implemented functionals F are the 2D Krawtchouk moments,

In this section, we present the perfomance evaluation results
of the track. Each participating group submitted one set of
results based on their selected set of parameters. This was
a blind experiment and each group could only submit one
set of results. Therefore, it was not possible for partipants to
tune the parameters of their algorithms.
Nearest neighbour : Table 3 summarizes the retrieval
rates for all the methods. There were five cases in which
none of the methods found the nearest neighbour. These
were: Q12 (1wwjA00), Q30 (1iicA02), Q40 (3c4aA01), Q43
(1nyaA00), and Q48 (3bioA02). In a further seven cases,
only one method found the nearest method as the top match.
However, there were 11 additional cases in which several
methods found the nearest neighbour as the second hit (i.e.
4 for GENOCRIPT, 3 for Group Integration, 3 for 3DBlast
and 1 for 3DZernike).
Method
3DBlast
3DZernike
GENOCRIPT
Contact Maps
Group Integration
Spherical Trace Transform

Correct Predictions
68%
8%
56%
80%
52%
0%

Table 3: Nearest neighbour results.
ROC plots : For each of the submitted result lists, a ROC
plot and its corresponding AUC was calculated. Figure 4
shows the resulting AUC of all methods for each target. Because early recognition of TPs is at least as important as obtaining a good overall AUC score, we also calculated another set of AUC values which correspond to the first part,
up to 10% of the database, of the ROC curves. An aggregate
c The Eurographics Association 2010.
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ROC plot was also calculated to summarize the overall performance of each method as a single ROC curve, as shown
in Figure 5.
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Figure 4: Bar chart analyses for each method showing the
calculated AUC for each of the 50 query proteins. The upper
bar charts show the total AUC, whereas the lower bar charts
show the AUCs calculated for the top 10% of the database.
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Figure 5: The upper figure shows aggregate ROC plots
for each method obtained when quering the 1000 protein
dataset using the 50 query proteins. The lower figure shows
an expanded view of the first 10% of the upper figure to highlight the early recognition behaviour of each method.

Contact Maps and 3D-Blast were conceived specifically to compare proteins structures, and these approaches
give the best results, although the Group Integration and
GENOCRIPT/D2 approaches also perform very well. The
Contact Maps and GENOCRIPT approaches both used a
preselection step to try to infer the CA backbone structure
of the corresponding proteins from simple geometrical invariants.

Both 3D-Blast and 3D-Zernike compare shapes globally, but 3D-Blast uses FFT-based rotational comparisons,
whereas 3D-Zernike uses a fast scale- and rotation-invariant
scoring technique derived from a spherical harmonic plus
Zernike polynomial expansion of each protein. The Spherical Trace Transform approach calculates scale- and rotationinvariant descriptors from 2D slices of the protein volumes
using polar Fourier transforms. The Group Integration approach constructs and compares group invariant descriptors
from the given atomic coordinates of each protein. With
the exception of the 3D-Zernike approach, which gave unexpectedly disappointing results, the general shape classification approaches also gave very encouraging predictions
when one considers the generic nature of those approaches
and the very tight timetable under which this experiment was
conducted.

Contact Maps compares proteins on the basis of conserved proximities between atoms, where Genocript encodes
the CA backbone structure of length N into a 16 valuedsequence of length (N-4).

Although in this experiment, some superfamilies may
have been easier to identify than others, it is worth noting
that no approach can reproduce the classification of the human experts in all cases. This suggests that protein model-

7. Conclusions
In this paper, we have presented and compared the perfomance of six algorithms submitted by the five research
groups who participated in this track.

c The Eurographics Association 2010.

Mavridis et al., / SHREC’10 Track: Protein Models

ing and classification is a difficult task for current 3D shape
recognition methods. Therefore adopting a benchmark based
on protein shape classification, such as the one presented
here, will provide a challenging dataset with which to evaluate new 3D object recognition algorithms.
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1 INTRODUCTION
Protein docking is the task of calculating the 3D structure of a protein
complex starting from unbound or model-built protein structures
(Halperin et al., 2002). As well as providing a useful technique to
help study fundamental biomolecular mechanisms, using docking
tools to predict protein–protein interactions (PPIs) is emerging
as a promising complementary approach to rational drug design
(Grosdidier et al., 2009).
Although proteins are intrinsically flexible, many protein docking
algorithms begin by assuming the proteins to be docked are rigid, and
they employ geometric hashing (Bachar et al., 1993) or fast Fourier
transform (FFT) correlation techniques (Katchalski-Katzir et al.,
1992) to find putative initial docking poses, which are then re-scored
and refined using more sophisticated but more computationally
∗ To

whom correspondence should be addressed.
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expensive techniques (Ritchie, 2008; Vajda and Kozakov, 2009).
This article focuses on using graphics processor units (GPUs) to
accelerate FFT-based approaches to the initial rigid body stage of a
docking calculation.
The FFT approach was first used to as a rapid way to calculate
shape complementarity within a 3D Cartesian grid (KatchalskiKatzir et al., 1992). It was later extended to include electrostatic
interactions, e.g. FTDOCK (Gabb et al., 1997) and DOT (Mandell
et al., 2001), or both electrostatic and desolvation contributions, e.g.
ZDOCK (Chen et al., 2003). However, because most FFT-based
approaches use 3D Cartesian grid representations of proteins, they
can only compute translational correlations, and these must be
repeated over multiple rotational samples in order to cover the 6D
search space. Recently, FFT techniques have been used to calculate
correlations of multi-term knowledge-based potentials (Kozakov
et al., 2006; Sumikoshi et al., 2005). However, each cross-term in the
potential requires a corresponding FFT to be calculated, and this adds
to the overall computational expense. Furthermore, protein docking
algorithms provide a useful way to study the nature of encounter
complexes (Grünberg et al., 2004), and they are beginning to be
used as an in silico technique to help predict PPI networks (Mosca
et al., 2009; Yoshikawa et al., 2009). Both of these approaches are
computationally intensive because they involve performing many
cross-docking calculations. There is, therefore, a need to develop
more efficient techniques to calculate PPIs.
To address the main limitations of the Cartesian FFT approaches,
we developed the spherical polar Fourier (SPF) technique, which
uses rotational correlations (Ritchie and Kemp, 2000) to accelerate
the calculation. This reduces execution times to a matter of minutes
on an ordinary workstation (Ritchie, 2008). The related FRODOCK
(fast rotational docking) approach has also recently demonstrated
considerable performance gains compared to Cartesian gridbased FFT approaches (Garzon et al., 2009). Nonetheless, further
computational improvements are always desirable because greater
speed may be traded for greater accuracy.
In recent years, many scientific calculations have benefited from
the very high arithmetic capabilities of modern GPUs (Owens
et al., 2007). Initially, it required considerable skill and knowledge
of graphics programming techniques to transform a scientific
calculation into a form that could be executed by dedicated pixel
processing hardware on a GPU. However, with the advent of
programmable GPUs and software development tools such as Brook
(Buck et al., 2004) and the CUDA (Common Unified Device
Architecture) toolkit (http://www.nvidia.com/), it is now much easier
to deploy scientific software on GPUs. For example, using GPUs to
calculate protein and DNA sequence alignments can give speed-ups
from at least a factor of 10 (Manavski and Valle, 2008; Schatz et al.,
2007) to over a 100 (Suchard and Rambaut, 2009) compared to
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ABSTRACT
Motivation: Modelling protein–protein interactions (PPIs) is an
increasingly important aspect of structural bioinformatics. However,
predicting PPIs using in silico docking techniques is computationally
very expensive. Developing very fast protein docking tools will be
useful for studying large-scale PPI networks, and could contribute to
the rational design of new drugs.
Results: The Hex spherical polar Fourier protein docking algorithm
has been implemented on Nvidia graphics processor units (GPUs).
On a GTX 285 GPU, an exhaustive and densely sampled 6D docking
search can be calculated in just 15 s using multiple 1D fast Fourier
transforms (FFTs). This represents a 45-fold speed-up over the
corresponding calculation on a single CPU, being at least two orders
of magnitude times faster than a similar CPU calculation using
ZDOCK 3.0.1, and estimated to be at least three orders of magnitude
faster than the GPU-accelerated version of PIPER on comparable
hardware. Hence, for the first time, exhaustive FFT-based protein
docking calculations may now be performed in a matter of seconds
on a contemporary GPU. Three-dimensional Hex FFT correlations
are also accelerated by the GPU, but the speed-up factor of only 2.5
is much less than that obtained with 1D FFTs. Thus, the Hex algorithm
appears to be especially well suited to exploit GPUs compared to
conventional 3D FFT docking approaches.
Availability: http://hex.loria.fr/ and http://hexserver.loria.fr/
Contact: dave.ritchie@loria.fr
Supplementary information: Supplementary data are available at
Bioinformatics online.
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2
2.1

METHODS
GPUs

Although the details may vary, modern GPUs consist of several
programmable multi-processors (MPs) each of which comprises multiple
scalar processors (SPs), or ‘cores’, and a modest amount of fast on-chip, or
‘local’, memory. This local memory is often divided into read-only ‘constant’
memory for storing constant parameters, and re-writable ‘shared memory’
which may be accessed simultaneously by multiple SPs. Additionally, GPUs
often have a large amount of external ‘global’ memory (in the order of
hundreds megabytes or several gigabytes), which is accessible by each SP.
Communication between the CPU and the GPU mainly involves copying
data between the CPU and global GPU memory.
The main GPU used here is an Nvidia GeForce GTX 285. This relatively
high-end device has 30 MPs, 240 SPs, 1 Gb of global memory, and a clock
speed of 1.48 GHz. Each SP can calculate at least one single precision floating
point arithmetic operation (or ‘flop’) per clock cycle, and in favourable
circumstances fused multiply–add instructions (three flops per cycle) can
be used. Hence, this GPU is capable of at least 355 Gflops and has a
theoretical maximum of 1065 Gflops. This is at least 100 times greater than
that of a single core of a conventional CPU. GPUs manufactured by ATI, for
example, have a somewhat different architecture, but have broadly similar
computational performance. We chose to use Nvidia hardware in order to
exploit the associated CUDA programming development tools and run-time
libraries.
The CUDA device architecture promotes a very fine-grained ‘SIMT’
(Simultaneous Instructions Multiple Threads) programming model in which
individual threads of execution are responsible for manipulating a small
number of closely related data elements. The SIMT model is implemented
using small ‘kernel’ functions, which have a similar syntax to the C
and C++ programming languages, and which are executed in parallel by
the MPs. This model is well suited for performing simple and repetitive
arithmetic operations such as those found in matrix multiplications and FFTs.
For such calculations, it is natural to let one SIMT thread be responsible for
calculating one element of an array, for example.
Although the overall aim of CUDA is to provide an abstract way to
program Nvidia GPUs, it is still necessary to understand the characteristics of
these devices in order to achieve the best possible performance. For example,
in contrast to conventional CPUs that often have several megabytes of fast
cache memory, a considerable drawback of current GPUs is that they do not

have any cache memory at all. This is significant because access to global
memory is about 80 times slower than access to a register or shared memory.
Hence, it is important to ensure that data traffic between the MPs and global
memory is kept to a minimum, and that as much work as possible is done
with data in the fast on-chip registers and shared memory.
In the CUDA SIMT model, threads are given numerical index identifiers
and are grouped into ‘blocks’ with consecutive indices. Blocks of threads
may further be grouped into ‘grids’ of thread blocks. Thus, threads may
be indexed using 1D, 2D or 3D indexing schemes, respectively. CUDA
devices schedule and execute blocks of threads by dividing them into
‘warps’ of 32 threads. Each warp executes one instruction at a time, so
maximum efficiency is achieved when all of the threads of a warp execute
the same sequence of instructions. On the other hand, access to global
memory is most efficient when the data is aligned in memory on even
word boundaries, and when all threads in a half-warp (i.e. either the first
or second group of 16 threads in a warp) access consecutive memory
elements simultaneously, for example. When this occurs, the MP can coalesce
multiple memory accesses into a single transaction (the precise conditions
necessary for coalescing memory accesses are described in the CUDA
Programming Guide: developer.nvidia.com/object/cuda_downloads.html).
By running several warps concurrently, MPs can hide the latency of global
memory provided that at least one warp always has sufficient data in registers
or shared memory to operate on.
To take into account the above characteristics and to optimize overall
performance with a minimum of effort, we compiled from the CUDA
Programming Guide and associated code examples a list of simple strategies
for porting code to the GPU:
• only implement rate-limiting calculations on the GPU;
• perform non-trivial initializations on the CPU and copy the values to
the GPU;
• store commonly used constants in the ‘constant’ memory area of the
GPU;
• store complex numbers as consecutive pairs of single precision data
elements;
• use the CUDA ‘__align__’ macro to force data structures to begin on
8-byte boundaries;
• re-structure complicated data structures as regular arrays;
• round up array dimensions to multiples of 16;
• re-write a group of matrix–vector multiplications as one matrix–matrix
multiplication;
• avoid using conditional statements inside loops;
• associate one array subscript with one thread index;
• access multi-dimensional arrays in natural subscript order;
• copy data between CPU and GPU memory in large chunks;
• perform matrix operations using 16×16 tiles of data following the
‘matrixMul’ example in the Nvidia developers’ toolkit;
• copy data between global and shared GPU memory using 16×16 tiles
following the ‘transpose’ example in the Nvidia developers’ toolkit.
All of these techniques were used here, as described below.

2.2 SPF correlations
The SPF docking approach has been described previously (Ritchie and
Kemp, 2000; Ritchie, 2005; Ritchie et al., 2008). Nonetheless, a brief
summary is given here in order to describe how it has been implemented
on GPUs.
The SPF approach begins with a voxel-based representation of protein
shape similar to that originally described by Katchalski-Katzir et al. (1992).
However, instead of directly calculating conventional 3D Cartesian FFTs,
we use the voxel samples to encode the shapes of proteins as 3D polynomial
expansions of orthonormal spherical polar basis functions. For example, the
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the same calculation on conventional CPUs. Similarly, GPUs can
give speed-ups from around 10 to 100 for molecular dynamics
simulations (Stone et al., 2007; van Meel et al., 2008), up to a factor
of 130 for quantum chemistry calculations (Ufimtsev and Martínez,
2008), and more than a 200-fold increase for wavelet analyses of
mass spectrometry data (Hussong et al., 2009). GPUs have also been
used to accelerate the calculation of protein accessible surface areas,
for example, giving speed-up factors from around 100 to over 300,
depending on the size of the protein (Dynerman et al., 2009).
In the context of protein docking, Sukhwani and Herbordt (2009)
have implemented the PIPER program (Kozakov et al., 2006) on a
C1060 GPU, to achieve a speed-up of about a factor of 18 compared
to a 2 GHz CPU. As far as we know, PIPER is so far the only
docking program for which GPU performance results have been
published. However, because PIPER uses 3D Cartesian FFT grids,
and because processing each grid takes over 0.5 s on the GPU, a 6D
docking calculation still takes several GPU-hours. Although Hex is
already much faster on one CPU than the GPU version of PIPER, we
were nonetheless encouraged by these earlier successes to explore
whether similar speed-ups could be achieved by implementing SPF
docking correlations on a GPU.

D.W.Ritchie and V.Venkatraman

For example, Equation (1) can equally be written as
X
Aτnlm Rnl (r)Ylm (θ,φ),
τA (r) =

(5)

nlm

where Ylm (θ,φ) are the complex spherical harmonics and Aτnlm are the
corresponding complex expansion coefficients. It can be shown that the real
and complex coefficients are related according to
X
(l)
τ
(6)
anlm
Aτnlm =
′ Um ′ m ,
m′

where U (l)

interior volume of protein A (the ‘receptor’) is encoded as an expansion to
order N using
X
τ
anlm
Rnl (r)ylm (θ,φ),
(1)
τA (r) =
nlm

where r = (r,θ,φ) are 3D spherical polar coordinates, ylm (θ,φ) are normalized
real spherical harmonic functions (Biedenharn and Louck, 1981), Rnl (r) are
τ
orthonormal Gauss-Laguerre radial basis functions (Ritchie, 2005) and anlm
are the expansion coefficients. The summation ranges over all subscript
values that satisfy |m| ≤ l < N. The default expansion order is N = 25.
The volumes of a surface skin region around the receptor σA (r) and the
corresponding volumes on protein B (the ‘ligand’), τB (r) and σB (r), are
expressed in a similar way. Other properties such as electrostatic potential and
charge density may also be encoded similarly. Thanks to the orthogonality
of the basis functions, the expansion coefficients are easily determined by
numerical integration on a 0.6 Å3 grid (Ritchie and Kemp, 2000). This
correspond to performing a forward Fourier transform in conventional
Cartesian grid-based FFT approaches.
Although the SPF expansion coefficients have three subscripts, it is often
convenient to store and manipulate them as compact 1D vectors, as illustrated
in Figure 1. With this representation, shape complementarity may be written
as a two-term overlap expression:
Z

(2)
C=
σA (r)τB (r)+σ B (r)τA (r) dV ,
where σ B (r) = σB (r)−QτB (r), and where Q is a penalty factor that penalizes
interior–interior overlaps. We use Q = 11.
Now, it can be shown that the SPF coefficients transform among
themselves under rotation according to
X (l)
(3)
anlm (α,β,γ) =
Rmm′ (α,β,γ)anlm′ ,
m′

(l)

where (α,β,γ) are Euler rotation angles and Rmm′ (α,β,γ) are matrix elements
of the real Wigner rotation matrices (Biedenharn and Louck, 1981). In other
words, the effect of rotating a protein may be simulated by transforming
only its expansion coefficients according to Equation (3). Similarly, it can be
shown that the effect of translating a protein by a distance R along the z-axis
may be simulated by transforming its expansion coefficients according to:
X (|m|)
Tnl,kj (R)akjm ,
(4)
anlm (R) =
kj

(|m|)
Tnl,kj (R)

where the
are the matrix elements for translations of the
Gauss-Laguerre basis functions (Ritchie, 2005).
Our overall strategy for calculating docking correlations, therefore, is to
calculate lists of rotated and translated coefficient vectors for the receptor
and ligand proteins, and to evaluate Equation (2) for all possible pairs of such
vectors. However, in order to accelerate the calculation using FFT techniques,
it is convenient to use both real and complex expansion coefficients.
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m′

X σ
(l)
τ
Bnlm =
(bnlm′ +ibnlm
′ )Um′ m ,

(7)

m′

the overlap Equation (2) may be calculated as
X

C = Re
A∗nlm Bnlm ,

(8)

nlm

√
where i = −1 and the asterisk denotes complex conjugation. The in vacuo
electrostatic interaction energy may be calculated in a similar way (Ritchie
and Kemp, 2000).
Furthermore, if Anlm (R,βA ,γA ) and Bnlm (βB ,γB ) represent translated and
rotated complex coefficients of the receptor and ligand, respectively, the
overlap score as a function of the remaining twist angle degree of freedom,
αB , may be calculated as
X
C(αB ) =
e−imαB Sm (R,βA ,γA ,βB ,γB ),
(9)
m

where the coefficients Sm are given by
X
Sm (R,βA ,γA ,βB ,γB ) =
A∗nlm (R,βA ,γA )Bnlm (βB ,γB ).

(10)

nl

Because Equation (9) has the form of a 1D Fourier series in the m index,
the calculation over multiple rotational samples for αB may be performed
efficiently using a 1D FFT. We normally use an FFT length of 64, which
gives angular increments of 360◦ /64 = 5.625◦ . For the remaining rotation
angles, near-regular patterns of (β,γ) angles are generated from icosahedral
tessellations of the sphere (Ritchie and Kemp, 2000). For example, the default
icosahedral tessellation of 812 vertices gives angular samples with an average
separation of ∼ 7.5◦ . To complete a docking search, Equation (9) is evaluated
over multiple pairs (812 × 812) of (β,γ) molecular rotations, and the entire
calculation is repeated over a range of intermolecular separations, R. We
normally use 50 translational steps of 0.8 Å. This generates in the order of
two billion (2×109 ) trial docking poses.
By rewriting Equations (3) and (9) to expose different Euler rotational
angles as complex exponentials, it is possible to express the overall
calculation as a list of 3D or even 5D FFTs. For example, a 3D rotational
FFT can be calculated using
X
e−i(mαB +2uβB +vγB ) Sm (R,βA ,γA ),
(11)
C(αB ,βB ,γB ) =
muv

where the Sm coefficients are now given by
X
Sm (R,βA ,γA ) =
A∗nlm (R,βA ,γA )Bnlv 3um
lv ,

(12)

nl

and where 3um
lv is a rotational scaling factor (Ritchie et al., 2008).
Equation (11) is normally evaluated using a 3D FFT grid of 48×24×48
elements, which gives rotational steps of 7.5◦ for each of the three ligand
rotation angles (αB ,βB ,γB ). In each case, outer iterations over the remaining
degree(s) of freedom must be performed to cover the 6D search space. Fivedimensional rotational FFTs may be calculated in a similar way. It might be
expected that 5D FFTs would be faster than 3D and 1D FFTs, but we find that
this is often not the case in practice due to the large memory requirement
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Fig. 1. Schematic illustration of the calculation and storage of the SPF
expansion coefficients as compact 1D coefficent vectors indexed by three
subscripts, nlm. Overlines represent negative subscript values.

is a unitary transformation matrix (Biedenharn and Louck, 1981).
Hence, by taking complex linear combinations of pairs of property vectors
X
(l)
τ
σ
(anlm
Anlm =
′ +ianlm′ )Um′ m
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Fig. 3. Calculating multiple 1D FFTs on the GPU for multiple pairs of transformed receptor and ligand coefficient vectors. For each translation step R, M
translated and rotated receptor coefficient vectors and N rotated ligand coefficient vectors are combined using Equation (10) to give M ×N vectors of twist
angle coefficients, S(R,βA ,γA ,βB ,γB ). The S coefficients are then transformed into an array of docking scores using a batch of 1D FFTs [Equation (9)], and
the result is scanned to find the best score for each twist angle, αB .

of the 5D FFT grid. Hence, only the above 1D and 3D FFT schemes are
considered further here.

2.3

Implementing SPF correlations on the GPU

From previous experience, we knew a priori that the rate-limiting steps
in the CPU-based Hex docking calculations are the receptor translation
[Equation (4)] and pair-wise coefficient multiplication steps [Equations (10)
and (12)], all of which involve double summations over the n and l subscripts.
Although calculating the initial expansion coefficients and applying the (β,γ)
rotations to the receptor and ligand coefficients costs several seconds of CPU
time, these are not rate-limiting steps because they can be performed before
the main iteration over pairs of receptor and ligand poses. We, therefore,
wrote GPU kernels only to implement Equations (4), (10) and (12), and
we used the Nvidia cuFFT library for the 1D and 3D FFTs to calculate
Equations (9) and (11), respectively.
Using the GPU programming strategies listed in Section 2.1, each pair of
nl subscripts are first mapped to single index, p, in which successive data
elements are arranged in order of the l and then n subscripts, and where
the total number of elements, P, is rounded up to a multiple of 16. This
scatters the elements of a compact coefficient vector into a sparse 2D array
of dimension P ×(2L +1) elements, where L = N −1. This is illustrated in the
upper part of Figure 2. Re-indexing M rotated coefficient vectors in this way

gives a 3D block of P ×M ×(2L +1) coefficients in sparse format (Fig. 2).
Similarly, the SPF translation matrix elements are re-indexed to give a sparse
3D array of P ×P ×(L +1) elements. This allows all M coefficient vectors to
be translated together by performing 2L +1 matrix–matrix multiplications,
as illustrated in the lower part of Figure 2. This can be done very efficiently
in a GPU kernel by using one 16×16 block of threads to calculate each tile
of the result matrix. Furthermore, it is straightforward to make this kernel
skip completely any tile consisting entirely of zeros.
To complete the 1D FFT docking scheme, two further GPU kernels
were implemented. The first of these cross-multiplies and zero-pads pairs
of receptor and ligand coefficient according to Equation (10). This gives a
list of N ×M data vectors of length 64 which can be evaluated as a batch of
1D FFTs using the cuFFT library. The output from the FFT is an array of
docking scores, or pseudo-energies, as a function of the intermolecular twist
angle αB . This array is scanned by the second kernel to identify the lowest
energy for each twist angle. Finally, the resulting list of poses and energies
is copied back to main CPU memory. These steps are illustrated in Figure 3.
The above sequence of operations is repeated for each translational step of
the 6D search.
The 3D FFT scheme generally follows the same execution path, but only
a single unrotated ligand coefficient vector has to be copied to the GPU
to calculate the array of 3D FFT coefficients [Equation (12)]. This array is
then passed to the 3D cuFFT function, and the best poses and energies are
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Fig. 2. Re-ordering the expansion coefficient vectors into sparse arrays suitable for tiled matrix multiplication on the GPU. Here, M rotated receptor coefficient
vectors are re-indexed to give a 3D array of 2L +1 planes of dimension M ×P. Similarly, the translation matrix elements are re-indexed to give L +1 planes
of dimension P ×P. This allows multiple coefficient vectors to be translated efficient using tile-based matrix multiplications.
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Table 1. Typical SPF initialization times in seconds for some example
complexes using expansions to order N = 25 on a 2.3 GHz workstation
Receptor

#residues

Ligand

#residues

1×CPU

4×CPU

Kallikrein A
HyHel-5 Fv
TGF-β

233
215
331

BPTI
Lysozyme
FKB12

58
130
108

7.5
8.5
11.7

2.0
2.3
3.1

3

RESULTS AND DISCUSSION

3.1

Multi-threaded implementations

All calculations have been implemented using ‘thread-safe’
programming techniques using the Posix ‘pthreads’ and Windows
thread libraries for Linux and Windows systems, respectively. Thus,
multiple GPUs and CPU cores may be used simultaneously on most
current workstations. The results presented here refer mainly to a
contemporary workstation with a quad-core 2.3 GHz Xeon CPU and
one GTX 285 GPU. Some overall timing results are also given for
several other Nvidia devices for comparison.

3.2

Forward SPF transforms are not rate-limiting

In the SPF approach, protein shapes are sampled just once by an
initial forward transform using numerical integration. Thereafter,
assuming that different complexes are docked with the same search
parameters, as is normally the case in Hex, all subsequent SPF
calculations are independent of the size and nature of the proteins
because they manipulate and transform SPF coefficient vectors of
the same length and in the same way. Hence, calculation times for
SPF docking correlations are practically constant for all complexes
for a given FFT sampling scheme (1D or 3D). Table 1 shows the
extent to which the initial sampling times (and, therefore, also overall
execution times) vary according to the sizes of the proteins. Because
this initialization step is currently not rate-limiting for docking, it
has not been implemented on the GPU.

3.3

GPUs give almost identical numerical results

All FFT calculations were performed in double precision using
the Intel Math Kernel Library (MKL) on the CPU and in single
precision using the cuFFT library on the GPU. Hence, some small
numerical differences between the CPU and GPU results are to be
expected. From visual inspection of the results for docking the
Kallikrein A / BPTI example, we find that the calculated GPU and
CPU docking energies agree to within at least four decimal digits,
or equivalently to within at least 0.05 kJ/mol for each pose (data not
shown). However, as expected, some small differences between the
1D and 3D FFT schemes were observed, because the two schemes
use fundamentally different rotational sampling techniques.
To quantify the effect of these differences in more detail, blind
docking was performed on the 63 ‘rigid body’ complexes of the
Protein Docking Benchmark (Mintseris et al., 2005). Full details
of the results are presented in Supplementary Materials. Table 2
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3D CPU
3D GPU
1D CPU
1D GPU
Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits Rank (RMS) Hits
147 (7.8) 6.4

147 (7.9) 6.2

166 (7.9) 5.8

165 (7.9) 5.6

This table summarizes the results presented in Supplementary Table 1. For each FFT
docking scheme, the overall results are listed as the mean rank, the average ligand Cα
RMS deviation with respect to the crystal structure of the complex, and the average
number of ‘hits’ found within the top 1000 docking poses. Any pose for which the
ligand RMS is within 10 Å of the complex is considered to be a ‘hit’. Means of ranks
were calculated using the mean log rank formula of Ritchie et al. (2008). All docking
runs used default search parameters with a steric scan using N = 18 followed by shape
plus electrostatic re-scoring using N = 25.

summarizes these results in terms of the mean rank and average
ligand Cα root-mean-squared (RMS) deviation from the complex
of the first ‘hit’ (here defined as a pose within 10 Å RMS of the
complex) found within the first 1000 solutions. These values show
that there is very little overall difference between the GPU and CPU
calculations. This may be confirmed by closer examination of the
individual docking results in Supplementary Table 1. This shows
that the GPU and CPU calculations often give identical or very
similar ranks to the first pose found within 10 Å RMS of the complex,
although there are sometimes some fluctuations in the ranks and
poses of less highly ranked predictions.
Table 2 also shows that the 3D FFT scheme gives marginally
better results than the 1D scheme. We believe this is because the
3D FFT scheme tends to over-sample rotation space near the poles,
and hence has a slightly better chance of sampling a near-native
poses than the more regular icosahedral sampling pattern used in the
1D FFT scheme. Clearly, using different rotational and translational
sampling densities for either FFT scheme would cause comparable
fluctuations in the results. Overall, these tables show that the GPU
and CPU calculations give almost identical numerical results, and
that the effect of any arithmetic differences is very small compared
to using different orientational sampling patterns.

3.4 Over 100-fold GPU speed-up for 1D correlations
Figure 4 shows the overall docking correlation rates at different
polynomial expansion orders for both the 1D and 3D FFT calculation
schemes described above. This shows that a GPU can calculate
the 1D FFT docking scheme significantly faster than the same
calculation on the CPU, and indeed also significantly faster than the
3D FFT scheme on both the GPU and CPU. As might be expected,
3D FFT calculation rates are less sensitive to the polynomial order
than the 1D FFTs because they require less explicit matrix arithmetic
and they can benefit more from the O(N logN) nature of the FFT.
However, for the relatively low expansion orders used here, 3D
FFTs on the GPU are not substantially faster than using a single
CPU core. On the other hand, because Hex performs an initial scan
of the search space using N = 18, and because only a small fraction
of the remaining poses are re-scored using N = 25, the overall benefit
of using a GPU to calculate the 1D docking scheme is dramatic. As
shown in Figure 4, the 1D FFT scheme can score 236 million poses
per second using N = 18 on the GPU, and 104 million poses per
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copied back to CPU main memory, as before. Faster implementations of
the 3D FFT have been proposed for GPUs (Govindraju et al., 2008; Nukada
et al., 2008), but we have not explored these here because significantly better
docking performance is obtained using 1D FFTs, as shown below.

Table 2. Mean rank, RMS deviation, and number of hits obtained for
exhaustive unbound–unbound docking of the 63 ‘rigid body’ complexes of
the Docking Benchmark (version 2)

Protein docking using GPUs

Table 3. Total execution times in seconds for ZDOCK, PIPER and Hex

3D
(3D)c
1D

Fig. 5. Total execution times for exhaustive Hex docking runs with default
search parameters on a variety of GPU devices compared to using from one
to four CPU cores simultaneously. The GPU devices have the following
specifications: GTX 285: 240 cores, 1.48 GHz, 1 GB memory (workstation);
GTX 9800: 128 cores, 1.7 GHz, 512 MB memory (workstation); GTS 260M:
112 cores, 1.37 GHz, 1 GB memory (laptop); 9400M: 16 cores, 1.4 GHz,
256 MB memory (laptop). The 9400M device has insufficient memory for
shape plus electrostatic correlations.

second using N = 25. These rates correspond to speed-up factors of
100 and 130, respectively, compared to a single CPU core.
Although the above speed-ups are impressive, overall execution
times are reduced by smaller factors than these because it is not
feasible to implement all of the steps of a docking calculation on
the GPU. Furthermore, because current CPUs typically have up to
four identical cores, it is perhaps fairer to compare one GPU with
four CPU cores. Although other protein docking programs such as
DOT (Mandell et al., 2001), PIPER (Kozakov et al., 2006) and
ZDOCK 3.0.1 (Mintseris et al., 2007) can distribute the workload
over multiple nodes in a compute cluster using, for example, the
MPI message passing library (http://www.open-mpi.org/), to our
knowledge Hex is currently the only protein docking program that
uses multi-threading techniques to exploit multi-core processors.
Figure 5 compares the overall execution times of a typical Hex
docking run on a variety of GPU devices with using from one to
four CPU cores simultaneously. In all cases, adding electrostatics to
the scoring function costs little because it is only calculated for the
best 25 000 poses in the final re-scoring step.

PIPERa
1×CPU

PIPERa
1×GPU

Hex
1×CPU

Hex
4×CPU

Hexb
1×GPU

7172
(1195)
–

468 625
(42 602)
–

26 372
(2398)
–

224
224
676

60
60
243

84
84
15

In this table, the ZDOCK and Hex values are measured execution times for
unconstrained exhaustive docking of the Kallikrein A / BPTI complex, and are tabulated
according to the number of CPUs and GPUs used. Dense rotational sampling was used
in ZDOCK with a Cartesian grid size of (92Å)3 . A comparable rotational sampling
density was used in Hex, as described in the main text.
a The PIPER times are estimated for 54 000 rotational sample steps (as in ZDOCK
dense sampling) using the per-rotation times quoted in Table 1 of Sukhwani and
Herbordt (2009), i.e. 2.0 GHz CPU: 9.98 s/rotation and C1060 GPU: 0.556 s/rotation,
for a receptor grid size of 1283 and a ligand grid of 323 . The PIPER CPU time given
here has been scaled to that of a 2.3 GHz processor, and the GPU time (C1060: 240
cores, 1.3 GHz) has been scaled to that of a GTX 285 (240 cores, 1.48 GHz).
b Here, only the GPU is used in the docking search, although the initialization step uses
four CPU cores (see Table 1).
c Times given in brackets for ZDOCK and PIPER have been corrected from the
times measured for 12-term (ZDOCK) and estimated for 22-term (PIPER) runs to a
hypothetical two-term potential like the two-term pseudo-energy used in Hex.

Figure 5 also shows that using two CPU cores nearly doubles the
overall speed, but using four CPU cores gives only about a 3-fold
speed-up. On the other hand, for the 1D FFT scheme, using one
GPU core is still at least 10 times faster than using four CPU cores
together, which is clearly a significant improvement. Furthermore,
on our GPU-based server (Macindoe et al., 2010), we find that using
two GPUs together is twice as fast as one GPU. However, because
the 1D FFT scheme is so fast, much of this gain is masked by file
transfer and network overheads on the web server.

3.5 Speed comparison with ZDOCK and PIPER
To allow a more direct comparison between the performance of
the SPF representation and conventional Cartesian FFT grid-based
docking approaches, Table 3 compares overall docking times for
Hex with the execution time for ZDOCK 3.0.1 measured on the
same CPU along with CPU and GPU execution times for PIPER,
which have been estimated from the timings given by Sukhwani
and Herbordt (2009) using the same ‘dense’ rotational sampling
as ZDOCK (54 000 ligand rotational steps of ∼6◦ ). The ZDOCK
dense sampling mode is similar to the default Hex sampling scheme
(812×64 = 51 968 ligand rotations). However, it should be noted
that the ZDOCK and PIPER grid sizes of (92×1.2Å)3 and (128×
1.0Å)3 , respectively, are both larger than the default translational
step size used in Hex (0.8 Å). Furthermore, ZDOCK 3.0.1 and PIPER
both employ multi-term potentials derived from 12 residue types in
ZDOCK (Mintseris et al., 2007) and using up to 22 cross-terms in
PIPER (Kozakov et al., 2006), whereas Hex uses a much simpler
two-term shape complementarity model with an optional two-term
in vacuo electrostatic contribution.
Bearing these similarities and differences in mind, Table 3 shows
that using the Hex 1D FFT scheme on a high-end GPU is about 475
times faster (7172/15) than ZDOCK 3.0.1, about 31 200 times faster
(468 625/15) than PIPER on a single 2.3 GHz CPU core, and about
1750 times faster (26 372/15) than PIPER on a comparable GPU.
Table 3 also shows the overall Hex execution times for different
numbers of CPU cores. This shows that using one GPU to calculate
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Fig. 4. Docking correlation rates (millions of poses per second) using the
1D and 3D correlation schemes at various polynomial expansion orders. The
GPU rates include all data transfers between the GPU and CPU, the time
required to re-index and translate the coefficients, and the time spent in the
cuFFT library. All rates exclude the costs of calculating the initial forward
transform and reading the translation matrices from disc.

ZDOCK
1×CPU
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3.6

1D SPF correlations are well suited for GPUs

Taking into account that Sukhwani and Herbordt (2009) compared
PIPER using cuFFT on the GPU with FFTW (http://www.fftw.org)
on the CPU (which is known to be slower for FFTs than MKL), our
3D SPF results also show that GPUs do not give substantial speedups for 3D FFT calculations. This is because 3D FFT algorithms
require multiple passes through the data volume, and on the GPU
this exposes the latency of repeatedly accessing global memory
without the benefit of fast cache memory. On the other hand, because
multiple 1D FFTs can be processed in a single pass over global GPU
memory, it follows that the SPF 1D FFT scheme is especially well
suited to exploit current GPU architectures.

4

CONCLUSION

The Hex 1D and 3D FFT docking schemes have been implemented
on CUDA GPUs. Although the CPU version of Hex is already
much faster than conventional Cartesian grid-based FFT docking
algorithms, GPU-based correlations using the 1D FFT scheme are
accelerated by at least a factor of 100 compared to a single CPU
core, and a very satisfactory 45-fold overall speed-up is achieved
for the 1D FFT scheme. This corresponds to an 15-fold speed-up
compared to the 3D FFT scheme on the CPU. However, only a very
modest GPU/CPU speed-up factor of about 2.5 is obtained for the
3D FFT scheme. This shows that the Hex 1D FFT docking scheme
is especially well suited to exploit current GPU architectures. On
a contemporary high-end GPU, the 1D FFT scheme allows an
exhaustive protein docking calculation to be completed in just
15 s, which is at least two orders of magnitude faster than leading
conventional Cartesian-based docking algorithms such as ZDOCK
and PIPER. Thus, for the first time, exhaustive FFT-based protein
docking may now be carried out in interactive time-scales using a
modern GPU. This algorithmic improvement will facilitate the use
of docking techniques to help study PPIs and PPI networks.
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ABSTRACT
HexServer (http://hexserver.loria.fr/) is the first
Fourier transform (FFT)-based protein docking
server to be powered by graphics processors.
Using two graphics processors simultaneously, a
typical 6D docking run takes 15 s, which is up to
two orders of magnitude faster than conventional
FFT-based docking approaches using comparable
resolution and scoring functions. The server
requires two protein structures in PDB format to
be uploaded, and it produces a ranked list of up to
1000 docking predictions. Knowledge of one or both
protein binding sites may be used to focus and
shorten the calculation when such information is
available. The first 20 predictions may be accessed
individually, and a single file of all predicted orientations may be downloaded as a compressed
multi-model PDB file. The server is publicly available
and does not require any registration or identification by the user.
INTRODUCTION
Protein docking is the task of calculating the 3D structure
of a protein complex from its unbound or model-built
subunits. Although proteins are intrinsically flexible,
many protein docking algorithms begin by assuming
that the proteins are rigid and they use geometric
hashing (1) or fast Fourier transform (FFT) correlation
techniques (2) to find a relatively small number of putative
docking orientations which may be refined and re-scored
using more sophisticated techniques.
In recent years, several protein docking programs have
been made available as web servers. These range from the
rapid PatchDock server (3), which is based on a
rigid-body geometric hashing algorithm (4), to much
more computationally intensive approaches incorporating

models of flexibility such as RosettaDock (5) and
Haddock (6). Several FFT-based docking programs have
also been made available as web servers e.g. ClusPro (7),
GRAMM-X (8) and ZDOCK (9). Like the geometric
hashing approach, the FFT-based approaches assume
that the proteins to be docked are rigid, but they sample
densely all possible rigid-body orientations in the 6D
search space. However, because most FFT-based
approaches use 3D Cartesian grid representations of the
proteins, they can only compute translational correlations,
and these must be repeated over multiple rotational
samples in order to cover the 6D search space. Thus,
despite the rigid-body assumption, Cartesian grid-based
FFT docking algorithms are inherently computationally
expensive.
In order to address the main limitations of the Cartesian
FFT approaches, we developed the ‘Hex’ spherical polar
Fourier (SPF) approach which uses rotational correlations
(10), and which reduces execution times to a matter of
minutes (11). Nonetheless, we recently adapted the Hex
algorithm to obtain a further significant speed-up by exploiting the enormous computational power of modern
graphics processor units (GPUs; in preparation) using
the CUDA (Common Unified Device Architecture) development tools (http://www.nvidia.com/object/cuda_home.
htm). For typical Hex docking calculations, a single
high-performance GPU can evaluate 170 million trial
orientations/second. This corresponds to a speed-up of
at least a factor of 45 compared to a contemporary
central processor unit (CPU), and which is up to two
orders of magnitude faster than conventional Cartesian
grid-based FFT docking approaches. However, because
high performance GPUs are relatively expensive, we
have developed HexServer, a web interface for Hex, in
order to make our GPU-accelerated docking approach
widely and freely available.
The Hex SPF algorithm has been validated in the
CAPRI (Critical Assessment of PRedicted Interactions)
blind docking experiment (12), and an acceptable
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rigid-body Hex prediction has often been found within the
top 100 orientations in recent CAPRI scoring sections.
Thus, HexServer provides a very fast and convenient
way to generate high quality docking predictions for subsequent refinement.
MATERIALS AND METHODS
System architecture

Inputs
HexServer has an easy-to-use form-based interface,
through which users may upload a pair of protein structures in PDB format. Users may optionally provide an
e-mail address for notification of the status of their jobs.
Figure 1 shows the web interface for defining the parameters of a docking job. For a blind unconstrained 6D
docking run, it is normally sufficient to use the default
values for all parameters. If the proteins to be docked
have large and opposite formal charges, or if electrostatic
interactions are known to be important, it is often beneficial to request a shape plus electrostatic calculation.
Otherwise, a shape-only correlation is recommended.
As described previously (11), all Hex docking correlations use SPF shape–density representations to

Outputs
Once a job is complete, the user is directed to a simple
results page (Figure 2) where he may download a ranked
list of predicted complexes. Because HexServer aims to
provide a relatively large number of putative complexes
for re-scoring, the requested number of predictions is presented as a single compressed multi-structure PDB file in
which each structure is identified using the standard PDB
‘MODEL’ and ‘ENDMDL’ keywords. This file may be
requested in any of the ‘zip’, ‘gzip’ or ‘bzip2’ compression
formats. The first 20 structures are also made available
individually in uncompressed PDB format. Thus
the user may quickly preview the predictions before
downloading the large multi-structure results file.

RESULTS AND DISCUSSION
Overall performance
The HexServer web interface provides a simple and easy
way to prepare protein–protein docking calculations using
Hex. The computational backend provides public access
to a powerful GPU-based cluster. The OAR batch
queuing system ensures that only one docking job can
execute at a time on each pair of GPUs, which maximizes
job throughput and avoids contention for resources. On
our system, a typical exhaustive 6D rigid-body docking
search takes around 15 s when using two C1060 GPUs
simultaneously. If knowledge of even just one interface
residue from one or both proteins is available, it can be
used very effectively to constrain the docking search
around the known or supposed interface. This further
reduces the overall docking time, and significantly
improves the quality of the predicted complexes (11).
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HexServer is implemented using a small number of web
pages and shell scripts which communicate via a MySQL
(http://www.mysql.com/) database. The computational
part of the server consists of a 32-node cluster running
the CentOS 5.2 operating system and using the OAR
batch scheduling system (http://oar.imag.fr/). Each node
consists of two quad-core Intel Xeon 2.5 GHz CPUs, and
eight of the nodes are equipped with two Nvidia Tesla
C1060 GPUs. Hence, a total of 256 CPU cores and 16
GPUs are currently available on our server.
The web interface is implemented using the PHP
scripting language, through which the user’s PDB files
are uploaded and stored in a MySQL database along
with the other parameters of the docking job. Each job
is identified by a unique 13 digit job number. The web
interface performs some basic sanity checks on the input
data in order to highlight errors quickly and to avoid
wasting processor time on the server. A Linux shell
script running on the compute server periodically polls
the databases for new jobs. When a new job is found,
another shell script is generated and is submitted to the
OAR batch queuing system. This script executes the Hex
program and copies the results files back to the MySQL
database when the job has finished. The submitting web
page periodically polls the database for an indication that
the job has completed, and the results may be accessed
from a job-specific web link generated automatically
using the job number. If the user has provided an e-mail
address, he will be sent a mail message containing a link to
the job’s results page.
HexServer does not require any kind of user registration
or identification, and all results are accessible using only
the 13 digit job number. All PDB coordinate files of each
job are deleted from the system after 24 h, although other
details of the job are stored for statistical purposes.

polynomial order N ¼ 20 in order to generate very
rapidly a list of up to 25 000 candidate solutions. We
find that the top 3000 orientations nearly always include
some near-native orientations but a larger list is used to
avoid pruning good candidates in exceptional cases. These
candidate solutions are then re-scored using higher order
shape-only or shape plus electro-static correlations (using
e.g. polynomials to order N ¼ 25 or N ¼ 30), as selected
by the user. Requesting polynomial order N ¼ 25 (the
default) gives relatively soft representations of each
protein whereas order N ¼ 30 polynomials give
somewhat sharper representations.
If prior information is available about one or both
binding sites, the user can request that the docking
search will be focused around a selected interface residue
on one or both docking partners. As illustrated in
Figure 1B, this is achieved by specifying one central
residue from each protein to define an intermolecular
axis, and by specifying two further residues to be placed
on the intermolecular axis near the protein–protein interface. The user may then specify an angular search range
(e.g. of 45 ) for each protein with respect to the intermolecular axis in order to constrain the rotational search
around the putative interface.
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Figure 1. Screenshots of the two dataentry web pages of the HexServer interface. (A) Top: the first web page is used to specify the PDB files to be
uploaded, and the type of docking calculation to be performed. (B) Bottom: the second web page may be used to define optional interface residues
and angular search ranges to focus the search around a known or hypothesized interface. By convention, the larger of the two proteins is called the
‘receptor’ and the smaller is called the ‘ligand,’ although Hex treats the two proteins equally. All input parameters are explained in further detail in
the online Help page, and some typical protein domains are available from the ‘Examples’ page.
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Table 1. Timing comparisons of Hex and ZDOCKa

In order to illustrate the speed-up given by our
GPU-accelerated approach over a conventional
Cartesian grid-based FFT docking calculation, we
docked the PDB structures given on the HexServer
‘Examples’ page (porcine trypsin and soybean trypsin
inhibitor, PDB code 1AVX) using Hex 6.0, HexServer
(which invokes Hex 6.0), ZDOCK 3.0.1 and the corresponding ZDOCK server (http://zdock.bu.edu/).
It should be noted, however, that it is difficult to make
an exact comparison due to the fundamental difference
in how the search space is partitioned in the SPF (five
rotations and one translation) and Cartesian (three rotations and three translations) coordinate systems,
and because of other differences in the orientational
sampling techniques used. It is also worth emphasizing
that the speed of any FFT-based approach depends
critically on the sampling resolution used: doubling the
step size in each dimension will give a speed-up of Oð26 Þ,
but using large step sizes entails a risk that good solutions will be missed. Hence, both Hex and ZDOCK
employ a strategy of densely sampling the search
space and then clustering solutions with similar orientations. For example, by default, both Hex and HexServer
use 64 steps of 5.625 for rotational increments about
the intermolecular axis, and they use icosahedral tessellations of the sphere of 812 vertices to give angular
rotation samples of about 7.5 for the remaining angular
degrees of freedom. Hence, the default sampling density
in Hex (81264=51 968 ligand rotations) corresponds
quite closely to ZDOCK’s ‘dense’ sampling mode
(54 000 ligand rotational steps of about 6 ). On the other
hand, ZDOCK server does not offer dense sampling
due to its high computational cost, and instead uses the
default ZDOCK coarse sampling level of 15 (3600 ligand rotations). Furthermore, Hex and HexServer use
translational steps of 0.8Å, which is somewhat finer than
the 1.2Å grid spacing used in ZDOCK and ZDOCK
server (9).
It should also be noted that Hex and ZDOCK employ
different scoring functions. For example, Hex calculates
an excluded volume model of shape complementarity
with an optional in vacuo electrostatic contribution (10),
whereas ZDOCK uses a scoring function composed from
shape, electrostatics and an atomic contact model of
desolvation (9). Hence, the two programs will inevitably
produce different lists of predictions, although the overall
computational complexity of their scoring functions is
broadly similar.
Bearing the above observations in mind, Table 1 shows
that for dense sampling, using Hex with one high performance GPU is about 330 times faster than using ZDOCK
on a single 2.5 GHz CPU core. Although 15 sampling is
not publicly available in HexServer due to the risk of
missing good solutions, performing such coarse sampling
using two GPUs takes only around 3s, which is around
160 times faster than the corresponding calculation on the
ZDOCK server. These figures justify our claim that using
GPUs to accelerate Hex docking calculations can be up to
two orders of magnitude faster than conventional

Modeb

Hex
(CPUc)

Hex
(GPUd)

ZDOCK
(CPUc)

HexServer
(GPUe)

ZDOCK server
(CPUf)

dense
coarse

240
52

22
5

7255
500

15
3

–
900

a
All times are given in seconds: the server timings exclude any networking delays or time spent waiting in a queue.
b
Here, a ‘coarse’ sampling mode corresponds to 15 angular steps
(about 3600 ligand rotations), whereas ‘dense’ sampling corresponds
to 6 angular steps (about 54 000 ligand rotations). Dense sampling is
not available in ZDOCK server.
c
Using 3D FFTs on one 2.5 GHz Intel Xeon processor.
d
Using 1D Hex FFTs on one Nvidia C1060 processor.
e
Using 1D Hex FFTs on two Nvidia C1060 processors.
f
Using 3D FFTs on eight IBM 1.1 GHz p655 processors.

FFT-based docking approaches when using comparable
search resolutions and scoring functions.

Recommendations for use
Although docking programs such as Hex and ZDOCK
can often produce near-native orientations within the
first few hundred predictions, it remains a significant challenge to identify which orientations are in fact the
near-native ones. We therefore recommend that users
should visualize docking predictions from HexServer
using an interactive graphics tool such as Jmol
(http://jmol.sourceforge.net/download/),
VMD
(http://www.ks.uiuc.edu/Research/vmd/) or indeed the
stand-alone version of Hex itself (http://hex.loria.fr/). If
biological knowledge about the interaction is available,
this should be used to colour-code known interaction
residues to help assess each orientation. It is also recommended to consider refining selected orientations using
short molecular dynamics runs or by submitting them to
a flexible docking server such as RosettaDock (5) or
Haddock (6).
In principle, PDB files could be loaded into HexServer
directly from the PDB repository (http://www.rcsb.org).
However, we recommend that the user first download
and examine the protein structures to be docked,
because it is often necessary to delete unwanted domains
and hetero groups before performing a docking
calculation.
It should be noted that Hex is designed for docking
typical protein domains of up to around 150 amino acid
residues. To dock proteins which are larger than this, it is
recommended to perform a constrained angular search
with respect to an explicitly specified initial orientation,
as described above.
In order to keep the web interface simple, many of the
more advanced or specialized features in Hex are not
available in HexServer. Hence, we encourage users both
to experiment with HexServer and to download the Hex
program. Binary executables are available for several
versions of popular operating systems, of which an
increasing number support CUDA-based GPUs.
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CONCLUSION
HexServer provides a convenient way to perform exhaustive GPU-accelerated FFT-based rigid-body docking predictions without requiring the user to invest in special
hardware. Each blind 6D docking calculation takes only
15s on our server, and the results for each docking run
are accessible for up to 24 h from a unique web page.
Thus, users may quickly and easily obtain a list of high
quality docking predictions for subsequent refinement and
analysis.
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Figure 2. A screenshot of a results page generated by HexServer.

