
GPUs are good for tasks that have high arithmetic intensity. For example,
matrix-matrix multiplication is very efficient on GPUs (O(n0.93)) compared to a
naive CPU (O(n3)) implementation.

Parallel portions of an application are executed on the GPU as kernels
Blocks of multiple threads execute each kernel.
Parallel thread execution exploits shared memory.

Tiling the data into small shared memory blocks of 16×16 words facilitates
high arithmetic intensity.
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Introduction

A limiting factor in predicting protein-protein interactions using computational
docking approaches has been the computational cost of searching exhaustively
the 6D rigid-body search space [1]. Many numerically intensive scientific
calculations have been implemented on Graphical Processing Units (GPUs) to give
significant speed-ups compared to conventional CPU-based calculations. Here, we
report for the first time the use of high performance GPUs [2,3] for FFT-based
protein-protein docking in interactive time scales.

We have implemented the HEX [4,5] spherical polar Fourier (SPF) docking
correlations as a small number of GPU kernel functions using the CUDA
programming environment. On a recent nVidia graphics card such as the FX5800,
each kernel function can simultaneously execute up to 240 computational threads
of execution. On this hardware, a blind 6D search calculated as a series of 3D
FFTs to polynomial order N=25 using the standard CUDA FFT [3] library takes less
than 2 minutes. The same calculation on a single 3.2 GHz iCore7 CPU using the
Intel MKL library takes nearly three times as long. On the other hand, performing
the calculation as a series of 1D FFTs takes only 15 seconds on the GPU. This
corresponds to a 45-fold speed-up over the CPU calculation. Furthermore, using
standard CPU thread programming techniques, a 6D docking search calculation
may be distributed over as many GPUs and CPUs as are available. Thus, blind
high order FFT docking searches can now be performed in a matter of a few
seconds on a modern multi-core workstation. This means that high throughput

docking of entire protein interaction networks is now feasible.
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Adapting HEX for the GPU

Figure 2. Flowchart showing the main steps in the GPU based SPF approach for protein-
protein docking.

Implementation Details

Figure 3. Comparison of the FFT correlation rates
at different orders of expansion. GPU rates for 1D
correlation are typically 45 times more than their
single CPU counterpart, while those for the 3D give
a three-fold speed-up for higher expansion orders
(N≥16).

Figure 4. Blind docking performance (initial scan
N=16, refine N=25) for different combinations of
CPUs and GPUs. The best combination is 6 CPUs
+ 2 GPUs. This takes about 8(20) seconds for
1D(3D) correlations. Addition of electrostatics
adds only a couple of seconds to the timings.

Results - CPU vs GPU Performance

1

Schematic illustration of the calculation
and storage of the SPF expansion
coefficients as compact 1D coefficient
vectors indexed by three subscripts, nlm.
Overlines represent negative subscript
values.

2
Re-ordering the expansion coefficient vectors into sparse arrays suitable for tiled matrix
multiplication on the GPU. This allows multiple coefficient vectors to be translated efficient using
tile-based matrix multiplications.

3
Calculating multiple 1D FFTs on the GPU for multiple pairs of transformed receptor and ligand
coefficient vectors. The coefficients are then transformed into an array of docking scores using a
batch of 1D FFTs, and the result is scanned to find the best score for each twist angle.

Figure 5. Screenshots of the two dataentry web pages of the HexServer [5] interface. Left: the first web
page is used to specify the PDB files to be uploaded, and the type of docking calculation to be performed.
Right: the second web page may be used to define optional interface residues and angular search ranges
to focus the search around a known or hypothesized interface. The server http://hexserver.loria.fr is
publicly available and does not require any registration or identification by the user.

Figure 1. Illustration of the coordinate system and optional constraints in SPF-based
protein docking. An initial docking orientation may be defined by specifying which residues
should be located at the local coordinate origin for each molecule, and by defining
"interface residues" which will be located on the z-axis. Optionally, the docking search
may be restricted by defining a "range angle'' for the receptor and/or ligand orientations.
If range angles are defined, then the interface residues will be constrained to appear
within a spherical cone defined by the corresponding range angle. If no range angle
constraints are given, a blind 6D search is used.
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